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Preface
This volume contains the papers presented at the Fifth Workshop on Practical Aspects of Automated Reasoning
(PAAR-2016). The workshop was held on July 2, 2016, in Coimbra, Portugal, in association with the Eighth
International Joint Conference on Automated Reasoning (IJCAR-2016).
PAAR provides a forum for developers of automated reasoning tools to discuss and compare different implementation techniques, and for users to discuss and communicate their applications and requirements. The
workshop brought together different groups to concentrate on practical aspects of the implementation and application of automated reasoning tools. It allowed researchers to present their work in progress, and to discuss
new implementation techniques and applications.
Papers were solicited on topics that include all practical aspects of automated reasoning. More specifically,
some suggested topics were:
• automated reasoning in propositional, first-order, higher-order and non-classical logics;
• implementation of provers (SAT, SMT, resolution, tableau, instantiation-based, rewriting, logical frameworks, etc);
• automated reasoning tools for all kinds of practical problems and applications;
• pragmatics of automated reasoning within proof assistants;
• practical experiences, usability aspects, feasibility studies;
• evaluation of implementation techniques and automated reasoning tools;
• performance aspects, benchmarking approaches;
• non-standard approaches to automated reasoning, non-standard forms of automated reasoning, new applications;
• implementation techniques, optimization techniques, strategies and heuristics, fairness;
• support tools for prover development;
• system descriptions and demos.
We were particularly interested in contributions that help the community to understand how to build useful and
powerful reasoning systems in practice, and how to apply existing systems to real problems.
We received thirteen submissions. Each submission was reviewed by three program committee members. Due
to the quality of the submissions, eleven of them were accepted. The program committee also proposed to the
remaining two submissions to present their work, as presentation only.
The workshop organizers would like to thank the authors and participants of the workshop, and the program
committee and the reviewers for their effort.
We are very grateful to the IJCAR organizers for their support and for hosting the workshop, and are indebted
to the EasyChair team for the availability of the EasyChair Conference System.
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Efficient Instantiation Techniques in SMT (Work In
Progress)
Haniel Barbosa∗
LORIA, INRIA, Université de Lorraine, Nancy, France
haniel.barbosa@inria.fr

Abstract
In SMT solving one generally applies heuristic instantiation to handle
quantified formulas. This has the side effect of producing many spurious instances and may lead to loss of performance. Therefore deriving
both fewer and more meaningful instances as well as eliminating or dismissing, i.e., keeping but ignoring, those not significant for the solving
are desirable features for dealing with first-order problems.
This paper presents preliminary work on two approaches: the implementation of an efficient instantiation framework with an incomplete
goal-oriented search; and the introduction of dismissing criteria for
heuristic instances. Our experiments show that while the former improves performance in general the latter is highly dependent on the
problem structure, but its combination with the classic strategy leads
to competitive results w.r.t. state-of-the-art SMT solvers in several
benchmark libraries.
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Introduction

SMT solvers (see [4] for a general presentation of SMT) are extremely efficient at handling large ground formulas
with interpreted symbols, but they still struggle to deal with quantified formulas. Quantified first-order logic is
best handled with Resolution and Superposition-based theorem proving [2, 16]. Although there are first attempts
to unify such techniques with SMT [13], the main approach used in SMT is still instantiation: formulas are freed
from quantifiers and refuted with the help of decision procedures for ground formulas.
The most common strategy for finding instances in SMT is the use of triggers [10]: some terms in a quantified
formula are selected to be instantiated and successfully doing so provides a ground instantiation for the formula.
These triggers are selected according to various heuristics and instantiated by performing E -matching over
candidate terms retrieved from a ground model. The lack of a goal in this technique (such as, e.g., refuting
the model) leads to the production of many instances not relevant for the solving. Furthermore, unlike other
non-goal-oriented techniques, such as superposition, there are no straightforward redundancy criteria for the
elimination of derived instances in SMT solving. Therefore useless instances are kept, potentially hindering the
solver’s performance.
Our attempt to tackle this issue is two-fold:
• A method for deriving fewer instances by setting the refutation of the current model as a goal, as in [19].
Thus all instances produced by this strategy are relevant.
∗This work has been partially supported by the ANR/DFG project STU 483/2-1 SMArT, project ANR-13-IS02-0001 of the
Agence Nationale de la Recherche
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• Heuristic instantiation is kept under control. Given their speed and the difficulty of the first-order reasoning
with interpreted symbols, heuristics are a necessary evil. To reduce side effects, spurious instances are
dismissed. The criterion is their activity as reported by the ground solver, in a somehow hybrid approach
avoiding both the two-tiered combination of SAT solvers [12] and deletion [7].
We also introduce a lifting of the classic congruence closure procedure to first-order logic and show its suitability
as the basis of our instantiation techniques. Moreover, it is shown how techniques common in first-order theorem
proving are being implemented in an SMT setting, such as using efficient term indexing and performing E unification.
Formal preliminaries
Due to space constraints, we refer to the classic notions of many-sorted first-order logic with equality as the basis
for the notation in this paper. Only the most relevant are mentioned.
Given a set of ground terms T and a congruence relation ' on T, a congruence C over T is a set C ⊆ {s '
t | s, t ∈ T} closed under entailment: for all s, t ∈ T, C |= s ' t iff s ' t ∈ C. The congruence closure of C is
the least congruence on T containing C. Given a consistent set of ground equality literals E, two terms t1 , t2
are said congruent iff E |= t1 ' t2 , which amounts to t1 ' t2 being in the congruence closure of the equalities in
E, and disequal iff E |= t1 6' t2 . The congruence class of a given term t, represented by [t], is the partition of T
induced by E in which all terms are congruent to t.
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Congruence Closure with Free Variables

To better handle the quantified formulas during instantiation algorithms we have developed a Congruence Closure
with Free Variables (CCFV, for short), which extends the classic congruence closure procedure [14, 15] into
handling conjunctions of equality literals with free variables, performing rigid E-unification: finding solutions to
a given set of equations consistent with a set of equations E, assuming that every variable denotes a single term.
L, x ' y k U

(RV)

(i)
(ii)

' ∈ {', 6'}
x or y is free in U , or E ∪ U |= x ' y

(RT)

(i)
(ii)

' ∈ {', 6'}
either x is free in U or E ∪ U |= x ' t

L k U ∪ {x ' y}
L, x ' t k U
L k U ∪ {x ' t}
L, f (u) ' f (v) k U

(Decompose)

LkU

L, u ' v k U
L, f (u) ' t k U

(Ematch)

L, f (u) ' f (t1 ) k U
...
L, f (u) ' f (tn ) k U
L, u ' f (u0 ) k U

(i)
(ii)
(iii)

(i)
(ii)

(Euni)

L, u ' t1,m1 , f (u0 ) ' f (t01 ) k U
...

(iii)

L, u ' tn,mn , f (u0 ) ' f (t0n ) k U
(Close)

(i)

L = ∅ or E |= L

' ∈ {', 6'}
f (ti ) are ground terms from E
E |= t ' f (ti ), for 1 ≤ i ≤ n

L, u ' t1,1 , f (u0 ) ' f (t01 ) k U
...

LkU

(Yield)

>

(i)

' ∈ {', 6'}
ti,j , f (t0i ) are ground terms
from E
E |= ti,j ' f (t0i ),
for 1 ≤ i ≤ n, 1 ≤ j ≤ mi

L is inconsistent modulo E or no other
rule can be applied

⊥

Table 1: CCFV calculus for solving rigid E -unification in equational FOL. Multiple conclusion rules represent
branching in the search. x, y refer to variables, t to ground terms, u to non-ground terms and v to terms in
general.
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Our procedure implements the rules1 shown in Table 1. To simplify presentation, it is assumed, without loss
of generality, that function symbols are unary. Rules are shown only for equality literals, as their extension
into uninterpreted predicates is straightforward. The calculus operates on conjunctive sets of equality literals
containing free variables, annotated with equality literals between these variables and ground terms or themselves.
Initially the annotations are empty, being augmented as the rules are applied and the input problem is simplified,
embodying its solution.
CCFV algorithm
Given a set of ground equality literals E and a set of non ground equality literals L whose free variables are X,
CCFV computes sets of equality literals U1 , . . . , Un , denoted unifiers. Each unifier associates variables from X
to ground terms and allows the derivation of ground substitutions σ1 , . . . , σk such that E |= Lσi , if any:


x 7→ t x ∈ X; U |= x ' t for some ground term t. If x is free
σi =
in U , t is a ground term selected from its sort class.
Since not necessarily all variables in X are congruent to ground terms in a given unifier U (denoted “free in U ”),
more than one ground substitution may be obtained by assigning those variables to different ground terms in
their sort classes.
A terminating strategy for CCFV is to apply the rules of Table 1 exhaustively over L, except that Ematch
may not be applied over the literals it introduces. There must be a backtracking when a given branch results in
Close, until being able to apply Yield. In those cases a unifier is provided from which substitutions solving the
given E -unification problem can be extracted.
Term Indexing
Performing E -unification requires dealing with many terms, which makes the use of an efficient indexing technique
for fast retrieval of candidates paramount.
The Congruence Closure procedure in veriT keeps a signature table, in which terms and predicate atoms are
kept modulo their congruence classes. For instance, if a ' b and both f (a) and f (b) appear in the formula,
only f (a) is kept in the signature table. Those are referred to as signatures and are the only relevant terms for
indexing, since instantiations into terms with the same signature are logically equivalent modulo the equalities
in the current context. The signature table is indexed by top symbol 2 , such that each function and predicate
symbol points to all their related signatures. Those are kept sorted by congruence classes, to be amenable for
binary search. Bitmasks are kept to fast check whether a class contains signatures with a given top symbol, a
necessary condition for retrieving candidates from that class.
A side effect of building the term index from the signature table is that all terms are considered, regardless of
whether they appear or not in the current SAT solver model. To tackle this issue, an alternative index is built
directly from the currently asserted literals while computing on the fly the respective signatures. Dealing directly
with the model also has the advantage of allowing its minimization, since the SAT solver generally asserts more
literals than necessary. Computing a prime implicant, a minimal partial model, can be done in linear time [9].
Moreover, the CNF overhead is also cleaned: removing literals introduced by the non-equivalency preserving
CNF transformation the formula undergoes, applying the same process described in [7] for Relevancy.
Implementing E -unification
The main data structure for CCFV is the “unifiers”: for a set of variables X, an array with each position
representing a valuation for a variable x ∈ X, which consists of:
• a field for the respective variable;
• a flag to whether that variable is the representative of its congruence class;
• a field for, if the variable is a representative, the ground term it is equal to and a set of terms it is disequal
to; otherwise a pointer to the variable it is equal to, the default being itself.
1 The

calculus still needs to be improved, with a better presentation and the proofs of its properties, which are work in progress.
top symbol indexing is not optimal, the next step is to implement fingerprint indexing. The current implementation keeps
the indexing as modular as possible to facilitate eventually changing its structure.
2 Since
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Each unifier represents one of the sets U mentioned above. They are handled with a UNION-FIND algorithm
with path-compression. The union operation is made modulo the congruence closure on the ground terms and
the current assignments to the variables in that unifier, which maintains the invariant of it being a consistent
set of equality literals.
The rules in Table 1 are implemented as an adaptation of the recursive descent E-unification algorithm in [1],
heavily depending on the term index described shown above for optimizing the search. Currently it does not
have a dedicated index for performing unification, rather relying in the DAG structure of the terms. To avoid
(usually expensive) re-computations, memoization is used to store the results of E -unifications attempts, which
is particularly useful when looking for unifiers for, e.g., f (x) ' g(y) in which both “f ” and “g” have large term
indexes. For now these “unification jobs” are indexed by the literal’s polarity and participating terms, not taking
into account their structure.

3
3.1

Instantiation Framework
Goal-oriented instantiation

In the classic architecture of SMT solving, a SAT solver enumerates boolean satisfiable conjunctions of literals
to be checked for ground satisfiability by decision procedures for a given set of theories. If these models are not
refuted at the ground level they must be evaluated at the first-order level, which is not a decidable problem in
general. Therefore one cannot assume to have an efficient algorithm to analyze the whole model and determine
if it can be refuted. This led to the regular heuristic instantiation in SMT solving being not goal-oriented: its
search is based solely on pattern matching of selected triggers [10], without further semantic criteria, which can
be performed quickly and then revert the reasoning back to the efficient ground solver.
In [19], Reynolds et al. presented an efficient incomplete goal-oriented instantiation technique that evaluates
a quantified formula, independently, in search for conflicting instances: given a satisfiable conjunctive set of
ground literals E, a set of quantified formulas Q and some ∀x.ψ ∈ Q it searches for a ground substitution σ such
that E |= ¬ψσ. Such substitutions are denoted ground conflicting, with conflicting instances being such that
∀x.ψ → ψσ refutes E ∪ Q.
Since the existence of such substitutions is an NP-complete problem equivalent to Non-simultaneous rigid
E-unification [20], the CCFV procedure is perfectly suited to solve it. Each quantified formula ∀x.ψ ∈ Q is
converted into CNF and CCFV is applied for computing sequences of substitutions3 σ0 , . . . , σk such that, for
¬ψ = l1 ∧ · · · ∧ lk ,
σ0 = ∅; σi−1 ⊆ σi and E |= li σi
which guarantees that E |= ¬ψσk and that the instantiation lemma ∀x.ψ → ψσk refutes E ∪ Q. If any literal
li+i is not unifiable according to the unifications up to li , there are no conflicting instances for ∀x.ψ.
Currently our implementation applies a breadth-first search on the conjunction of non-ground literals, computing all unifiers for a given literal l ∈ ¬ψ before considering the next one. Memory consumption is an issue
due to the combinatorial explosion that might occur when merging sets of unifiers from different literals. A
more general issue is simply the time required for finding the unifiers of a given literal, which can have a huge
search space depending on the number of indexed terms. To minimize these problems customizable parameters
set thresholds both on the number of potential combinations and of terms to be considered.
3.2

Heuristic instantiation with instances dismissal

Although goal-oriented search avoids heuristic instantiation in many cases, triggers and pattern-matching are still
the backbone of our framework. A well known side effect of them is the production of many spurious instances
which not only interfere with the performances of both the ground and instantiation modules but also may lead
to matching loops: triggers generating instances which are used solely to produce new instances in an infinite
chain. To avoid this issues, de Moura et al. [7] mention how they perform clause deletion, during backtracking,
of instances which were not part of a conflict. However, this proved to be an engineering challenge in veriT, since
its original architecture does not easily allow deletion of terms from the ground solver.
3 Since CCFV is non-proof confluent calculus, as choices may need to be made whenever a matching or unification must be
performed, backtracks are usually necessary for exploring different options.
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To circumvent this problem, instead of being truly deleted instances are simply dismissed : by labeling them
with instantiation levels 4 , at a given level n only instances whose level is at most n − 1 are considered. This is
done by using the term indexing from the SAT model and eliminating literals whose instantiation level is above
the threshold. At each instantiation round, the level is defined as the current level plus one. At the beginning
of the solving all clauses are assigned level 0, the starting value for the instantiation level. At the end of an
instantiation round, the SAT solver is notified that at that point in the decision tree there was an instantiation,
so that whenever there is a backtracking to a point before such a mark the instantiation level is decremented, at
the same time that all instances which have participated in a conflict are promoted to “level 0”. This ensures
that those instances will not be dismissed for instantiation, which somehow emulates clause deletion. With this
technique, however, the ground solver will still be burdened by the spurious instances, but they also will not
need to be regenerated in future instantiation rounds.
...

...
⊥

I1

I 10

⊥1

...
I2

...

⊥2

I20

⊥3
Figure 1: Example of instance dismissal
Consider in Figure 1 an example of instance dismissal. I1 marks an instantiation happening at level 1, in which
all clauses from the original formula are considered for instantiation. Those lead to a conflict and a backtrack
to a point before I1 , which decrements the instantiation level to 0. All instances from I1 which were part of the
conflict in ⊥1 are promoted to level 0, the rest kept with level 1. At I10 only terms in clauses with level 0 are
indexed. Since subsequently there is no backtracking to a point before I10 , the instantiation level is increased to
1. At I2 all clauses of level 1 are considered, thus including those produced both in I1 and I10 . After a backtrack,
the level is decremented to 1 and the instances participating in ⊥2 are promoted. This way at I20 only the
promoted instances from the previous round are considered. Then the ground solver reaches a conflict in ⊥3 and
cannot produce any more models, concluding unsatisfiability.
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Experiments

The above techniques have been implemented in the SMT solver veriT [6], which previously offered support for
quantified formulas solely through naı̈ve trigger instantiation, without further optimizations5 . The evaluation
was made on the “UF”, “UFLIA”, “UFLRA” and “UFIDL” categories of SMT-LIB [5], which have 10, 495
benchmarks annotated as unsatisfiable. They consist mostly of quantified formulas over uninterpreted functions
as well as equality and linear arithmetic. The categories with bit vectors and non-linear arithmetic are currently
not supported by veriT and in those in which uninterpreted functions are not predominant the techniques shown
here are not quite as effective yet. Our experiments were conducted using machines with 2 CPUs Intel Xeon
E5-2630 v3, 8 cores/CPU, 126GB RAM, 2x558GB HDD. The timeout is set for 30 seconds, since our goal is
evaluating SMT solvers as backends of verification and ITP platforms, which require fast answers.
The different configurations of veriT are identified in this section according to which techniques they have
activated:
• veriT: the solver relying solely on naı̈ve trigger instantiation;
• veriT i: the solver with CCFV and the signature table indexed;
• veriT ig: besides the above, uses the goal-oriented search for conflicting instances;
4 This is done much in the spirit of [11], although their labeling does not take into account the interactions with the SAT solver
and is aimed at preventing matching loops, not towards “deletion”.
5 A development version is available at http://www.loria.fr/ hbarbosa/veriT-ccfv.tar.gz
~
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• veriT igd: does the term indexing from the SAT solver and uses the goal-oriented search and instance
dismissal.
Figure 2a shows the big impact of the handling of instantiation by CCFV: veriT i is significantly faster and
solves 326 problems exclusively, while the old configuration solves only 32 exclusively. Figure 2b presents a
significant improvement in terms of problems solved (474 more against 36 less) by the use of the goal-oriented
instantiation, but it also shows a less clear gain of time. Besides the natural chaotic behavior of trigger instantiation, we believe this is due to the more expensive search performed: trying to falsify quantified formulas and
handling E -unification, which, in the context of SMT, has a much bigger search space than simply performing
E -matching for pattern-matching instantiation. Not always the “better quality” of the conflicting instances offsets the time it took to compute them, which indicates the necessity of trying to identify beforehand such cases
and avoid the more expensive search when counter-producent.

10

veriT_i

veriT_ig

10

1

1

0.1
0.1

1

0.1
0.1

10

1

veriT

10
veriT_i

(a) Impact of CCFV, without goal-oriented instantiation

(b) Impact of goal-oriented instantiation

Figure 2: Comparisons of new term indexing, CCFV and goal-oriented search
Logic

Class
grasshopper
UF
sledgehammer
UFIDL all
boogie
sexpr
UFLIA grasshopper
sledgehammer
simplify
simplify2
Total

CVC4
410
1412
61
841
15
320
1892
770
2226
7947

Z3
418
1249
62
852
26
341
1581
831
2337
7697

veriT igd
431
1293
56
722
15
356
1781
797
2277
7727

veriT ig
437
1272
58
681
7
367
1778
803
2298
7701

veriT i
418
1134
58
660
5
340
1620
735
2291
7203

veriT
413
1066
58
661
5
335
1569
690
2177
6916

Table 2: Comparison between instantiation based SMT solvers on SMT-LIB benchmarks
Our new implementations were also evaluated against the SMT solvers Z3 [8] (version 4.4.2) and CVC4 [3]
(version 1.5), both based on instantiation for handling quantified formulas. The results are summarized in Table 2,
excluding categories whose problems are trivially solved by all systems, which leaves 8, 701 for consideration.
While veriT ig and veriT igd solve a similar number of problems in the same categories (with a small advantage
to the latter), it should be noted that they have quite diverse results depending on the benchmark (a comparison
is shown in Figure 4 at Appendix A). Each configuration solves ≈ 150 problems exclusively. This indicates the
potential to use both the term indexes, from the signature table and from the SAT solver model with instance
dismissal, during the solving.
Regarding overall performance, CVC4 solves the most problems, being the more robust SMT solver for
instantiation and also applying a goal-oriented search for conflicting instances. Both configurations of veriT solve
approximately the same number of problems as Z3, although mostly because of the better performance on the
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sledgehammer benchmarks, which have less theory symbols. There are 124 problems solved by veriT igd that
neither CVC4 nor Z3 solve, while veriT ig solves 115 that neither of these two do.
Figure 3 shows how the better veriT configuration, with the goal-oriented search and instance dismissal,
performs against the other solvers. There are many problems solved exclusively by each system, which indicates
the benefit of combining veriT with those systems them in a portfolio when trying to quickly solve a particular
problem: while CVC4 alone solves ≈ 92% of the considered benchmarks in 30s, by giving each of the four
compared systems 7s is enough to solve ≈ 97% of them.

10

z3

cvc4

10

1

1

0.1
0.1

1

0.1
0.1

10

1

veriT_igd

10
veriT_igd

(a) Z3 vs veriT igd

(b) CVC4 vs veriT igd

Figure 3: Comparisons with SMT solvers
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Conclusion and future work

There is still room for improvement in our instantiation framework. Particularly, a better understanding of the
instance dismissal effects is still required. Further analyzing the clauses activity would lead to a more refined
promotion strategy and possibly better outcomes. Nevertheless, we believe that our preliminary results are
promising.
Regarding the term indexing, besides improving the data structures our main goal is performing it incrementally: by indexing the literals from the SAT model it is not necessary to thoroughly recompute the index at
each instantiation round. It is sufficient to simply remove or add terms, as well as update signatures, according
to how the model has changed. The same principle may be applied to the memoization of “unification jobs”:
an incremental term index would allow updating the resulting unifiers accordingly, significantly reducing the
instantiation effort over rounds with similar indexes.
Our goal-oriented instantiation has a very limited scope: currently conflicting instances can only be found
when a single quantified formula is capable of refuting the model. As it has been shown in [19] and also in our
own experiments this is enough to provide large improvements over trigger instantiation, but for many problems
it is still insufficient. We intend to combine CCFV with the Connection Calculus [17], a complete goal-oriented
proof procedure for first-order logic, in an effort for having a broader approach for deriving conflicting instances.
This would present a much more complex search space than the one our strategy currently handles. Therefore
the trade-off between expressivity and cost has to be carefully evaluated.
Applying different strategies in a portfolio approach is highly beneficial for solving more problems, but it could
be even more so if different configurations were to communicate. Attempting pseudo-concurrent architectures
such as described in [18] in veriT is certainly worth considering.
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[6] T. Bouton, D. C. B. de Oliveira, D. Déharbe, and P. Fontaine. veriT: An Open, Trustable and Efficient
SMT-Solver. In Automated Deduction - CADE-22, 22nd International Conference on Automated Deduction,
Montreal, Canada, August 2-7, 2009. Proceedings, pages 151–156, 2009.
[7] L. de Moura and N. Bjørner. Efficient E-Matching for SMT Solvers. In F. Pfenning, editor, Automated
Deduction CADE-21, volume 4603 of Lecture Notes in Computer Science, pages 183–198. Springer Berlin
Heidelberg, 2007.
[8] L. M. de Moura and N. Bjørner. Z3: An Efficient SMT Solver. In Tools and Algorithms for the Construction
and Analysis of Systems, 14th International Conference, TACAS 2008, Held as Part of the Joint European
Conferences on Theory and Practice of Software, ETAPS 2008, Budapest, Hungary, March 29-April 6, 2008.
Proceedings, pages 337–340, 2008.
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Abstract
We present a number of alternative ways of handling transitive binary
relations that commonly occur in first-order problems, in particular
equivalence relations, total orders, and reflexive, transitive relations.
We show how such relations can be discovered syntactically in an input theory. We experimentally evaluate different treatments on problems from the TPTP, using resolution-based reasoning tools as well as
instance-based tools. Our conclusions are that (1) it is beneficial to
consider different treatments of binary relations as a user, and that (2)
reasoning tools could benefit from using a preprocessor or even built-in
support for certain binary relations.

1

Introduction

Most automated reasoning tools for first-order logic have some kind of built-in support for reasoning about equality. Equality is one of the most common binary relations, and there are great performance benefits from providing
built-in support for equality. Together, these two advantages by far outweigh the cost of implementation.
Other common concepts for which there exists built-in support in many tools are associative, commutative
operators; and real-valued, rational-valued, and integer-valued arithmetic. Again, these concepts seem to appear
often enough to warrant the extra cost of implementing special support in reasoning tools.
This paper is concerned with investigating what kind of special treatment we could give to commonly appearing
transitive binary relations, and what effect this treatment has in practice. Adding special treatment of transitive
relations to reasoning tools has been the subject of study before, in particular by means of chaining [1]. The
transitivity axiom
@x , y, z . Rpx , yq ^ Rpy, z q ñ Rpx , z q
can lead to an expensive proof exploration in resolution and superposition based theorem provers, and can
generate a huge number of instances in instance-based provers and SMT-solvers. Transitive relations are also
common enough to motivate special built-in support. However, as far as we know, chaining is not implemented
in any of the major first-order reasoning tools (at least not in E [6], Vampire [5], Z3 [4], and CVC4 [2], which
were used in this paper).
As an alternative to adding built-in support, in this paper we mainly look at (1) what a user of a reasoning
tool may do herself to optimize the handling of these relations, and (2) how a preprocessing tool may be able to
do this automatically. Adding built-in reasoning support in the tools themselves is not a main concern of this
paper.
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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reflexive
euclidean
antisymmetric
transitive
asymmetric
total
symmetric
coreflexive

” @x
. Rpx , x q
” @x , y, z . Rpx , yq ^ Rpx , z q ñ Rpy, z q
” @x , y . Rpx , yq ^ Rpy, x q ñ x “ y
” @x , y, z . Rpx , yq ^ Rpy, z q ñ Rpx , z q
” @x , y . Rpx , yq _ Rpy, x q
” @x , y . Rpx , yq _ Rpy, x q
” @x , y . Rpx , yq ñ Rpy, x q
” @x , y . Rpx , yq ñ x “ y

Figure 1: Definitions of basic properties of binary relations
By “treatment” we mean any way of logically expressing the relation. For example, a possible treatment of a
binary relation R in a theory T may simply mean axiomatizing R in T . But it may also mean transforming T
into a satisfiability-equivalent theory T 1 where R does not even syntactically appear.
As an example, consider a theory T in which an equivalence relation R occurs. One way to deal with R is to
simply axiomatize it, by means of reflexivity, symmetry, and transitivity:
@x
. Rpx , x q
@x , y . Rpx , yq ñ Rpy, x q
@x , y, z . Rpx , yq ^ Rpy, z q ñ Rpx , z q
Another way is to “borrow” the built-in equality treatment that exists in most theorem provers. We can do this
by introducing a new symbol rep, and replacing all occurrences of Rpx , yq by the formula:
reppx q “ reppyq
The intuition here is that rep is now the representative function of the relation R. No axioms are needed. As
we shall see, this alternative treatment of equivalence relations is satisfiability-equivalent with the original one,
and actually is beneficial in practice in certain cases.
In general, when considering alternative treatments, we strive to make use of concepts already built-in to the
reasoning tool in order to express other concepts that are not built-in.
For the purpose of this paper, we have decided to focus on three different kinds of transitive relations: (1)
equivalence relations and partial equivalence relations, (2) total orders and strict total orders, and (3) general
reflexive, transitive relations. The reason we decided to concentrate on these three are because (a) they appear
frequently in practice, and (b) we found well-known ways but also novel ways of dealing with these.
The target audience for this paper is thus both people who use reasoning tools and people who implement
reasoning tools.

2

Common properties of binary relations

In this section, we take a look at commonly occurring properties of binary relations, which combinations of these
are interesting for us to treat specially, and how we may go about discovering these.
Take a look at Fig. 1. It lists 8 basic and common properties of binary relations. Each of these properties can
be expressed using one logic clause, which makes it easy to syntactically identify the presence of such a property
in a given theory.
When we investigated the number of occurrences of these properties in a subset of the TPTP problem library1
[7], we ended up with the table in Fig. 2. The table was constructed by gathering all clauses from all TPTP
problems (after clausification), and keeping every clause that only contained one binary relation symbol and,
possibly, equality. Each such clause was then categorized as an expression of a basic property of a binary relation
symbol. We found only 163 such clauses that did not fit any of the 8 properties we chose as basic properties,
but were instead instances of two new properties. Both of these were quite esoteric and did not seem to have a
standard name in mathematics.
The table also contains occurrences where a negated relation was stated to have a certain property, and also
occurrences where a flipped relation (a relation with its arguments swapped) was stated to have a certain property,
1 For

the statistics in this paper, we decided to only look at unsorted TPTP problems with 10.000 clauses or less.
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4945
2082
1874
1567
784
784
388
3
(163

reflexive
euclidean
antisymmetric
transitive
asymmetric
total
symmetric
coreflexive
other)

Figure 2: Number of occurrences of binary relation properties in TPTP
430+18
181+7
328+7
573+20

equivalence relations
partial equivalence relations
(strict) total orders
reflexive, transitive relations (excluding the above)

Figure 3:
Number of occurrences of binary relations in TPTP, divided
rem/Unsatisfiable/Unknown/Open problems + Satisfiable/CounterSatisfiable problems.

up

into

Theo-

and also occurrences of combined negated and flipped relations. This explains for example why the number of
occurrences of total relations is the same as for asymmetric relations; if a relation is total, the negated relation
is asymmetric and vice-versa.
We adopt the following notation. Given a property of binary relations prop, we introduce its negated version,
which is denoted by prop . The property prop holds for R if and only if prop holds for R. Similarly, we
introduce the flipped version of a property prop, which is denoted by prop ò . The property prop ò holds for R if
and only if prop holds for the flipped version of R.
Using this notation, we can for example say that total is equivalent with asymmetric . Sometimes the
property we call euclidean here is called right euclidean; the corresponding variant left euclidean can be denoted
euclidean ò . Note that prop is not the same as prop! For example, a relation R can be reflexive, or reflexive
(which means that R is reflexive), or reflexive, which means that R is not reflexive.
Using this notation on the 8 original basic properties from Fig. 1, we end up with 32 new basic properties
that we can use. (However, as we have already seen, some of these are equivalent to others.)
This paper will look at 5 kinds of different binary relations, which are defined as combinations of basic
properties:
equivalence relation
partial equivalence relation
total order
strict total order
reflexive, transitive relation

” treflexive, symmetric, transitive u
” tsymmetric, transitive u
” ttotal , antisymmetric, transitive u
” tantisymmetric , asymmetric, transitive u
” treflexive, transitive u

As a side note, in mathematics, strict total orders are sometimes defined using a property called trichotomous,
which means that exactly one of Rpx , yq, x “ y, or Rpy, x q must be true. However, when you clausify this property
in the presence of transitivity, you end up with antisymmetric which says that at least one of Rpx , yq, x “ y,
or Rpy, x q must be true. There seems to be no standard name in mathematics for the property antisymmetric ,
which is why we use this name.
In Fig. 3, we display the number of binary relations we have found in (our subset of) the TPTP for each
category. The next section describes how we found these.

3

Syntactic discovery of common binary relations

If our goal is to automatically choose the right treatment of equivalence relations, total orders, etc., we must
have an automatic way of identifying them in a given theory. It is easy to discover for example an equivalence
relation in a theory by means of syntactic inspection. If we find the presence of the axioms reflexive, symmetric,
and transitive, for the same relational symbol R, we know that R is an equivalence relation.
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total
total
total
reflexive
reflexive
symmetric
symmetric
symmetric
transitive
transitive
coreflexive
coreflexive
antisymmetric
antisymmetric

ô total ò
ô asymmetric
ô asymmetric ò
ô reflexive ò
ô reflexive ò
ô symmetric
ô symmetric ò
ô symmetric ò
ô transitive ò
ô transitive ò
ô coreflexive ò
ô coreflexive ò
ô antisymmetric ò
ô antisymmetric ò

Figure 4: Basic properties that are equivalent
But there is a problem. There are other ways of axiomatizing equivalence relations. For example, a much
more common way to axiomatize equivalence relations in the TPTP is to state the two properties reflexive and
euclidean for R.
Rather than enumerating all possible ways to axiomatize certain relations by hand, we wrote a program that
computes all possible ways for any combination of basic properties to imply any other combination of basic
properties. Our program generates a table that can be precomputed in a minute or so and then used to very
quickly detect any alternative axiomatization of binary relations using basic properties.
Let us explain how this table was generated. We start with a list of 32 basic properties (the 8 original basic
properties, plus their negated, flipped, and negated flipped versions). Firstly, we use an automated theorem
prover (we used E [6]) to discover which of these are equivalent with other such properties. The result is
displayed in Fig. 4. Thus, 17 basic properties can be removed from the list, because they can be expressed using
other properties. The list of basic properties now has 15 elements left.
Secondly, we want to generate all implications of the form tprop 1 , . . , prop n u ñ prop where the set
tprop 1 , . . , prop n u is minimal. We do this separately for each prop. The results are displayed in Fig. 5.
The procedure uses a simple constraint solver (a SAT-solver) to keep track of all implications it has tried so
far, and consists of one main loop. At every loop iteration, the constraint solver guesses a set tprop 1 , . . , prop n u
from the set of all properties P´ tprop u. The procedure then asks E whether or not tprop 1 , . . , prop n u ñ prop
is valid. If it is, then we look at the proof that E produces, and print the implication tprop a , . . , prop b u ñ prop,
where tprop a , . . , prop b u is the subset of properties that were used in the proof. We then also tell the constraint
solver never to guess a superset of tprop a , . . , prop b u again. If the guessed implication can not be proven, we tell
the constraint solver to never guess a subset of tprop 1 , . . , prop n u again. The procedure stops when no guesses
that satisfy all constraints can be made anymore.
After the loop terminates, we may need to clean up the implications somewhat because some implications
may subsume others.
In order to avoid generating inconsistent sets tprop 1 , . . , prop n u (that would imply any other property), we
also add the artificial inconsistent property false to the set, and generate implications for this property first. We
exclude any found implication here from the implication sets of the real properties.
This procedure generates a complete list of minimal implications. It works well in practice, especially if all
guesses are maximized according to their size. The vast majority of the time is spent on the implication proofs,
and no significant time is spent in the SAT-solver.
To detect a binary relation R with certain properties in a given theory, we simply gather all basic properties
about R that occur in the theory, and then compute which other properties they imply, using the pre-generated
table. In this way, we never have to do any theorem proving in order to detect a binary relation with certain
properties.
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treflexive, reflexive u
treflexive, asymmetric u
ttotal, reflexive u
ttotal, asymmetric u
ttotal u
tsymmetric, asymmetric u
ttotal, symmetric u
tantisymmetric, coreflexive u
ttransitive, euclidean u
tantisymmetric, euclidean u
treflexive, coreflexive u
treflexive, euclidean u
tcoreflexive u
ttotal, coreflexive u
treflexive , euclidean ò u
treflexive, euclidean ò u
tasymmetric, euclidean ò u
tsymmetric, antisymmetric u
ttransitive, reflexive , euclidean ò u
ttotal, euclidean u
ttransitive, coreflexive u
tasymmetric, coreflexive u
tasymmetric, euclidean u
ttotal, euclidean ò u
tantisymmetric, reflexive , euclidean ò u
tasymmetric, euclidean ò u
tsymmetric, transitive u
teuclidean , euclidean ò u
tsymmetric, euclidean ò u
treflexive, euclidean ò u
treflexive, symmetric, antisymmetric u
treflexive, symmetric, transitive u
ttotal, euclidean ò u
teuclidean ò , coreflexive u
tcoreflexive u
tasymmetric u
ttransitive, reflexive u
treflexive , euclidean ò u
teuclidean, reflexive u
tsymmetric, asymmetric u
ttotal, symmetric u
tantisymmetric, coreflexive u
tcoreflexive u
teuclidean, transitive u
tsymmetric, antisymmetric u
treflexive, euclidean u
teuclidean, reflexive u
ttotal, euclidean u
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tasymmetric, euclidean u
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teuclidean ò , euclidean ò u
teuclidean, coreflexive u
ttotal, coreflexive u
teuclidean, asymmetric u
ttotal, euclidean u
treflexive, euclidean ò u
teuclidean ò , transitive u
teuclidean, symmetric u
treflexive , euclidean ò u
tantisymmetric, euclidean u
ttotal, euclidean ò u
teuclidean, antisymmetric u
treflexive, euclidean ò u
treflexive, symmetric, antisymmetric u
teuclidean ò , coreflexive u
treflexive, symmetric, transitive u
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teuclidean, antisymmetric u
teuclidean, euclidean u
ttotal, euclidean ò u
tasymmetric, euclidean ò u
tsymmetric, euclidean ò u
tasymmetric, euclidean ò u
tantisymmetric, euclidean ò u
teuclidean, reflexive u
teuclidean, euclidean ò u
teuclidean, euclidean ò u
tantisymmetric, euclidean ò u
teuclidean ò , antisymmetric u
teuclidean , euclidean ò u
treflexive, coreflexive u
treflexive, euclidean ò u
treflexive, euclidean u
treflexive, antisymmetric u
treflexive, transitive u
tcoreflexive u
teuclidean , reflexive u
teuclidean, reflexive u
tcoreflexive u
ttotal, euclidean u
ttotal, euclidean u
teuclidean, asymmetric u
tasymmetric, euclidean u
treflexive, euclidean ò u
treflexive, euclidean ò u
treflexive , euclidean ò u
treflexive , euclidean ò u
ttotal, euclidean ò u
tasymmetric, euclidean ò u
teuclidean , euclidean ò u
ttotal, euclidean ò u
teuclidean, euclidean ò u
teuclidean, euclidean ò u
teuclidean, reflexive u
tasymmetric, euclidean ò u
teuclidean , euclidean ò u
treflexive, euclidean u
tsymmetric, asymmetric u
tantisymmetric, coreflexive u
ttransitive, euclidean , reflexive u
tasymmetric, coreflexive u
teuclidean, reflexive u
treflexive, antisymmetric, euclidean u
tasymmetric, euclidean u
teuclidean, asymmetric u
tsymmetric, antisymmetric u
ttotal, antisymmetric, euclidean u
treflexive, antisymmetric, euclidean ò u
treflexive, antisymmetric, euclidean ò u
tsymmetric, transitive, reflexive u
ttransitive, reflexive , coreflexive u
tantisymmetric, euclidean , euclidean ò u
ttotal, antisymmetric, euclidean ò u
ttotal, euclidean, antisymmetric u
ttotal, antisymmetric, euclidean ò u
tantisymmetric, reflexive , euclidean ò u
treflexive , euclidean ò u
tantisymmetric, euclidean , reflexive u
tasymmetric, euclidean ò u
tasymmetric, euclidean ò u
tantisymmetric, euclidean , euclidean ò u
teuclidean, antisymmetric, euclidean ò u
teuclidean, antisymmetric, euclidean ò u
teuclidean, reflexive, antisymmetric u
ttransitive, reflexive , euclidean ò u

Figure 5: The complete list of implications between properties
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4

Handling equivalence relations

Equalification As mentioned in the introduction, an alternative way of handling equivalence relations R is
to create a new symbol rep and replace all occurrences of R with a formula involving rep:
R reflexive
R symmetric
R transitive
T r. . Rpx , yq . .s

_
T r. . reppx q “ reppyq . .s

To explain the above notation: We have two theories, one on the left-hand side of the arrow, and one on the
right-hand side of the arrow. The transformation transforms any theory that looks like the left-hand side into
a theory that looks like the right-hand side. We write T r. . e . .s for theories in which e occurs syntactically; in
the transformation, all occurrences of e should be replaced.
We call the above transformation equalification. This transformation may be beneficial because the reasoning
now involves built-in equality reasoning instead of reasoning about an unknown symbol using axioms.
The transformation is correct, meaning that it preserves (non-)satisfiability: (ñ) If we have a model of the
LHS theory, then R must be interpreted as an equivalence relation. Let rep be the representative function of R,
in other words we have Rpx , yq ô reppx q “ reppyq. Thus we also have a model of the RHS theory. (ð) If we
have a model of the RHS theory, let Rpx , yq :“ reppx q “ reppyq. It is clear that R is reflexive, symmetric, and
transitive, and therefore we have model of the LHS theory.
In the transformation, we also remove the axioms for reflexivity, symmetry, and transitivity, because they
are not needed anymore. But what if R is axiomatized as an equivalence relation using different axioms? Then
we can remove any axiom about R that is implied by reflexivity, symmetry, and transitivity. Luckily we have
already computed a table of which properties imply which other ones (shown in Fig. 5).
Pequalification There are commonly occurring binary relations called partial equivalence relations that almost
behave as equivalence relations, but not quite. In particular, they do not have to obey the axiom of reflexivity.
Can we do something for these too?
It turns out that a set with a partial equivalence relation R can be partitioned into two subsets: (1) one subset
on which R is an actual equivalence relation, and (2) one subset of elements which are not related to anything,
not even themselves.
Thus, an alternative way of handling partial equivalence relations R is to create two new symbols, rep and P ,
and replace all occurrences of R with a formula involving rep and P:
R symmetric
R transitive
T r. . Rpx , yq . .s

_

T r. . pP px q ^ P pyq ^ reppx q “ reppyqq . .s

Here, P is the predicate that indicates the subset on which R behaves as an equivalence relation.
We call this transformation pequalification. This transformation may be beneficial because the reasoning now
involves built-in equality reasoning instead of reasoning about an unknown symbol using axioms. However, there
is also a clear price to pay since the size of the problem grows considerably.
The transformation is correct, meaning that it preserves (non-)satisfiability: (ñ) If we have a model of the
LHS theory, then R must be interpreted as a partial equivalence relation. Let P px q :“ Rpx , x q, in other words P
is the subset on which R behaves like an equivalence relation. Let rep be a representative function of R on P , in
other words we have pP px q ^ P pyqq ñ pRpx , yq ô reppx q “ reppyqq. By the definition of P we then also have
Rpx , yq ô pP px q ^ P pyq ^ reppx q “ reppyqq. Thus we also have a model of the RHS theory. (ð) If we have a
model of the RHS theory, let Rpx , yq :“ P px q ^ P pyq ^ reppx q “ reppyq. This R is symmetric and transitive,
and therefore we have model of the LHS theory.

5

Handling total orders

Ordification Many reasoning tools have built-in support for arithmetic, in particular they support an order
ď on numbers. It turns out that we can “borrow” this operator when handling general total orders. Suppose we
have a total order:

16

R : A ˆ A Ñ Bool
We now introduce a new injective function:
rep : A Ñ R
We then replace all occurrences of R with a formula involving rep in the following way:
R total
R antisymmetric
R transitive
T r. . Rpx , yq . .s

_

@x , y. reppx q “ reppyq ñ x “ y
T r. . reppx q ď reppyq . .s

(Here, ď is the order on reals.) We call this transformation ordification. This transformation may be beneficial
because the reasoning now involves built-in arithmetic reasoning instead of reasoning about an unknown symbol
using axioms.
The above transformation is correct, meaning that it preserves (non-)satisfiability: (ñ) If we have a model
of the LHS theory, then without loss of generality (by Löwenheim-Skolem), we can assume that the domain is
countable. Also, R must be interpreted as a total order. We now construct rep recursively as a mapping from
the model domain to R, such that we have Rpx , yq ô reppx q ď reppyq, in the following way. Let ta0 , a1 , a2 , . .u
be the domain of the model, and set reppa0 q :“ 0. For any n ą 0, pick a value for reppan q that is consistent with
the total order R and all earlier domain elements ai , for 0 ď i ă n. This can always be done because there is
always extra room for a new, unique element between any two distinct values of R. Thus rep is injective and we
also have a model of the RHS theory. (ð) If we have a model of the RHS theory, let Rpx , yq :“ reppx q ď reppyq.
It is clear that R is total and transitive, and also antisymmetric because rep is injective, and therefore we have
model of the LHS theory.
Note on Q vs. R The proof would have worked for Q as well instead of R. The transformation can therefore
be used for any tool that supports Q or R or both, and should choose whichever comparison operator is cheapest
if there is a choice. Using integer arithmetic would however not have been correct.
Note on strict total orders One may have expected to have a transformation specifically targeted to strict
total orders, i.e. something like:
R antisymmetric
R asymmetric
R transitive
T r. . Rpx , yq . .s

_

@x , y. reppx q “ reppyq ñ x “ y
T r. . reppx q ă reppyq . .s

However, the transformation for total orders already covers this case! Any strict total order R is also recognized
as a total order R, and ordification already transforms such theories in the correct way. The only difference is
that Rpx , yq is replaced with preppx q ď reppyqq instead of reppx q ă reppyq, which is satisfiability-equivalent.
(There may be a practical performance difference, which is not something we have investigated.)
Maxification Some reasoning tools do not have orders on real arithmetic built-in, but they may have other
concepts that are built-in that can be used to express total orders instead. One such concept is handling of
associative, commutative (AC) operators.
For such a tool, one alternative way of handling total orders R is to create a new function symbol max and
replace all occurrences of R with a formula involving max:
R total
R antisymmetric
R transitive
T r. . Rpx , yq . .s

_

max associative
max commutative
@x , y. maxpx , yq “ x _ maxpx , yq “ y
T r. . maxpx , yq “ y . .s

We call this transformation maxification. This transformation may be beneficial because the reasoning now
involves built-in equality reasoning with AC unification (and one extra axiom) instead of reasoning about an
unknown relational symbol (using three axioms).
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The above transformation is correct, meaning that it preserves (non-)satisfiability: (ñ) If we have a model
of the LHS theory, then R must be interpreted as a total order. Let max be the maximum function associated
with this order. Clearly, it must be associative and commutative, and the third axiom also holds. Moreover, we
have Rpx , yq ô maxpx , yq “ y. Thus we also have a model of the RHS theory. (ð) If we have a model of the
RHS theory, let Rpx , yq :“ maxpx , yq “ y. Given the axioms in the RHS theory, R is total, antisymmetric, and
transitive, and therefore we have model of the LHS theory.
(It may be the case that maxification can also be used to express orders that are weaker than total orders.
At the time of this writing, we have not figured out how to do this.)

6

Handling reflexive, transitive relations

Transification The last transformation we present is designed as an alternative treatment for any relation
that is reflexive and transitive. It does not make use of any built-in concept in the tool. Instead, it transforms
theories with a transitivity axiom into theories without that transitivity axiom. Instead, transitivity is specialized
at each positive occurrence of the relational symbol.
As such, an alternative way of handling reflexive, transitive relations R is to create a new symbol Q and
replace all positive occurrences of R with a formula involving Q; the negative occurrences are simply replaced
by Q:
R reflexive
R transitive
T r. . Rpx , yq . .
Rpx , yq . .s

Q reflexive
_

T r. . p@r . Qpr , x q ñ Qpr , yqq . .
Qpx , yq
. .s

We call this transformation transification. This transformation may be beneficial because reasoning about
transitivity in a naive way can be very expensive for theorem provers, because from transitivity there are many
possible conclusions to draw that trigger each other “recursively”. The transformation only works on problems
where every occurrence of R is either positive or negative (and not both, such as under an equivalence operator).
If this is not the case, the problem has to be translated into one where this is the case. This can for example be
done by means of clausification.
Note that the resulting theory does not blow-up; only clauses with a positive occurrence of R gets one extra
literal per occurrence.
We replace any positive occurrence of Rpx , yq with an implication that says “for any r , if you could reach x
from r , now you can reach y too”. Thus, we have specialized the transitivity axiom for every positive occurrence
of R.
Note that in the RHS theory, Q does not have to be transitive! Nonetheless, the transformation is correct,
meaning that it preserves (non-)satisfiability: (ñ) If we have a model of the LHS theory, then R is reflexive
and transitive. Now, set Q px , yq :“ R px , yq. Q is obviously reflexive. We have to show that R px , yq implies
@r . Qpr , x q ñ Qpr , yq. This is indeed the case because R is transitive. Thus we also have a model of the RHS
theory. (ð) If we have a model of the RHS theory, then Q is reflexive. Now, set Rpx , yq :“ @r . Qpr , x q ñ Qpr , yq.
R is reflexive (by reflexivity of implication) and transitive (by transitivity of implication). Finally, we have to
show that Qpx , yq implies Rpx , yq, which is the same as showing that @r . Qpr , x q ñ Qpr , yq implies Qpx , yq,
which is true because Q is reflexive. Thus we also have a model of the RHS theory.

7

Experimental results

We evaluate the effects of the different axiomatizations using two different resolution based theorem provers, E
1.9 [6] (with the xAuto and tAuto options) and Vampire 4.0 [5] (with the casc mode option), and two SMTsolvers, Z3 4.4.2 [4] and CVC4 1.4 [2]. The experiments were performed on a 2xQuad Core Intel Xeon E5620
processor with 24 GB physical memory, running at 2.4 GHz. We use a time limit of 5 minutes on each problem.
We started from a set of 11674 test problems from the TPTP, listed as Unsatisfiable, Theorem, Unknown or
Open (leaving out the very large theories). For each problem, a new theory was generated for each applicable
transformation. For most problems, no relation matching any of the given criteria was detected, and thus no new
theories were produced for these problems. Evaluation of reasoning tools on Satisfiable and CounterSatisfiable
problems is left as future work.
The experimental results are summarized in Fig. 6.
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equalification
pequalification
transification
ordification
maxification

(430)
(181)
(573)
(328)
(328)

422
96
324
273

E
+4
+0
+2
n/a
+1

-33
-34
-26
-23

428
93
308
296
296

Vampire
+0
-2
+4
-9
+26 -11
+16 -12
+2
-0

362
38
234
238
238

Z3
+50
+9
+10
+51
+1

-3
-4
-46
-13
-41

370
59
255
267
267

CVC4
+18
+1
+13
+13
+4

-39
-11
-42
-15
-0

Figure 6: Table showing for each theorem prover the number of test problems solved before the transformation,
how many new problems are solved after the transformation, and the number of problems that could be solved
before but not after the transformation. (Total number of applicable problems for each transformation in
parentheses). A +value in boldface indicates that there were hard problems (Rating 1.0) solved with that
combination of treatment and theorem prover. An underlined -value indicates that time slicing (running both
methods in 50% of the time each) solves a strictly larger superset of problems with that combination of treatment
and theorem prover.
7.1

Equivalence relations

Equivalence relations were present in 430 of the test problems. The majority of these problems appear in the
GEO and SYN categories. Interestingly, among these 430 problems, there are only 23 problems whose equivalence
relations are axiomatized with transitivity axioms. The remaining 407 problems axiomatize equivalence relations
with euclidean and reflexivity axioms, as discussed in section 3. The number of equivalence relations in each
problem ranges from 1 to 40, where problems with many equivalence relations all come from the SYN category.
There is no clear correspondence between the number of equivalence relations in a problem and the performance
of the prover prior to and after the transformation.
Equalification As can be seen in Fig. 6, equalification performs very well with Z3, and somewhat well with
CVC4, while it worsens the results of the resolution based provers, which already performed well on the original
problems. Using a time slicing strategy, which runs the prover on the original problem for half the time and on
the transformed problem for the second half, solves a strict superset of problems than the original for all of the
theorem provers used in the evaluation. Fig. 7 shows in more detail the effect on solving times for the different
theorem provers.
Pequalification In 181 of the test problems, relations that are transitive and symmetric, but not reflexive,
were found. The majority of these problems are in the CAT and FLD categories of TPTP. All of the tested
theorem provers perform worse on these problems compared to the problems with true equivalence relations.
This is also the case after performing pequalification. Pequalification turns out to be particularly bad for E,
which solves 34 fewer problems after the transformation. Pequalification makes Z3 perform only slightly better
and Vampire and CVC4 slightly worse.
Hard problems solved using Pequalification After Pequalification, one problem with rating 1.0 (FLD0412) is solved by Vampire. Rating 1.0 means that no known current theorem prover solves the problem in reasonable
time.
7.2

Total orders

Total orders were found in 328 problems. The majority are in the SWV category, and the remaining in HWV,
LDA and NUM. In 77 of the problems, the total order is positively axiomatized, and in the other 251 problems
it is negative (and thus axiomatized as a strict total order). There is never more than one order present in any
of the problems.
Ordification For each of the problems, we ran the theorem provers with built-in support for arithmetic on
the problems before and after applying ordification. Vampire was run on a version in TFF format [8], and Z3
and CVC4 on a version in SMT format [3]. The original problems were also transformed into TFF and SMT
in order to achieve a relevant comparison. Ordification performs well for Z3, while for Vampire and CVC4 it is
good for some problems and bad for some. Fig. 8 shows how solving times are affected, and the diagrams also
show great potential for time slicing, in particular for Vampire and Z3.
Hard problems solved using Ordification After Ordification, 15 problems, all from the SWV category, with
rating 1.0 are solved. (SWV004-1, SWV035+1, SWV040+1, SWV044+1, SWV049+1, SWV079+1, SWV100+1,
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Figure 7: The time taken to solve problems, with and without equalification, using E, Vampire, Z3 and CVC4
SWV101+1, SWV108+1, SWV110+1, SWV113+1, SWV118+1, SWV120+1, SWV124+1, SWV130+1) Vampire and Z3 each solve 14 hard problems and CVC4 solves 13 of them. One problem (SWV004-1) is even
categorized as Unknown, which means that no prover has ever solved it. After ordification, all three provers
were able to solve it in less than a second.
Maxification Maxification, our second possible treatment of total orders, turned out to be disadvantageous
to E and Z3, while having a small positive effect on Vampire and CVC4 (see Fig. 6).
7.3

Transitive and Reflexive relations

573 test problems include relations that are transitive and reflexive, excluding equivalence relations and total
orders. In all of them, transitivity occurs syntactically as an axiom. The problems come from a variety of
categories, but a vast majority are in SET, SEU and SWV. Only about half of the original problems were solved
by each theorem prover, which may indicate that transitivity axioms are difficult for current theorem provers
to deal with. We evaluate the performance of the theorem provers before and after transification. Problems
that include equivalence relations and total orders are excluded, as the corresponding methods equalification
and ordification give better results and should be preferred. Vampire benefits the most from transification, and
solves 32 new problems after the transformation, while 10 previously solvable problems become unsolvable within
the time limit. For E, the effect of transification is almost exclusively negative. Vampire also has a significantly
worse performance than E overall on the original problems that include relations that are transitive and reflexive.
Both Z3 and CVC4 perform worse after the transformation, but time slicing can be a good way to improve the
results.
Hard problems solved using Transification
After transification, two new problems with rating 1.0 are
solved, both by Vampire (SEU322+2 and SEU372+2).
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Figure 8: Effects of ordification, using Vampire, Z3 and CVC4
Equalification and Transification Since all equivalence relations are transitive and reflexive, the method
for transification works also on equivalence relations. Comparing the two methods on the 430 problems with
equivalence relations, we concluded that equalification and transification work equally bad for E, Vampire and
CVC4. Both transification and equalification improve the results for Z3, but equalification does so significantly.
Ordification and Transification We compared ordification and transification on the 328 problems containing
total orders. Transification seems to make these problems generally more difficult for theorem provers to solve,
while ordification instead improved the results on many of the problems. Transification makes the theorem
prover perform worse on these problems also for E, which cannot make use of ordification since it does not
provide support for arithmetic.

8

Discussion, Conclusions, and Future Work

We have presented 5 transformations that can be applied to theories with certain transitive relations: equalification, pequalification, transification, ordification, and maxification. We have also created a method for syntactic
discovery of binary relations where these transformations are applicable.
For users of reasoning tools that create their own theories, it is clear that they should consider using one of
the proposed alternative treatments when writing theories. For all of our methods, there are existing theories for
which some provers performed better on these theories than others. In particular, there exist 18 TPTP problems
that are now solvable that weren’t previously.
For implementers of reasoning tools, our conclusions are less clear. For some combinations of treatments
and provers (such as transification for Vampire, and equalification for Z3), overall results are clearly better,
and we would thus recommend these treatments as preprocessors for these provers. Some more combinations
of treatments and provers lend themselves to a time slicing strategy that can solve strictly more problems, and
could thusly be integrated in a natural way in provers that already have the time slicing machinery in place.
Related Work
Chaining [1] is a family of methods that limit the use of transitivity-like axioms in proofs
by only allowing certain chains of them to occur in proofs. The result is a complete proof system that avoids
the derivation of unnecessary consequences of transitivity. However, chaining is not implemented in any of the
reasoning tools we considered for this paper. In personal communication with some of the authors, chaining-like
techniques have not been deemed important enough to be considered for implementation, and their preliminary
experimental results were mostly negative.
Future Work There is a lot of room for improvements and other future work. There are many other relations
that are more or less common that could benefit from an alternative treatment like the transformations described
in this paper. In particular, maxification seems to be an idea that could be applied to binary relations that are
weaker than total orders, which may make this treatment more effective. But there are also other, non-transitive
relations that are of interest.
Ordification uses total orders as the base-transformation, and treats strict total orders as negated total orders.
We would like to investigate more in which cases it may be beneficial to treat strict total orders differently from
total orders, and when to use ă on R instead of ď.
We would also like to investigate the effect of our transformations on Satisfiable and CounterSatisfiable
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Figure 9: Effects of transification, using E, Vampire, Z3 and CVC4
problems. What would be the effect on finite model finders? Some transformations change the number of
variables per clause, which will influence the performance of finite model finders. What happens to saturationbased tools? Is it easier or harder to saturate a problem after transformation? Evaluating these questions is
hard, because we did not find many satisfiable problems in the TPTP that contained relevant relations (see Fig.
3). Instead, we considered using Unsatisfiable problems, and measuring the time it takes to show the absence of
models up to a certain size.
There are other kinds of relations than binary relations. For example, we can have an ternary relation that
behaves as an equivalence relation in its 2nd and 3rd argument. An alternative treatment of this relation would
be to introduce a binary function symbol rep. We do not know whether or not this occurs often, and if it is a
good idea to treat higher-arity relational symbols specially in this way.
Lastly, we would like to look at how these ideas could be used inside a theorem prover; as soon as the prover
discovers that a relation is an equivalence relation or a total order, one of our transformations could be applied,
on the fly. The details of how to do this remain to be investigated.
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Abstract
Proof assistants based on higher-order logic frequently use first-order
automated theorem provers as proof search mechanisms. The reconstruction of the proofs generated by common tools, such as MESON and
Metis, typically involves the use of the axiom of choice to simulate the
Skolemisation steps. In this paper we present a method to reconstruct
the proofs without introducing Skolem functions. This enables us to
integrate tactics that use first-order automated theorem provers in logics
that feature neither the axiom of choice nor the definite description
operator.

1

Introduction

Many first-order automated theorem provers (ATPs) operate on formulae with implicitly universally quantified
variables. To find proofs with such ATPs for formulae containing existential quantifiers, it is necessary to transform
the original problems: Skolemisation replaces existentially quantified variables with fresh function symbols that
depend at least on all universally quantified variables in the subformula, i.e. ∃x.t(x, y1 , . . . , yn ) (t being a term)
is replaced by t(f (y1 , . . . , yn ), y1 , . . . , yn ), where f is a fresh function symbol. In higher-order foundations it is
possible to express that a problem is satisfiable iff its Skolemised version is, by existentially quantifying over the
Skolem functions. Proving or even stating equisatisfiability cannot be done in first-order logic.
With the increasing interest in Isabelle [NPW02] object logics based on first-order logic, such as Isabelle/ZF
[Pau93] or Kaliszyk’s Mizar environment [KPU16], it is natural to provide built-in first-order automated theorem
proving methods for these logics. Tools including Metis [Hur03] and MESON [Har96] have provided such methods
for Isabelle/HOL. However, as the integration of these tools currently relies on higher-order features, they cannot
easily be used in Isabelle/FOL. Proof methods that support also FOL, such as blast [Pau99], work very well as a
human proof search mechanism, but are often insufficient to reconstruct deeper proofs [BKPU16].
We propose a new method to integrate first-order ATPs in interactive proof systems based on first-order logic.
The technique can be used with first-order provers that take a set of implicitly all-quantified formulae as input,
and whose proofs can be expressed as a set of formula copies together with the instantiations of the variables, and
a natural deduction proof on the formula copies that shows ⊥. This includes the most common first-order calculi
such as resolution, paramodulation (superposition), and tableaux. The method uses the information contained in
the Skolem terms to derive an ordering on instantiations, as opposed to the methods existing in Isabelle/HOL and
other HOL provers which recreate the Skolem functions directly in the higher-order logic. To show the practical
feasibility of the approach, we integrate a first-order tableaux prover in Isabelle/FOL.
Copyright © by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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Contents: In section 2, we recall several basic concepts such as normal forms and Skolemisation. In section 3,
we present our method to construct a proof without Skolem functions from a proof with Skolem functions. In
section 4, we describe the implementation of our method as part of a larger proof search tactic for Isabelle. We
show in section 5 the limitations of our approach. Section 6 discusses the related work, and in section 7, we
conclude.

2

Preliminaries

We distinguish between quantifier logic and quantifier-free logic, where the former one is a logic with and the
latter one without any quantifiers, meaning that all variables are implicitly all-quantified. Typically, in a proof
assistant, we are given a problem in quantifier logic, of which we create an equisatisfiable problem for an ATP in
quantifier-free logic by Skolemisation.
For both logics we assume the existence of three disjoint sets: variables, functions, and predicates, where
every function and predicate has a fixed arity. Constants are functions with arity 0. Terms, atoms, literals, and
formulae are defined in the usual way. Implication is right-associative, i.e. a =⇒ b =⇒ c is interpreted as
a =⇒ (b =⇒ c).
Definition 1 (Substitution) A substitution is a function σ from variables to terms under the condition that
the fix point of σ exists, i.e. the substitution is non-circular.
We naturally extend substitutions to structures containing variables, such as terms and formulae.
Definition 2 (Normal forms) A formula is in negation normal form (NNF) iff negations are only applied to
atoms and the formula does not contain any implications. A formula is in prenex normal form (PNF) iff it has
the shape Q∗ .P , where Q ∈ {∃, ∀} is a quantifier and P is a quantifier-free formula.
For every first-order formula, we can find equivalent formulae in NNF and PNF.
To replace existential quantifiers in logic formulae, a frequently used method is Skolemisation. We will focus
only on outer Skolemisation [NW01].
Definition 3 (Skolemisation) A single outer Skolemisation step of a formula t is
(
∀x1 , . . . , xn .P [y := f (x1 , . . . , xn )] if t = ∀x1 , . . . , xn .∃y.P
Sk1 (t) =
t
otherwise,
where f is a fresh function symbol. The final Skolemisation Sk(t) is the fixpoint of the single-step Skolemisation
Sk1 (t). We call the set of fresh functions Skolem functions, and an application of a Skolem function a Skolem
term.

3

Proof deskolemisation

Deskolemisation is the process of creating formulae with existential quantifiers from a formula with Skolem
functions. In a similar way, proof deskolemisation is about creating a Skolem-free version of a proof with Skolem
functions.
Consider the following scenario: We are given a problem as a set of formulae with quantifiers, which we want
to use to produce a proof of ⊥. To pass the formulae to an ATP, we first convert them to PNF + NNF, yielding a
set of formulae F that can be shown without the axiom of choice to be equivalent to the original set of formulae.
Then, we Skolemize F and omit the universal quantifier prefixes, thus arriving at a set of formulae without
quantifiers. The ATP might return a proof of ⊥. Without loss of generality, we assume an ATP proof to be a set
of formulae F 0 consisting of arbitrarily many copies of the input formulae with disjoint variables, a substitution σ
from variables in F 0 to terms, and a natural deduction proof that uses σ(F 0 ) to show ⊥. We can easily represent
many proof types, such as tableaux or resolution, in this format.
As the substitution (as well as the natural deduction proof) may contain references to the Skolem functions,
which we do not introduce in quantifier logic, we want to eliminate such references.
The procedure consists of two steps: First, using the substitution σ, we create quantifier-free instances of the
formulae F in the quantifier logic. Next, the natural deduction proof from the ATP is converted to a proof in the
quantifier logic, which is then performed on the quantifier-free instances of F .
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Table 1: Skolemisation of ∃x∀y.P (x, y) =⇒ ∀z∃w.¬P (z, w) =⇒
⊥.
#

Quantifier formula

Quantifier-free formula

t1
t2

∃x∀y.P (x, y)
∀z∃w.¬P (z, w)

P (a, y)
¬P (z, f (z))

Consider the problem ∃x∀y.P (x, y) =⇒ ∀z∃w.¬P (z, w) =⇒ ⊥. Its quantifier-free version is shown in Table 1.
Assume that the ATP finds a proof of the problem, which contains only one step, namely the resolution of t1 with
t2 , yielding a substitution σ = {y 7→ f (z), z 7→ a}1 . The natural deduction proof of the quantifier-free formulae
could look as follows:
1
¬P (a, f (a))
2

P (a, f (a))

3

⊥

¬E, 1, 2

In order to recreate the proof in quantifier logic, we instantiate the quantifier logic formulae. For this, formulae
cannot be simply processed in sequence, but the dependencies between the formulae need to be resolved switching
between the formulae until all quantifiers have been instantiated. The order is determined by the substitution: In
this example, we cannot immediately instantiate t2 , because z depends on a which is a Skolem constant for which
we have not created an eigenvariable yet. However, we can eliminate the outermost existential quantifier of t1 ,
yielding an eigenvariable a for x and the new formula t3 = ∀y.P (a, y). In the second step, we cannot instantiate
the new formula t3 , because y depends on f (z), which is a Skolem term for which we have not obtained an
eigenvariable yet. However, t2 can now be instantiated, because we have previously retrieved the eigenvariable a.
This yields t4 = ∃w.¬P (a, w). In a similar fashion, we can now obtain a new eigenvariable fa from t4 , yielding
t5 = ¬P (a, fa ), followed by an instantiation of t3 , giving us the last formula t6 = P (a, fa ). The first-order
resolution step can now be performed on t5 and t6 , concluding the proof:
1

∃x.∀y.P (x, y)

2

∀z.∃w.¬P (z, w)

3

a

∀y.P (a, y)

4

∃w.¬P (a, w)

5

fa ¬P (a, fa )

∀E, 2

6

P (a, fa )

∀E, 3

7

⊥

¬E, 5, 6

8
9

∃E, 4, 5–7

⊥

∃E, 1, 3–8

⊥

In the next subsections we will present the steps of the process.
3.1

Fixing unsubstituted variables

A variable x with σ(x) = x corresponds to a universal quantifier that is instantiated with a fresh variable. For
example, given the formulae ∀x.P (x) and ∀y.¬P (y), a possible substitution obtained from a first-order proof is
σ = {x 7→ y}. To prove ⊥, we need to instantiate ∀y.¬P (y) with an eigenvariable, say y 0 , yielding ¬P (y 0 ).
This also treats the case where a Skolem term contains a variable x that is not substituted by some σ(x) 6= x.
As an example, take ∀xy.P (x, y) and ∀z.∃w.¬P (z, w), respectively its Skolemised version ∀z.¬P (z, f (z)). A proof
1 Different

substitutions are admissible for this example, for example {y 7→ f (a), z 7→ a}.
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{}, M, P ath
C, M, {}
M
C, M, P ath ∪ {L2 }
C ∪ {L1 }, M, P ath ∪ {L2 }
C2 \ {L2 }, M, P ath ∪ {L1 }
C, M, P ath
C ∪ {L1 }, M, P ath

Axiom
Start
Reduction

where C ∈ M, C is positive
where σ(L1 ) = σ(L2 )

σ(L1 ) = σ(L2 ),
σ is rigid,
Extension where
C1 ∈ M, L2 ∈ C2 ,
C2 is a copy of C1
with variables renamed

Figure 1: The clause connection calculus used in leanCoP.
might contain the substitution {x 7→ z, y 7→ f (z)}, where z is an argument of the Skolem term. However, this
does not create problems, because σ(z) = z, so by the previous paragraph, z will be instantiated by a fresh
eigenvariable.
3.2

Instantiating quantified formulae

The instantiation algorithm determines a sequence of quantifier eliminations, yielding quantifier-free formulae.
Special care is taken to produce different eigenvariables only for different Skolem terms, i.e. Skolem functions
applied to arguments that are not convertible with respect to the substitution. This is necessary for correctness of
the procedure. Conversely, we reuse existing eigenvariables for existentially quantified variables when all precedent
universal quantifiers were instantiated with equivalent terms. To that end, we find common prefixes of quantifier
instantiations and instantiate these common prefixes only once. Assuming the substitution is non-circular, it is
always possible to find a sequence of quantifier eliminations that respects the substitution, which follows from the
non-circularity of the substitution.
3.3

Proof lifting

The natural deduction proof in the quantifier-free logic with Skolem functions is lifted to a proof in the quantifier
logic. For this, every used instance of a quantifier-free formula is substituted by the instantiated version in
the quantifier logic, and Skolem terms are mapped to appropriate eigenvariables that were obtained in the
instantiation phase. In the end, one obtains a proof of ⊥ in the quantifier logic.

4

Implementation

We implemented the technique presented in section 3 as part of the integration of a first-order tableaux prover in
the Isabelle object logic FOL. The developed proof method IsaCoP 2 integrates the ML version of the tableaux
prover leanCoP. In this section, we will give a short introduction to the prover and present its integration in
detail.
4.1

Tableau prover

For proof search we use the core reasoning procedure of the first-order tableaux prover leanCoP introduced by
Otten and Bibel [OB03, Ott08]. We translated it to Standard ML, based on a previous translation of Kaliszyk to
OCaml for HOL Light [KUV15].
leanCoP was chosen due to its very simple calculus (shown in Figure 1) which makes it easy to reconstruct
proofs once Skolem functions have been treated.
2 The

source code of IsaCoP is available under http://cl-informatik.uibk.ac.at/users/mfaerber/tactics.html.
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4.2

Equality axioms

The core reasoning procedure of leanCoP does not have an inbuilt notion of equality, however the full version of
leanCoP supports equality, by inserting equality axioms into the problem. For that reason, before sending the
quantifier logic problem to leanCoP, we prove the following formulae and add them to the original problem:
• reflexivity of equality,
• transitivity of equality, and
• congruence axioms for every predicate P and every function f appearing in the problem (excluding Skolem
functions and equality itself), such as:
x1 = y1 =⇒ . . . =⇒ xn = yn =⇒ P (x1 , . . . , xn ) =⇒ P (y1 , . . . , yn ),
x1 = y1 =⇒ . . . =⇒ xn = yn =⇒ f (x1 , . . . , xn ) = f (y1 , . . . , yn ).
4.3

Translation to clausal form

To use a refutation-based prover on an Isabelle goal
A1 =⇒ . . . =⇒ An =⇒ C,
it is necessary to first negate the conjecture. To achieve conjecture directed proof search, leanCoP marks the
conjecture-related parts of the goal with a special symbol #:
¬C ∨ ¬# =⇒ A1 =⇒ . . . =⇒ An =⇒ # =⇒ ⊥.
Furthermore, it is necessary to translate the goal to a normal form PNF + NNF + CNF. This is achieved using
the Isabelle simplifier by rewriting with a fixed set of rules such as
¬(a ∧ b) ↔ ¬a ∨ ¬b,
(∀x.P (x)) ∨ Q ↔ ∀x.(P (x) ∨ Q).
The conversion of the goal to normal form is performed as proof steps inside the Isabelle logic, meaning that
every step is logically verified. In contrast, we do not perform Skolemisation inside the logic, because we do not
assume the axiom of choice. Instead, we convert the normal form to an equisatisfiable quantifier-free term by
introducing Skolem functions outside the logic. From the result, we extract the clauses from the quantifier-free
formulae and pass them to leanCoP.
4.4

Proof reconstruction

If leanCoP found a proof (consisting of a substitution and a tableaux proof), IsaCoP extracts all quantifier logic
formulae employed in extension steps and instantiates all quantifiers by the proof deskolemisation method shown
in section 3. Furthermore, the terms used inside the tableaux proof are converted to terms in the quantifier
logic, replacing Skolem terms by appropriate eigenvariables. Finally, the tableaux proof is converted to a natural
deduction proof, following the procedure used in MESON proof reconstruction [Har96]. We obtain a proof of ⊥,
showing that the negated conjecture is unsatisfiable, thus proving the conjecture.

5

Limitations

In this section, we shed light on some limitations of our approach, most notably the type of Skolemisation and
the usage of equality.
5.1

Optimised Skolemisation
Table 2: Inner Skolemisation example.
#

Quantifier formula

Quantifier-free formula

t1
t2
t3

¬P (a, c)
∀w.P (w, c)
∀xy.(P (x, y) ∧ ∃z.¬P (z, y))

¬P (a, c)
P (w, c)
P (x, y) ∨ ¬P (f (y), y)
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We currently use outer Skolemisation, because optimised Skolemisation methods, such as inner Skolemisation,
may require creating different eigenvariables for syntactically equivalent Skolem terms. Consider for example
Table 2. The corresponding natural deduction proof for the quantifier-free formula might look as follows:
1

¬P (a, c)

2

P (f (c), c)

3.1

P (a, c) ∨ ¬P (f (c), c)

3.2

P (f (c), c) ∨ ¬P (f (c), c)

4

P (a, c)

5

⊥

6

¬P (f (c), c)

¬E, 4, 1

7

P (f (c), c)

8

⊥

9

¬P (f (c), c)

10

⊥

11
12

¬E, 7, 6

¬E, 2, 9
∨E, 3.2, 7–10

⊥

∨E, 3.1, 4–11

⊥

Line 1 to 3.2 contain the instantiated versions of the quantifier-free formulae with Skolem functions. Note that
the second disjuncts of line 3.1 and 3.2 contain two occurrences of f (c), which in the quantifier logic proof will
be mapped to two different eigenvariables, namely some e1 when x is substituted to a, and some e2 when x is
substituted to f (c). This matters because line 10 depends on the correct instantiation done in line 2, where it is
not immediately clear without an analysis of the refutation whether e1 or e2 should be used in lieu of f (c) to
instantiate ∀w.P (w, c).
5.2

Equality

To use our reconstruction method, proofs in calculi with equality are not allowed to rewrite subterms of Skolem
terms. We respect this restriction in our implementation by not generating congruence axioms for Skolem
functions. To see what can go wrong when Skolem subterms are rewritten, consider the problem
∀x.∃y.P (x, y) ∧ ¬P (x, y) ∧ x = c.
The Skolemised version is

∀x.P (x, f (x)) ∧ ¬P (x, f (x)) ∧ x = c,

and instantiating it with a and b yields
P (a, f (a)) ∧ ¬P (a, f (a)) ∧ a = c,
P (b, f (b)) ∧ ¬P (b, f (b)) ∧ b = c.
Assume that the proof shows ⊥ using P (a, f (a)) and ¬P (b, f (b)), rewriting b to a. Reproducing this proof in
quantifier logic is difficult, because the Skolem terms do not exist in quantifier logic, so rewriting underneath a
Skolem term cannot be simply translated to quantifier logic.

6

Related work

The axiom of choice can be used to represent Skolem functions: Given a formula ∀x.∃y.P (x, y), it can be
Skolemised to ∀x.P (x, f (x)), and the Skolem function is then defined to be f = λx.y.P (x, y) [HB39]. While
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such reasoning can be in principle expressed in FOL-based logics, it creates an ugly dependency on the axiom of
choice, which is not assumed in Isabelle/FOL, and certain derived logics such as the Mizar environment do not
assume it in general.
Various approaches for reducing the reliance on the axiom of choice are discussed by Blanchette in the section
“Skolemization without Choice” of his Ph.D. thesis [Bla12]. In particular, he shows how to simulate Skolem
functions as (higher-order) schematic functions in Isabelle to reconstruct proofs of the automated theorem prover
Metis. Isabelle’s higher-order unifier can then frequently find the function that implements the Skolem function.
Another approach by de Nivelle [dN05] is about the translation of resolution proofs into first-order proofs:
He introduces Skolem relations to simulate the effect of Skolem functions. This approach relies on the less
controversial definite description operator. Such an operator is however still not provided for any first-order Mizar
type [KPU16].
Avigad [Avi03] adds new functions by building finite approximations thereof via a forcing argument. All these
approaches aim in some or the other way at introducing the Skolem functions in the logic where the proof is
carried out. Our method reconstructs proofs without introducing Skolem functions in the proof assistant.
A more general approach to reconstruct proofs in natural deduction calculi can be achieved by using expansion
trees [Mil83, Pfe87] which implicitly encode quantifier instantiations and also allow reconstruction of proofs that
do not rely on prenex normal form. We plan to adopt expansion trees in the future.

7

Conclusion

We showed a method to create instances of logic formulae without occurrences of Skolem functions from proofs
with Skolem functions. This allows reconstruction of ATP proofs with Skolem functions in first-order logic.
Furthermore, we implemented our approach as a proof tactic for Isabelle/FOL, using it to reconstruct proofs
from a tableaux prover. Further work can be done to improve the tactic, making it a contestant for existing
tactics: Treatment of lambda abstractions (which occur in a few places because FOL is encoded as an Isabelle
object logic), e.g. by translating them to combinators, and extension to logics beyond FOL. Furthermore, our
method might be usable to reconstruct also proofs from more powerful ATPs, such as E [Sch13] and Vampire
[KV13], provided one can obtain suitable substitutions from their proofs and one restricts the usage of equality,
see subsection 5.2. In the future, we would like to use expansion trees and to adapt a non-clausal prover [Ott11]
for proof search.
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Abstract
We describe a system offering deduction (over a fixed but flexible background theory) as a service, provided to a client via a network connection. The deduction server maintains the (potentially) large background knowledge base in a form that makes processing of individual
conjectures and queries easy and avoids most of the overhead of reading and analyzing large background theories for each individual job.
The client connects to the server, can update the background theory
by adding and removing client-side or server-side axiom sets, and ask
the server to solve proof problems on its behalf.
This offers several benefits: Preprocessing costs can be amortized over
multiple proof attempts. The user can be isolated from the complexities of a locally installed ATP system (and indeed locally maintained
knowledge bases). Finally, the deduction server can easily offer true
strategy parallelism even with sequential back-end theorem provers.
This paper describes the architecture, the communication protocol, and
the implementation of a deduction server based on E. First experimental results demonstrate the feasibility of the technology and the performance benefits possible with this approach.

1

Introduction

Classical automated theorem proving has long been concerned with solving individual problems, one at a time.
Moreover, problems have often been hand-optimized, either to solve a particular mathematical question, or
to analyze and demonstrate the performance of different theorem proving strategies (see e.g. [9]). One of the
best-knows examples is McCune’s formalization and ultimate proof of the Robbins problem [8].
However, in recent years, theorem provers have been used in a very different setting. Users have developed
large theories, either by large-scale manual coding of knowledge as in Cyc [14] or SUMO [12], by organized
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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efforts to formalize significant parts of mathematics (e.g. MIZAR [20], or more recently Flyspeck [3]), or from
the verification of large systems like the sel4 micro-kernel [6]. These theories are typically developed in either an
interactive theorem prover, or in authoring environment like Sigma-KEE [13]. Automated theorem provers can
be used to dispose a significant number of sub-problems that can be translated into first-order logic. Examples
are MizAR for MIZAR and the various “Hammers” for Isabelle [11, 10, 1] and HOL Light/HOL 4 [5, 2].
Communication between interactive and local automatic systems is usually via an ad-hoc protocol. As a fallback,
some interactive prover also use the TPTP World web service [18] to invoke remotely installed ATP systems.
In these newer use cases, the theorem prover proves and reproves many different theorems over a large and
mostly static background theory. Typically, the background theory has thousands to millions of axioms, only a
small fraction of which is used for any given proof. Premise selection techniques [4, 7, 2] enable provers to handle
such large problems. However, for large problems, parsing and preprocessing takes significant amounts of time.1
In this paper, we suggest a different paradigm. Deduction, over a fixed but flexible base theory, is offered as a
network service. The deduction server maintains a knowledge base of several pre-loaded background axiomatization. The user can connect to the server, select specific parts of the knowledge base, add additional assumptions,
and then request a proof from the server. The server combines the pre-loaded and pre-indexed background
theory with the new formulas provided by the user, runs several premise selection strategies to generate ATP
problems, and runs several ATP instances with different heuristics to try to solve the problem. If one of the
server processes finds a proof, it is handed back to the client.
This approach has a number of advantages. First, the cost of loading and pre-processing the large background
theory is amortized over many different proof problems. Proofs to individual problems are often found fast and
with low latency. The user can prepare and issue queries from a local desktop, while the deduction server can
be shared by several users and run on powerful server hardware. Indeed, the user does not even need to know
how to install or invoke ATP systems, since the server can be centrally installed and maintained.
We have developed a suitable communication protocol and implemented a deduction server based on the
theorem prover E[15, 16] and its libraries of data types and algorithms for deduction. First results show that the
approach is feasible, and that the overhead for processing large problems can be significantly reduced. In the
following sections we describe the design, architecture, and implementation of the deduction server, and provide
data about a first experimental evaluation.
The system is available at http://www.eprover.eu/E-eu/DedServer.html, and will become part of future
distributions of E.

2
2.1

Client-Server Architecture
Deduction Server

The deduction server is the central component for offering Deduction as a Service. It maintains the current state
of the knowledge base, accepts connections from clients, reads and processes their requests, runs deduction jobs
on behalf of the clients, and transmits the results back to the client. The main architectural components of the
server are the knowledge base, the TCP interface, the axiom filter, and the execution module.
At start-up, the server starts listening on a user-specified port for incoming TCP connections. Whenever a
client tries to connect to the server on that port, a process is forked from the main process to serve the client.
The server can thus handle several different connections at the same time, and each client is completely isolated
from other clients connected to the server.
The client interacts with the server using the protocol specified in section 2.3. The server implements a typical
read-execute-print loop, accepting commands from the client, executing them, and sending the results back to
the client. The client can upload axiom sets, remove them, and query the server for proofs and answers (i.e.
instantiations of variables that make an existentially quantified query formula true [19]).
Whenever the client uploads a set of axioms, the server parses the axioms, adds them to various indexes useful
for axiom selection/pruning methods, and adds them to the in-memory knowledge base. However, these uploaded
axiom sets will not automatically be used by each proof attempt, but only when the client has also activated (or
staged ) the particular set in the current session. Thus, the server maintains a pre-indexed, ready-to-use library
of axiom sets. In addition to axiom sets uploaded by the client, the server can also offer access to axiom sets
1 As an example, E takes around 54 seconds (on a system with a 4 GHz Intel i7 and a fast SSD) just to parse the TPTP problem
CSR073+6.p, a first-order problem based on OpenCyc with nearly 3.5 million axioms and taking up 480 MB. Indexing for SInE axiom
selection takes a further 2 seconds, while more than half of successful proof attempts need less than 1 second.
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Figure 1: The Deduction Server Architecture
stored in a server-side library on disk. Axioms loaded by the server on start-up are available to all users, while
axiom sets added by a user during a session are currently only available in that session.
After the client chooses some axiom sets to be used in the proof search, it can start querying the server.
The query consists of optional query-specific axioms and a conjecture. These additional formulas are discarded
immediately after the query has been processed. The server adds the new axiom set to the currently staged part
of the knowledge base and hands the problem to the axiom filter. The axiom filter module applies one or multiple
different relevancy pruning strategies to the extended knowledge base. Each of the pruning strategies produces
one much smaller proof problem. The pruned problems are passed to the execution module, which starts several
instances of E in parallel and monitors their success or failure. Whenever one of the running E instances finds a
proof for the conjecture, the other instances are stopped and the proof is returned back to the user. Currently,
all instanced of E use its conventional automatic mode, and rely on the different pruning strategies to provide
diversity for the proof attempt.
The rough architecture of the deduction server is shown in Figure 1.
The deduction server is written in C and integrated with the E distribution. It uses the E libraries and data
types to parse and represent logical formulas, to maintain and process first order knowledge bases, and to perform
axiom selection.
2.2

User client

The E distribution includes a small Python client called “enetcat.py”, which can be used to interact with the
server. The client is intended as a reference implementation, to demonstrate the interactions with the server and
enable other developers to use it as a model for interfacing the server with other systems.
The client requires the address and the port of the deduction server as arguments. It opens a TCP connection
to the server and then reads the user’s commands from “stdin”, communicates them to the server, and prints
the output back to “stdout”.
In addition to encoding the plain text commands into the distinct length-delimited TCP messages expected
by the server, the client offers two convenience features. First, it offers command line editing. Secondly, it locally
expands TPTP style include commands for formula sets to be uploaded to the server. This makes uploading
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of even large axioms sets plausible and convenient.
The current client is tailored towards command-line users. However, the protocol is simple enough to be
implemented in a few lines of code in nearly any modern programming language, making other clients, in
particular a web-based client, easily possible.
2.3

Communication Protocol

As mentioned before, the communication between the server and the client is done over TCP to ensure reliability.
TCP messages between the server and the client are encoded in a way to ease the communication between them.
Each TCP messages starts with 4 bytes containing the length of the messages, including those 4 bytes, followed
by the actual message. The commands themselves are plain, human-readable ASCII text.
We describe the protocol for communication between the server and the client using a running example.
We assume that the connection has already been established and all messages are encoded as described in the
previous paragraph.
The first section of the session uploads two small axiom sets to the server.
1
2
3
4
5
6
7
8
9
10

ADD axiom_set1
fof(inp1,axiom,(subclass(a,b))).
fof(inp2,axiom,(subclass(b,c))).
GO
>205 ok : added
ADD axiom_set2
fof(inp3,axiom,((subclass(X,Y) & subclass(Y,Z)) => subclass(X,Z))).
GO
>205 ok : added

Each of the “ADD . . . GO” blocks upload one named set of axioms to the system. Axioms uploaded are parsed
and stored in the memory of the server, but are not automatically included in future proof attempts. The server
responds with the success status of each command’s execution.
1
2
3
4
5
6
7
8
9
10
11
12
13
14

STAGE axiom_set1
>201 ok : staged
LIST
>Staged :
> axiom_set1
>Unstaged :
> axiom_set2
>On Disk :
> test.p
>200 ok : success
STAGE axiom_set2
>201 ok : staged

To select axiom sets for future proof attempts, we use the “STAGE” command. It marks the named axiom set
as active for later proof attempts. The “LIST” command provides the status of all axiom sets currently known
to the server. Possible states are Staged, Unstaged (but in memory and pre-indexed for axiom selection), and On
Disk, i.e. known to the server, but not loaded or indexed. Server-side axiom sets can be loaded into the server’s
memory using the “LOAD” command.
1
2
3
4
5
6
7

RUN job1
fof(inp4,conjecture,(subclass(a,c))).
GO
# Pid: 27988
# Auto-Mode selected heuristic G_E___208_C18_F1_SE_CS_SP_PS_S0Y
# and selection function SelectMaxLComplexAvoidPosPred.
#
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8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58

# Preprocessing time
: 0.010 s
# Presaturation interreduction done
# Proof found!
# SZS status Theorem
# SZS output start CNFRefutation.
fof(c_0_0, axiom,
(((subclass(X1,X2)&subclass(X2,X3))=>subclass(X1,X3))),
file(’/var/folders/__/ss_kh09s5_l9s1twdz7k5y900000gn/T//epr_VKSv9K’,
i_0_3)).
fof(c_0_1, conjecture, (subclass(a,c)),
file(’/var/folders/__/ss_kh09s5_l9s1twdz7k5y900000gn/T//epr_VKSv9K’,
i_0_4)).
fof(c_0_2, axiom, (subclass(b,c)),
file(’/var/folders/__/ss_kh09s5_l9s1twdz7k5y900000gn/T//epr_VKSv9K’,
i_0_2)).
fof(c_0_3, axiom, (subclass(a,b)),
file(’/var/folders/__/ss_kh09s5_l9s1twdz7k5y900000gn/T//epr_VKSv9K’,
i_0_1)).
fof(c_0_4, plain,
(((~subclass(X1,X2)|~subclass(X2,X3))|subclass(X1,X3))),
inference(fof_nnf,[status(thm)],[c_0_0])).
fof(c_0_5, negated_conjecture, (~subclass(a,c)),
inference(fof_simplification,[status(thm)],[inference(assume_negation,
[status(cth)],[c_0_1])])).
cnf(c_0_6, plain, (subclass(X1,X2)|~subclass(X3,X2)|~subclass(X1,X3)),
inference(split_conjunct,[status(thm)],[c_0_4])).
cnf(c_0_7, plain, (subclass(b,c)), inference(split_conjunct,
[status(thm)],[c_0_2])).
cnf(c_0_8, negated_conjecture, (~subclass(a,c)),
inference(split_conjunct,[status(thm)],[c_0_5])).
cnf(c_0_9, plain, (subclass(X1,c)|~subclass(X1,b)),
inference(spm,[status(thm)],[c_0_6, c_0_7])).
cnf(c_0_10, plain, (subclass(a,b)), inference(split_conjunct,
[status(thm)],[c_0_3])).
cnf(c_0_11, negated_conjecture, ($false), inference(cn,[status(thm)],
[inference(rw,[status(thm)],[inference(spm,[status(thm)],[c_0_8,
c_0_9]),
c_0_10])]), [’proof’]).
# SZS output end CNFRefutation.
#
#
#
#
#

------------------------------------------------User time
: 0.008 s
System time
: 0.002 s
Total time
: 0.010 s
Maximum resident set size: 2838528 pages

# Processing finished for job1
200 ok : success

After staging the needed axioms, we can start running a job with “RUN . . . GO” block. Formulas introduced in
the RUN command block are used only temporally for this particular job, and are discarded after its termination.
These formulas typically contain the conjecture, but can also include additional axioms and assumptions. If the
server succeeds in proving the conjecture, it provides back the logical status of the query, and can also include
a proof object.
1

UNSTAGE axiom_set2
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CSR025+6.p
CSR031+6.p
CSR037+6.p
CSR043+6.p
CSR049+6.p
CSR055+6.p
CSR061+6.p
CSR067+6.p
CSR073+6.p

CSR026+6.p
CSR032+6.p
CSR038+6.p
CSR044+6.p
CSR050+6.p
CSR056+6.p
CSR062+6.p
CSR068+6.p
CSR074+6.p

CSR027+6.p
CSR033+6.p
CSR039+6.p
CSR045+6.p
CSR051+6.p
CSR057+6.p
CSR063+6.p
CSR069+6.p
CSR111+6.p

CSR028+6.p
CSR034+6.p
CSR040+6.p
CSR046+6.p
CSR052+6.p
CSR058+6.p
CSR064+6.p
CSR070+6.p

CSR029+6.p
CSR035+6.p
CSR041+6.p
CSR047+6.p
CSR053+6.p
CSR059+6.p
CSR065+6.p
CSR071+6.p

CSR030+6.p
CSR036+6.p
CSR042+6.p
CSR048+6.p
CSR054+6.p
CSR060+6.p
CSR066+6.p
CSR072+6.p

Figure 2: List of problems used in the evaluation
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

>202 ok : unstaged
REMOVE axiom_set2
>203 ok : removed
DOWNLOAD axiom_set1
>fof(inp1,axiom,(subclass(a,b))).
>fof(inp2,axiom,(subclass(b,c))).
>204 ok : downloaded
RUN job2
fof(inp4,conjecture,(subclass(a,c))).
GO
# Processing started for job2
# SZS status GaveUp for job2
# Processing finished for job2
200 ok : success

Axiom sets can also be “UNSTAGE”d or “REMOVE”d completely from the system. Axiom sets can be retrieved
from the server using the “DOWNLOAD” command. The example shows how we remove one of the axiom sets
and re-run the job. Without the necessary axioms, the proof is not found.

3

Evaluation

For the experimental evaluation, we selected a set of large problems with a common axiomatization from the
TPTP library [17], version 6.0.0. In particular, we used all problems that include the axiom set CSR002+5.ax, a
translation of the OpenCyc knowledge base into first-order logic [14]. The axiom set contains 3 341 983 axioms
and occupies about 479 megabytes disk space in TPTP format. It is used by 51 problems, each of which combines
it with a single unique conjecture. See Figure 2 for the list of problems.
To illustrate the comparative performance of the service model and the conventional one-problem-at-a-time
model, we configured both versions to run exactly the same problems with exactly the same pruning parameters
and E’s sequential automatic mode. In particular, the server did not employ any strategy parallelism in pruning
or search, but rather selected the same search strategy than the stand-alone prover for each a given problem.
The systems were given a time limit of 30 seconds for actual proof search, in addition to the time taken for
parsing and axiom selection for the standalone version (about 110 seconds per problem on this hardware, with
some variation). Memory was limited to 1024MB. Tests were performed on a virtualized server with 8 2.6 GHz
Intel CPUs, of which only one was effectively utilized by our test setup. With this configuration, both setups
solved 41 of the 51 problems.
We recorded the time taken after 5, 10, 20, 30, 40 and all 51 problems.
The results in Figure 3 show the difference between the single strategy server mode and the conventional
prover. The figure shows the accumulated wall-clock time over the number of problems for which a proof was
attempted. In the conventional case, the prover has to parse and index the axiom set for each proof attempt.
In the deduction server, the axioms are parsed and indexed for axiom selection only once. The are then kept in
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Figure 3: Benchmarking Results
the server’s memory and multiple queries can be executed against this axiom set. Thus, the pre-processing time
of each problem in the single strategy server mode is amortized over multiple runs.

4

Conclusion

We have described the first implementation of a Deduction Server and have introduced a communication protocol
that supports remote reasoning over largely fixed but flexible domains as a service. Our results shows that the
deduction server, even if configured for identical pruning and search strategies, improves the run time for sets of
related problems by a significant amount, due to the amortization of costs for parsing and the indexing needed
for axiom selection. This clearly shows that the approach is feasible and has promise even if looking at it only
from a performance point of view.
In addition to these performance benefits, having a formal protocol to communicate with the prover over the
net makes integrating it with other applications much easier. Having access to a remotely running prover is a win
for those who can’t install provers locally, e.g. for OS compatibility issues or due to insufficient local computing
resources.
Future work includes improved multi-user support, in particular controlling both access, but also the resources,
such as CPU time and memory, allocated for each user. Another important step would be the integration of
multiple deduction systems in the back-end, to improve overall performance. This would offer a single interface
to potentially very diverse deduction systems.
Finally, the Deduction Server can be extended to a cluster of servers, to offer real scalable deduction as a
service. In the simplest version, a single head node accepts and processes user commands, pre-processes the
problems, and distributes the deduction jobs to different servers. An even more scalable version would maintain
different user sessions with the current axiomatization on dedicated machines, so that axiom selection can also
be distributed.
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[4] Kryštof Hoder and Andrei Voronkov. Sine Qua Non for Large Theory Reasoning. In Nikolaj Bjørner and
Viorica Sofronie-Stokkermans, editors, Proc. of the 23rd CADE, Wroclav, volume 6803 of LNAI, pages
299–314. Springer, 2011.
[5] Cezary Kaliszyk and Josef Urban. Learning-assisted automated reasoning with Flyspeck. Journal of Automated Reasoning, 53(2):173–213, 2014.
[6] Gerwin Klein, Kevin Elphinstone, Gernot Heiser, June Andronick, David Cock, Philip Derrin, Dhammika
Elkaduwe, Kai Engelhardt, Rafal Kolanski, Michael Norrish, Thomas Sewell, Harvey Tuch, and Simon
Winwood. seL4: Formal verification of an OS kernel. In Proc. of the 22nd ACM Symposium on Principles
of Operating Systems (SOSPS), Big Sky, Montana, USA, October 2009. ACM.
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Abstract
The TPTP world is a well established infrastructure that supports research, development, and deployment of Automated Theorem Proving (ATP) systems for classical logics. The TPTP language is one
of the keys to the success of the TPTP world. Originally the TPTP
world supported only first-order clause normal form (CNF). Over the
years support for full first-order form (FOF), monomorphic typed firstorder form (TF0), rank-1 polymorphic typed first-order form (TF1),
and monomorphic typed higher-order form (TH0) have been added.
The TF0, TF1, and TH0 languages also include constructs for arithmetic. This paper introduces the TH1 form, an extension of TH0 with
TF1-style rank-1 polymorphism. TH1 is designed to be easy to process
by existing reasoning tools that support ML-style polymorphism. The
hope is that TH1 will be implemented in many popular ATP systems
for typed higher-order logic.

1

Introduction

The TPTP world [18] is a well established infrastructure that supports research, development, and deployment of
Automated Theorem Proving (ATP) systems for classical logics. The TPTP world includes the TPTP problem
library, the TSTP solution library, the TMTP model library, standards for writing ATP problems and reporting
ATP solutions, tools and services for processing ATP problems and solutions, and it supports the CADE ATP
System Competition (CASC). Various parts of the TPTP world have been deployed in a range of applications,
in both academia and industry. The web page http://www.tptp.org provides access to all components.
The TPTP language is one of the keys to the success of the TPTP world. The language is used for writing
both TPTP problems and TSTP solutions, which enables convenient communication between different systems
and researchers. Originally the TPTP world supported only first-order clause normal form (CNF) [21]. Over
the years support for full first-order form (FOF) [17], monomorphic typed first-order form (TF0) [20], rank-1
polymorphic typed first-order form (TF1) [3], and monomorphic typed higher-order form (TH0) [19] have been
added. The TF0, TF1, and TH0 languages also include constructs for arithmetic. These extensions provide
orthogonal features that are natural to combine. In fact, several users have already used ad-hoc definitions of
combined languages, and [9] already suggested a systematic way to combine specifications.
This paper introduces the TH1 format, a combination of the features of TH0 with TF1-style rank-1 polymorphism. TH1 is designed to be easy to process by existing reasoning tools that support ML-style polymorphism.
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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It opens the door to useful middleware, such as monomorphizers and other translation tools that encode polymorphism in FOF or TH0. Many existing ATP and ITP systems for higher-order logic already implement some
kind of polymorphism. TH1 has been designed in interaction with those systems’ developers, and can provide
an interoperability layer for their systems. The hope is that TH1 will be implemented in many popular ATP
systems for typed higher-order logic.
Figure 1 shows the relationships between the various TPTP language forms, leading to TH1. TH1 combines
two existing orthogonal extensions to the basic FOF language: the polymorphic TF1 and the higher-order TH0.1
Therefore, this paper first presents the preceding TF0, TF1, and TH0 forms, whose features are then inherited
in the TH1 form.
The remainder of this paper is organized as follows: Section 2 introduces the generic TPTP language, with a
brief review of the well-known first-order form. Sections 2.1 and 2.2 describe the monomorphic and polymorphic
typed first-order forms, and Section 2.3 describes the monomorphic typed higher-order form. Sections 3 and 4 are
the heart of the paper, describing the syntax and semantics of the polymorphic higher-order form respectively.
Section 5 explains the LF-based type checking system for the typed languages. Section 6 concludes.

CNF

FOF
TF0

TH0

TF1

TH1

Figure 1: The DAG of TPTP Language Forms

2

The TPTP Language

The TPTP language is a human-readable, easily machine-parsable, flexible and extensible language, suitable for
writing both ATP problems and solutions. The top level building blocks of the TPTP language are annotated
formulae. An annotated formula has the form:
language(name, role, formula, [source, [useful info]]).
The languages supported are clause normal form (cnf), first-order form (fof), typed first-order form (tff), and
typed higher-order form (thf). The role, e.g., axiom, lemma, conjecture, defines the use of the formula in an
ATP system. In the formula, terms and atoms follow Prolog conventions, i.e., functions and predicates start
with a lowercase letter or are ’single quoted’, variables start with an uppercase letter, and all contain only
alphanumeric characters and underscore. The TPTP language also supports interpreted symbols, which either
start with a $, or are composed of non-alphanumeric characters, e.g., the truth constants $true and $false,
and integer/rational/real numbers such as 27, 43/92, -99.66. The basic logical connectives are !, ?, ~, |, &, =>,
<=, <=>, and <~>, for ∀, ∃, ¬, ∨, ∧, ⇒, ⇐, ⇔, and ⊕ respectively. Equality and inequality are expressed as the
infix operators = and !=. An example annotated first-order formula, supplied from a file, is:
fof(union,axiom,
( ! [X,A,B] :
( member(X,union(A,B))
<=> ( member(X,A)
| member(X,B) ) )
file(’SET006+0.ax’,union),
[description(’Definition of union’), relevance(0.9)]).
1 Note

that while TH1 adopts features of TF1, TH0 is independent of TF0.
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2.1

The Monomorphic Typed First-order Form TF0

TF0 extends the basic FOF language with types and type declarations. Every function and predicate symbol is
declared before its use, with a type signature that specifies the types of the symbol’s arguments and result.
TF0 types τ have the following forms:
• the predefined types $i for ι (individuals) and $o for o (booleans);
• the predefined arithmetic types $int (integers), $rat (rationals), and $real (reals);
• user-defined types (constants).
User-defined types are declared (before their use) to be of the kind $tType, in annotated formulae with a type
role – see Figure 2 for examples. All symbols share the same namespace; in particular, a type cannot have the
same name as a function or predicate symbol.
TF0 type signatures ς have the following forms:
• individual types τ ;
• (τ1 * · · · * τn ) > τ̃ for n > 0, where τi are the argument types, and τ̃ is the result type. Argument types
and the result type for a function cannot be $o, and the result type for a predicate must be $o. If n = 1
the parentheses are omitted.
The type signatures of uninterpreted symbols are declared like types, in annotated formulae with a type role –
see Figure 2 for examples. The type of = is ad hoc polymorphic over all types except $o, with both arguments
having the same type and the result type being $o. The types of arithmetic predicates and functions are ad hoc
polymorphic over the arithmetic types; see [20] for details.
In logical formulae the arguments to functions and predicates must respect the symbol’s type signature.
Variables must be typed in their quantification, and used accordingly. For example, in Figure 2 the predicate
chased is declared to have the type signature
(dog * cat) > $o
so an example of a well-formed formula is
! [X: dog] : chased(X,garfield)
because X is of type dog and garfield is of type cat.
Figure 2 illustrates some TF0 formulae, whose conjecture can be proved from the axioms (it is the TPTP
problem PUZ130 1.p).
2.2

The Polymorphic Typed First-order Form TF1

TF1 extends TF0 with (user-defined) type constructors, type variables, polymorphic symbols, and one new binder.
TF1 types τ have the following forms:
• the predefined types $i and $o;
• the predefined arithmetic types $int, $rat, and $real;
• user-defined n-ary type constructors applied to n type arguments;
• type variables, which must be quantified by !> – see the type signature forms below.
Type constructors are declared (before their use) to be of the kind ($tType * · · · * $tType) > $tType, in
annotated formulae with a type role. The type constructor’s arity is the number of “$tType”s before the >. If
the arity is zero the > is omitted, and the type constructor is a monomorphic user-defined type constant as in
TF0, else it is polymorphic. If the arity is less than two the parentheses are omitted. In the example of Figure 3,
cup of is a unary type constructor that is is used to construct the type cup of(beverage)).
TF1 type signatures ς have the following forms:
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%-----------------------------------------------------------------------------tff(animal_type,type,( animal: $tType )).
tff(cat_type,type,( cat: $tType )).
tff(dog_type,type,( dog: $tType )).
tff(human_type,type,( human: $tType )).
tff(cat_to_animal_type,type,( cat_to_animal: cat > animal )).
tff(dog_to_animal_type,type,( dog_to_animal: dog > animal )).
tff(garfield_type,type,( garfield: cat )).
tff(odie_type,type,( odie: dog )).
tff(jon_type,type,( jon: human )).
tff(owner_of_type,type,( owner_of: animal > human )).
tff(chased_type,type,( chased: ( dog * cat ) > $o )).
tff(hates_type,type,( hates: ( human * human ) > $o )).
tff(human_owner,axiom,(
! [A: animal] :
? [H: human] : H = owner_of(A) )).
tff(jon_owns_garfield,axiom,(
jon = owner_of(cat_to_animal(garfield)) )).
tff(jon_owns_odie,axiom,(
jon = owner_of(dog_to_animal(odie)) )).
tff(jon_owns_only,axiom,(
! [A: animal] :
( jon = owner_of(A)
=> ( A = cat_to_animal(garfield) | A = dog_to_animal(odie) ) ) )).
tff(dog_chase_cat,axiom,(
! [C: cat,D: dog] :
( chased(D,C)
=> hates(owner_of(cat_to_animal(C)),owner_of(dog_to_animal(D))) ) )).
tff(odie_chased_garfield,axiom,(
chased(odie,garfield) )).
tff(jon_hates_jon,conjecture,(
hates(jon,jon) )).
%------------------------------------------------------------------------------

Figure 2: TF0 Formulae
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• individual types τ ;
• (τ1 * · · · * τn ) > τ̃ for n > 0, where τi are the argument types and τ̃ is the result type (with the same
caveats as for TF0);
• !>[α1 : $tType, . . . ,αn : $tType]: ς for n > 0, where α1 , . . . , αn are distinct type variables and ς is a type
signature.
The binder !> in the last form denotes universal quantification in the style of λΠ calculi. It is only used at
the top level in polymorphic type signatures. All type variables must be of type $tType; more complex type
variables, e.g., $tType > $tType are beyond rank-1 polymorphism. In the example of Figure 3, the type signature
for mixture is polymorphic. As in TF0, arithmetic symbols and equality are ad hoc polymorphic.
Type variables that are bound by !> without occurring in a type signature’s body, e.g., as in the
last example, are called phantom type variables. These make it possible to specify operations and relations directly on types and provide a convenient way to encode type classes. For example, a polymorphic propositional constant is linear can be declared with the type signature !>[A : $tType]: $o, and
used as a guard to restrict the axioms specifying that a binary predicate less eq with the type signature
!>[A: $tType]: ((A * A) > $o) is a linear order to those types that satisfy the is linear predicate, i.e., a
formula of the form ! [A: $tType] : ( (is linear @ A) => (axiom about less eq)).
In logical formulae the application of symbols must respect the symbol’s type signature.
Additionally, every use of a polymorphic symbol (except ad hoc polymorphic arithmetic and equality symbols) must explicitly specify the type instance. A function or predicate symbol with a type signature
!>[α1 : $tType, . . . ,αm : $tType]: ((τ1 * · · · > τn > τ̃ ) must be applied to m type arguments and n term
arguments. For example, in Figure 3 below, the type contructor cup of, the function full cup, the function
mixture, and the predicate help stay awake, are declared to have the type signatures
$tType > $tType
beverage > cup of(beverage)
!>[BeverageOrSyrup: $tType] : ((BeverageOrSyrup * syrup) > BeverageOrSyrup)
cup of(beverage) > $o
so an example of a well-formed formula is
! [S: syrup] : help stay awake(full cup(mixture(beverage,coffee,S)))
because beverage provides the one type argument for mixture, coffee is of that type, S is of type syrup, and
the result type is beverage as required by full cup, whose whose result type is in turn cup of(beverage) as
required by help stay awake. As TF1 is rank-1 polymorphic, the type arguments must be actual types; in
particular $tType and !>-binders cannot occur in type arguments of polymorphic symbols.
Figure 3 illustrates some TF1 formulae, whose conjecture can be proved from the axioms (it is a variant of
the TPTP problem PUZ139 1.p).
2.3

The Monomorphic Typed Higher-order Form TH0

TH0 extends FOF with higher-order notions, including adoption of curried form for type declarations, lambda
terms (with a lambda binder), symbol application, and two other new binders.
TH0 types τ have the following forms:
• the predefined types $i and $o;
• the predefined arithmetic types $int, $rat, and $real;
• user-defined types (constants);
• (τ1 > · · · > τn > τ̃ ) for n > 0, where τi are the argument types and τ̃ is the result type.
TH0 type signatures ς have the following forms:
• individual types τ .
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%-----------------------------------------------------------------------------ff(beverage_type,type,( beverage: $tType )).
tff(syrup_type,type,( syrup: $tType )).
tff(cup_of_type,type,( cup_of: $tType > $tType )).
tff(full_cup_type,type,( full_cup: beverage > cup_of(beverage) )).
tff(coffee_type,type,( coffee: beverage )).
tff(vanilla_type,type,( vanilla: syrup )).
tff(caramel_type,type,( caramel: syrup )).
tff(help_stay_awake_type,type,( help_stay_awake: cup_of(beverage) > $o )).
tff(mixture_type,type,(
mixture: !>[BeverageOrSyrup: $tType] :
( ( BeverageOrSyrup * syrup ) > BeverageOrSyrup ) )).
%----Coffee keeps you awake
tff(mixture_of_coffee_help_stay_awake,axiom,(
! [S: syrup] : help_stay_awake(full_cup(mixture(beverage,coffee,S))) )).
%----Coffee mixed with a syrup or two helps you stay awake
tff(syrup_coffee_help_stay_awake,conjecture,(
help_stay_awake(full_cup(
mixture(beverage,coffee,mixture(syrup,caramel,vanilla)))) )).
%------------------------------------------------------------------------------

Figure 3: TF1 Formulae
The (τ1 > · · · > τn > τ̃ ) form is promoted to be a type in TH0 (and TH1) forms, so that variables in formulae can
be quantified as function types. The curried form means that TH0 provides the possibility of partial application.
As in TF0, arithmetic symbols and equality are ad hoc polymorphic.
The new binary connective @ represents application (explicit use of @ is required – symbols cannot simply
be juxtaposed) – see Figure 4 for examples. There are three new binders: ^, @+, and @-, for λ,  (indefinite
description, aka choice), and ι (definite description). Use of all the connectives as terms is also supported – this
is quite straightforward because connectives are equivalent (in Henkin semantics - see below) to corresponding
lambda abstractions. The arithmetic predicates and functions, and the equality operator, can also be used as
terms, but must be applied to a term of a known type (which must be an arithmetic type for the arithmetic
symbols). This formula illustrates the use of conjunction as a term, in a definition of f alse,
thf(and_false,definition,(
( ( & @ $false )
= ( ^ [Q: $o] : $false ) ) )).

In logical formulae the application of symbols must respect the symbol’s type signature. For example, in
Figure 4 the symbols mix and hot are declared to have the type signatures
beverage > syrup > beverage
beverage > $o
so an example of a well-formed formula is
! [S: syrup] : (hot @ (mix @ coffee @ S))
because S is of type syrup, coffee is of type beverage, and mix the result type is beverage as required by
hot. Partial application results in a lambda term. For example, mix @ coffee produces a lambda term of type
syrup > beverage.
Figure 4 illustrates some TH0 formulae, whose conjecture can be proved from the axioms (it is a variant of
the TPTP problem PUZ140^1.p). The following formula illustrates the definite description binder (the indefinite
and definite description binders are not used in Figure 4) for a set whose elements of type $i are all equal,
thf(one_set,axiom,
( ! [Z: $i] : ( ( p @ Z ) => ( Z = y ) )
=> ( ( @-[X: $i] : ( p @ X ) ) = y ) )).

The semantics for TH0 is Henkin semantics with choice (Henkin semantics by definition also includes Boolean
and functional extensionality) [1, 8].

46

%-----------------------------------------------------------------------------thf(syrup_type,type,( syrup: $tType )).
thf(beverage_type,type,( beverage: $tType )).
thf(coffee_type,type,( coffee: beverage )).
thf(mix_type,type,( mix: beverage > syrup > beverage )).
thf(coffee_mixture_type,type,( coffee_mixture: syrup > beverage )).
thf(hot_type,type,( hot: beverage > $o )).
%----The mixture of coffee and something
thf(coffee_mixture_definition,definition,
( coffee_mixture = ( mix @ coffee ) )).
%----Any coffee mixture is hot coffee
thf(coffee_and_syrup_is_hot_coffee,axiom,(
! [S: syrup] : ( ( (coffee_mixture @ S) = coffee )
& ( hot @ ( coffee_mixture @ S ) )) )).
%----There is some mixture of coffee and any syrup which is hot coffee
thf(there_is_hot_coffee,conjecture,(
? [SyrupMixer: syrup > beverage] :
! [S: syrup] :
? [B: beverage] :
( ( B = ( SyrupMixer @ S ) ) & ( B = coffee ) & ( hot @ B ) ) )).
%------------------------------------------------------------------------------

Figure 4: TH0 Formulae

3

The TH1 Syntax

TH1 combines the higher-order features of TH0 (curried form, lambda terms, description, partial application)
with the polymorphic features of TF1 (type constructors, type variables, polymorphic symbols). TH1 also adds
five new polymorphic constants.
TH1 types τ have the following forms:
• the predefined types $i and $o;
• user-defined n-ary type constructors applied to n type arguments;
• type variables (which must be quantified by !>);
• (τ1 > · · · > τn > τ̃ ) for n > 0, where τi are the argument types and τ̃ is the result type.
TH1 type signatures ς have the following forms:
• individual types;
• !>[α1 : $tType, . . . ,αn : $tType]: ς for n > 0, where α1 , . . . , αn are distinct type variables and ς is a
type signature.
In logical formulae the application of symbols must respect the symbol’s type signature. Additionally, as in
TF1, every use of a polymorphic symbol must explicitly specify the type instance by providing type arguments.
However, in TH1 the application to terms may be partial, i.e., a symbol with a type signature
!>[α1 : $tType, . . . ,αm : $tType]: (τ1 > · · · > τn > τ̃ )
must be applied to m type arguments and up to n term arguments. For example, given the type declarations in
Figure 5 below, some examples of well-formed formulae are
idempotent @ bird @ ^ [X: bird] : X
! [M: map @ bird @ $o] : ( bird lookup @ bird @ $o @ M @ tweety )
! [T: $tType] : ( idempotent @ T @ ^ [X: T] : X ).
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TH1 has five new polymorphic constants: !! for Π (universal quantification), ?? for Σ (existential quantification), @@+ for  (indefinite description, aka choice), @@- for ι (definite description), and @= (equality).2 Each
of these must be instantiated by applying them to exactly one type argument, e.g.,
? [B: bird] : ( (@= @ bird) @ tweety @ B ).
Figure 5 illustrates some TH1 formulae, whose conjecture can be proved from the axioms. It declares and
axiomatizes lookup and update operations on maps, then conjectures that update is idempotent for certain keys
and values. Figure 6 illustrates the !! universal quantification operator by defining apply both as the function
that supplies its argument to the function as both its arguments, then conjecturing that the two are equal for all
types. Figure 7 illustrates the @@- indefinite description operator by asserting that the function has fixed point
has a fixed point (some X such that f(X) = X), and then conjecturing that applying the function to some fixed
point simply returns that fixed point. In informal mathematics, there is no guarantee that the two “some fixed
point” expressions are equal, e.g., if has fixed point is the identity function then all points are fixed points.
However, in logic, “some fixed point” has a fixed interpretation in a given model, so the conjecture is a theorem.
Figure 8 illustrates the @= equality connective by defining the higher-order is symmetric predicate that takes
a predicate as an argument and returns true iff the argument is a symmetric predicate, and then conjecturing
that @= is symmetric (which it is).
%-----------------------------------------------------------------------------thf(bird_type,type,( bird: $tType )).
thf(tweety_type,type,( tweety: bird )).
thf(list_type,type,( list: $tType > $tType )).
thf(map_type,type,( map: $tType > $tType > $tType )).
tff(bird_lookup_type,type,(
bird_lookup: !>[A: $tType,B: $tType]
thf(bird_update_type,type,(
bird_update: !>[A: $tType,B: $tType]
( ( map @ A @ B ) > A
thf(idempotent_type,type,( idempotent: (

: ( ( map @ A @ B ) > A > B ) )).
:
> B > ( map @ A @ B ) ) )).
!>[A: $tType] : ( A > A ) > $o ) )).

thf(bird_lookup_update_same,axiom,(
! [RangeType: $tType,Map: ( map @ bird @ RangeType ),
Key: bird,Value: RangeType] :
( ( bird_lookup @ bird @ RangeType @
( bird_update @ bird @ RangeType @ Map @ Key @ Value ) @ Key )
= Value ) )).
thf(idempotent_def,definition,(
! [A: $tType,F: ( A > A )] :
( ( idempotent @ A @ F )
= ( ! [X: A] : ( ( F @ ( F @ X ) ) = ( F @ X ) ) ) ) )).
thf(higher_order_conjecture,conjecture,(
! [Value: ( list @ $i )] :
( idempotent @ ( map @ bird @ ( list @ $i ) )
@ ^ [Map: ( map @ bird @ ( list @ $i ) )] :
( bird_update @ bird @ ( list @ $i ) @ Map @ tweety @ Value ) ) )).
%------------------------------------------------------------------------------

Figure 5: TH1 Formulae

4

Semantics

The semantics of TH1 have to extend that of TH0 and that of TF1, to maximize the uniformity of the TPTP.
Additionally, the semantics have be compatible with that of existing higher-order logic proof assistants and
2 !!

and ?? used to be in TH0, but they have been moved out to be in only TH1 now.
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%-----------------------------------------------------------------------------thf(a_type,type,( a_type: $tType )).
thf(apply_both_type,type,( apply_both: a_type > a_type )).
thf(the_function_type,type,( the_function: a_type > a_type > a_type )).
thf(apply_both_defn,axiom,(
apply_both = ( ^ [X: a_type] : ( the_function @ X @ X ) ) )).
thf(prove_this,conjecture,
( !! @ a_type
@ ^ [Y: a_type] : ( ( the_function @ Y @ Y ) = ( apply_both @ Y ) ) )).
%------------------------------------------------------------------------------

Figure 6: TH1 !! Example

%-----------------------------------------------------------------------------thf(a_type,type,( a_type: $tType )).
thf(has_fixed_point_type,type,( has_fixed_point: a_type > a_type )).
thf(apply_has_fixed_point,axiom,(
? [X: a_type] : ( ( has_fixed_point @ X ) = X ) )).
thf(conj,conjecture,
( ( has_fixed_point
@ ( @@+ @ a_type
@ ^ [Y: a_type] : ( ( has_fixed_point @ Y ) = Y ) ) )
= ( @@+ @ a_type
@ ^ [Y: a_type] : ( ( has_fixed_point @ Y ) = Y ) ) )).
%------------------------------------------------------------------------------

Figure 7: TH1 @@- Example

%-----------------------------------------------------------------------------thf(a_type,type,(
a_type: $tType )).
thf(is_symmetric_type,type,(
is_symmetric: ( ( $i > a_type ) > ( $i > a_type ) > $o ) > $o )).
thf(is_symmetric_def,axiom,(
! [Predicate: ( $i > a_type ) > ( $i > a_type ) > $o] :
( ( is_symmetric @ Predicate )
= ( ! [X: $i > a_type,Y: $i > a_type] :
( ( Predicate @ X @ Y ) = ( Predicate @ Y @ X ) ) ) ) )).
thf(conj,conjecture,
( is_symmetric @ ( @= @ ( $i > a_type ) ) )).
%------------------------------------------------------------------------------

Figure 8: TH1 @= Example
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countermodel finders, so as to provide a problem exchange language for such tools.
The semantics of TH1 is, as for TH0, the Henkin semantics with choice, extended to shallow polymorphism
[5]. Assuming the syntax of types and terms introduced in the previous sections, the semantics is given as a set
of inference rules that define provability in TH1. The provability relation is the same as the provability induced
by major HOL-based proof assistants. The inference rules are closest to those of HOL Light [7], because those
rules are most concise, but are the same as those of other systems, including Isabelle/HOL [13] and HOL4 [15],
as well as frameworks that allow higher-order proofs to be specified independently of the proof assistant, e.g.,
OpenTheory [10].
The first three rules introduce the reflexivity and transitivity of equality, and assumption:
t : bool
`t=t

Γ1 ` s = t Γ2 ` t = u
Γ1 ∪ Γ2 ` s = u

{p} ` p

The next two define application and abstraction over equality theorems:
Γ1 ` f = g Γ2 ` x = y f : α -> β
Γ1 ∪ Γ2 ` f @ x = g @ y

Γ1 ` s = t
Γ1 ` (^[x:α]:s) = (^[x:α]:t)

x:α

The next three correspond to beta reduction, modus ponens for equalities, and deduction of logical equivalence
from deductions in both directions:
t : α -> β
` (^[x:α]:t)(x:α) = t

Γ1 ` s = t Γ2 ` s
Γ1 ∪ Γ2 ` t

Γ1 ` p Γ2 ` q
Γ1 − {q} ∪ Γ2 − {p} ` p = q

The final two rules allow for instantiation of types and terms in proven theorems:
Γ[α1 , ..., αn ] ` p[α1 , ..., αn ]
Γ[γ1 , ..., γn ] ` p[γ1 , ..., γn ]

Γ[x1 , ..., xn ] ` p[x1 , ..., xn ]
Γ[t1 , ..., tn ] ` p[t1 , ..., tn ]

In order to achieve the exact semantics of the higher-order logic provers, it is necessary to add axioms that
correspond to those of the provers. For example, HOL Light introduces three axioms: eta (from which classical
logic follows), infinity (which allows the definition an infinite type of individuals, out of which the natural numbers
are carved), and choice. To achieve the Henkin semantics (including the induced classical logic) the eta axiom is
added. The infinity axiom is not needed because TH1 problems introduce the necessary types as assumptions.
Two instances of the axiom of choice are given: one for choice and one for description. They specify the operators
@++ and @--. None of the axioms need any inference assumptions, so they can be given in the TPTP syntax.
thf(eta,axiom,(
! [A: $tType,B: $tType,A0: ( A > B )] :
( ( ^ [A1: A] : ( A0 @ A1 ) ) = A0 ) )).
thf(choice_type,type,(
@@+: !>[A: $tType] : ( ( A > $o ) > A ) )).
thf(choice,axiom,(
! [A: $tType,P: ( A > $o ),A0: A] :
( ( P @ A0 ) => ( P @ ( @@+ @ A @ P ) ) ) )).
thf(description_type,type,(
@@-: !>[A: $tType] : ( ( A > $o ) > A ) )).
thf(description,axiom,(
! [A: $tType,P: ( A > $o ),A0: A] :
( ( P @ A0 )
=> ! [B: A] :
( ( ( P @ B ) => ( A = B ) )
=> ( P @ ( @@- @ A @ P ) ) ) ) )).
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5

Type Checking

Well-typed TPTP formulae are defined uniformly for CNF, FOF, TF0, TF1, TH0, and TH1 using a set of
typing rules. We use the logical framework LF [6] to give these rules. The use of LF is not critical and other
representations of the typing rules would work similarly. But LF has the advantage of being extremely concise,
providing the structural rules (including the closure under substitution) for free, and — via the Twelf tool for
LF [14] — providing an implementation of the type checker out of the box.
The type-checking process is split into two steps. The first step translates a TPTP problem P to a Twelf
theory P . This step is implemented as part of the TPTP2X tool, and is a relatively simple induction on the
context-free grammar for TPTP. The second step runs Twelf to check the theory T H1, P . This includes, in
particular, the context-sensitive parts of the language. This is the same process as used for TH0 [2]. The steps
are described in more detail below. The Twelf theory TH1 is given in Appendix A.
Translation to Twelf
Besides bridging the minor syntactic differences between TPTP and Twelf, this step performs two basic structural
checks:
• It reject formulae not allowed in the respective language form, e.g., it rejects polymorphic type signatures
in TF0 formula.
• It translates all formulae into TH1.
The translation into TH1 proceeds as follows:
• CNF to FOF: This well-known and straightforward translation has been part of the TPTP tool suite for
some time.
• FOF to TF0: This is essentially an inclusion. The only subtlety is that the untyped FOF constants and
quantifiers must become typed. This is done by assuming that every untyped n-ary function or predicate
symbol has type signature ($i * ... * $i) > $i or ($i * ... * $i) > $o, respectively. Moreover,
all FOF variables are taken to range over the type $i.
• TF0 to TF1, and TH0 to TH1: These translations are inclusions.
• TF0 to TH0, and TF1 to TH1: These translations are almost inclusions. The only subtlety is that TF0/1
type signatures using * are translated to TH0/1 type signatures using >.
Type-Checking in LF
The inference system is a straightforward variant of the one used for TH0 [2]. The rules for types are:
$tType:
$i
:
$o
:
>
:

type
$tType
$tType
$tType -> $tType -> $tType

(infix)

These declare the LF type $tType of TPTP types, as well as $i, $o, and > as constructors for it. User-declared
n-ary type operators T are translated to Twelf constants T: $tType -> ... -> $tType -> $tType.
The rules for terms are
$tm
^
@

: $tType -> type
: ($tm A -> $tm B) -> $tm (A > B)
: $tm (A > B) -> $tm A -> $tm B
(infix)

These declare the LF type $tm A of TPTP terms of type A for every TPTP type A:$tType, as well as constructors
for ^ (using higher-order abstract syntax) and @. The latter two constructors take two implicit arguments A and
B of type $tType, which are inferred by Twelf. User-declared (monomorphic) constants f of type τ are translated
to Twelf constants f: $tm τ , where τ is the recursive translation of τ .
The rules for the remaining term constructors are as follows (omitting the constructors for propositional
formulae described in [2]):
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!
?
@+
@==

:
:
:
:
:

($tm
($tm
($tm
($tm
$tm

A
A
A
A
A

->
->
->
->
->

$tm
$tm
$tm
$tm
$tm

$o)
$o)
$o)
$o)
A

->
->
->
->
->

$tm
$tm
$tm
$tm
$tm

$o
$o
A
A
$o

For example, ! takes an LF function from a TPTP type A to a TPTP formula as an argument, and returns a
TPTP formula. Because the LF function λX : $tm A.t is written [X:$tm $A] t in Twelf’s concrete syntax, the
TPTP formula ![X:A]:F becomes ![X:$tm A]F in Twelf syntax.
There is no need for rules for proofs, except for a truth predicate
$istrue : $tm $o -> type
This allows user-declared axioms and conjectures a asserting F to be represented as Twelf constants a:$istrue
F.
Rank-1 polymorphism comes for free when using LF [9]. In fact, the type checker for TH0 has always
allowed polymorphism, which is suppressed for TH0 in the context-free grammar. The reason is that LF’s
dependent function space can be used to represent type signatures that quantify over type variables. First,
note that the dependent function type Πα:$tType.T of LF is written {α:$tType} T in Twelf. A user-declared
polymorphic constant f that takes type arguments α1 , . . . , αn and has type τ is represented as the Twelf constant
f:{α1 }...{αn } $tm τ . User-declared polymorphic axioms and conjectures are represented accordingly. Finally,
any occurrence of f with type arguments τ1 , . . . , τn is translated to the Twelf term f τ1 . . . τn .
In addition to the five term constructors, whose types are given above, TH1 also introduces five corresponding
constants. Besides being a part of TH1, they serve as examples of how polymorphic constants are represented
in Twelf:
!! :
?? :
@@+:
@@-:
@= :

{A:
{A:
{A:
{A:
{A:

$tType}
$tType}
$tType}
$tType}
$tType}

$tm
$tm
$tm
$tm
$tm

((A
((A
((A
((A
( A

>
>
>
>
>

$o)
$o)
$o)
$o)
A

>
>
>
>
>

$o)
$o)
A )
A )
$o)

For example, the TPTP formula !! @ A @ F is represented in Twelf as (!! A) @ F.
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Conclusion

This paper has described the polymorphic typed-higher order form (TH1) in the TPTP language family, which
extends the monomorphic TH0 language with TF1-style rank-1 polymorphism. A type-checker for the language
has been developed. Now that the language has been specified, TH1 problems can be added to the TPTP problem
library. Already hundreds of problems have been collected from various sources, e.g., the HOL(y)Hammer and
Sledgehammer exports from HOL [11, 16] and [12]. The addition of TH1 problems to the TPTP should provide
the impetus for ATP system developers to extend their systems to TH1. In fact many systems could process
TH1 with modifications to their parsers only, including LEO-III [22] and Why3 [4]. The hope is that TH1 will
be implemented in many popular ATP systems for typed higher-order logic. Beyond that, a TH1 division could
be added to CASC to further stimulate development of robust TH1 ATP systems that are useful and easily
deployed in applications, leading to increased and highly effective use.
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A

The Twelf TH1 Theory

$kind : type.
%% types (i, o, functions and products)
$tf
: $kind -> type.
$type : $kind.
$tType = $tf $type.
$i : $tType.
$o : $tType.
> : $tType -> $tType -> $tType.
* : $tType -> $tType -> $tType.
%% terms (lambda and application)
$tm : $tType -> type.
^ : ($tm A -> $tm B) -> $tm (A > B).
@ : $tm (A > B) -> $tm A -> $tm B.
%% connectives
$true : $tm $o.
& : $tm $o -> $tm $o -> $tm $o.
| : $tm $o -> $tm $o -> $tm $o.
~ : $tm $o -> $tm $o.
$false : $tm $o
= ~ $true.
=> : $tm $o -> $tm $o -> $tm
= [a][b](a | ~ b).
<= : $tm $o -> $tm $o -> $tm
= [a][b](b => a).
<=> : $tm $o -> $tm $o -> $tm
= [a][b]((a => b) & (b =>
<~> : $tm $o -> $tm $o -> $tm
= [a][b] ~ (a <=> b).
~& : $tm $o -> $tm $o -> $tm
= [a][b] ~ (a & b).
~| : $tm $o -> $tm $o -> $tm
= [a][b] ~ (a | b).

%infix right 10 >.
%infix right 10 *.

%prefix 2 $tm.
%prefix 10 ^.
%infix left 10 @.

%infix left 5 &.
%infix left 5 |.

$o
%infix none 5 =>.
$o
%infix none 5 <=.
$o
a)).
$o

%infix none 5 <=>.
%infix none 5 <~>.

$o
%infix none 5 ~&.
$o

%% equality over a type A
== : $tm A -> $tm A -> $tm $o.
!= : $tm A -> $tm A -> $tm $o
= [x][y] ~ (x == y).

%infix none 5 ~|.

%infix none 10 ==.
%infix none 10 !=.

%% quantification over a type A, taking a meta-level function
! : ($tm A -> $tm $o) -> $tm $o.
%prefix 5 !.
? : ($tm A -> $tm $o) -> $tm $o
= [f] ~ (! [x] ~ (f x)).
%prefix 5 ?.
%% description and choice (as binders)
@+ : ($tm A -> $tm $o) -> $tm A.
@- : ($tm A -> $tm $o) -> $tm A.

%prefix 5 @+.
%prefix 5 @-.
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%% polymorphic constants for the 4 binders and equality; type argument is mandatoy
!! : {A} $tm (A > $o) > $o
= [A] ^ [f] ! [x] (f @ x).
%prefix 5 !!.
?? : {A} $tm (A > $o) > $o
= [A] ^ [f] ? [x] (f @ x).
%prefix 5 !!.
@@+: {A} $tm (A > $o) > A
= [A] ^ [f] @+ [x] (f @ x).
%prefix 5 @@+.
@@-: {A} $tm (A > $o) > A
= [A] ^ [f] @- [x] (f @ x).
%prefix 5 @@-.
@= : {A} $tm A > A > $o
= [A] ^ [x] ^ [y] x == y.
%prefix 5 @=.
%% equality as a polymorphic constant with type inference (no type argument)
$tptp_equal : $tm A > A > $o
= @= A.
%prefix 5 @=.
%% equality and quantifiers
=t= : $tm A -> $tm A -> $tm
!t! : ($tType -> $tm $o) ->
?t? : ($tType -> $tm $o) ->

over types
$o.
$tm $o.
$tm $o.

%infix none 10 =t=.
%prefix 5 !t!.
%prefix 5 ?t?.

%% dependent sum and product type
%% ?* : ($tm A -> $tType) -> $tType.
%% !> : ($tm A -> $tType) -> $tType.
%% arithmetic
$arithdom
:
$_int
:
$_rat
:
$_real
:
$arithtype :
$int
:
$rat
:
$real
:

%prefix 5 ?*.
%prefix 5 !>.

types as a subtype
type.
$arithdom.
$arithdom.
$arithdom.
$arithdom -> $tType.
$tType = $arithtype $_int.
$tType = $arithtype $_rat.
$tType = $arithtype $_real.

%% dummy constants
$intliteral : $tm
$ratliteral : $tm
$realliteral : $tm

to represent arithmetic literals
$int.
$rat.
$real.

%% arithmetic operations in higher-order style for
$less
: $tm ($arithtype D) > ($arithtype D) >
$lesseq
: $tm ($arithtype D) > ($arithtype D) >
$greater
: $tm ($arithtype D) > ($arithtype D) >
$greatereq : $tm ($arithtype D) > ($arithtype D) >

an arbitrary arithmetic type
$o.
$o.
$o.
$o.

$uminus
: $tm ($arithtype D) > ($arithtype D).
$sum
: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$difference: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$product
: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$quotient : $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$quotient_e: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$quotient_t: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$quotient_f: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$remainder_e: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$remainder_t: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$remainder_f: $tm ($arithtype D) > ($arithtype D) > ($arithtype D).
$is_int
$is_rat
$is_real

: $tm ($arithtype D) > $o.
: $tm ($arithtype D) > $o.
: $tm ($arithtype D) > $o.

$to_int
$to_rat
$to_real

: $tm ($arithtype D) > $int.
: $tm ($arithtype D) > $rat.
: $tm ($arithtype D) > $real.

%% truth predicate
$istrue : $tm $o -> type.

%prefix 1 $istrue.
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Abstract
In recent years, formalised large theories in form of ontologies, system
specifications or mathematical libraries with thousands of sentences
have become more and more common. Automatically proving properties in such theories is an important task in research as well as in
industry, for instance, as part of system specifications. However, automated theorem provers struggle finding proofs when there are too many
axioms available. This paper presents and investigates two approaches
to reduce the load on automated theorem provers by preselecting axioms: 1) a generalisation of the SInE selection heuristics to arbitrary
first-order provers, and 2) frequent item set mining. These selection
methods are implemented in the web application Ontohub. One of the
implementations’ usefulness is validated while others’ is refuted by an
evaluation on well-known benchmarks for automated theorem proving.

1

Introduction

In recent years, the ability of systems to reason over large logical theories has become more and more important.
Large theories, i.e. theories with many sentences and symbols, are becoming more common since large knowledge
bases are arising in forms of ontologies and comprehensive mathematical libraries that have been translated to
formal languages that are suitable for automated reasoning.
At the same time, theorem provers have evolved to feature efficient heuristics for finding proofs. These theorem
provers, however, were traditionally designed for working with small to medium-sized collections of sentences,
for example, an axiomatisation of set theory or of algebraic constructs like groups or vector spaces. Supplying
these provers with larger theories reduces their chance of success because the search space grows exponentially
with the number of sentences.
In most cases, only a few axioms are actually needed for proving a theorem in a theory containing thousands
of axioms. Instead of only focusing on the improvement of the proving algorithm and the prover’s heuristics,
one can also reduce proving time by supplying the prover with a modified theory omitting sentences that are not
needed. This significantly reduces the search space: instead of thousands of axioms, there might only be a few
dozens or hundred axioms available for proving.
This work presents an implementation of two axiom selection algorithms that is not bound to a specific prover
but rather works independently of the prover.
This paper is structured as follows: Section 2 provides basic knowledge of the concepts and systems used
in this work, namely the software tools Ontohub and Hets (suited for proving with first-order theories) and
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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the AI method of frequent item set mining (which we will employ for axiom selection). Section 3 presents the
axiom selection algorithms whose implementation is described briefly in section 4 and evaluated in section 5.
Afterwards, section 6 gives an overview of related work while section 7 concludes this paper.

2

Preliminaries

2.1

Ontohub

Ontohub [12] is an open source repository engine for managing distributed logical theories. While Ontohub
focuses on ontologies, it supports arbitrary logical theories, let them be ontologies, models, specifications, or
others. The distributed nature enables communities to share and exchange their contributions easily. Ontohub
supports (among others) first-order logic based on the TPTP format [26] It also supports various structuring and
modularity constructs and inter-theory (concept) mappings, building on the OMG-standardized DOL language.
Ontohub has several distinctive features. The following list gives a short overview of them.
• Different repositories organise logical theories. For each repository, access rights and ownership can be
managed on a per-user or per-team basis.
• Logical theories (and all other files) are versioned. The underlying git1 [27] version control system is an
integral part of Ontohub. This feature allows the user to browse through the history of the repository and
inspect any change in any file.
• Ontohub features an integrated editor for logic theories, which however may also be edited outside of
Ontohub: files can either be uploaded via the web front end or via git with SSH.
• Ontohub is fully linked-data compliant. One and the same URL can be used for referencing a logical
theory, downloading its defining file or examining it in a user-friendly presentation in the browser. The
representation served by Ontohub depends on the requested MIME-type.
• Logical theories can be modular and distributed, which means they can be structured into many simpler
theories depending on each other.
• As in BioPortal [17] and the NeOn Toolkit [8], logical theories can be aligned and combined along alignments.
• Logical relations like interpretations of theories, conservative extensions, etc. between logical theories are
supported.
• Diverse structuring languages are supported, including DOL2 [15] and CASL [4].
• As a novel contribution of this work, logical theories may contain conjectures which Ontohub recognises.
There is an interface for proving these with different parametrisations.
2.2

Hets

Ontohub itself does only little analysis of logical theories. Instead, we use the Heterogeneous Tool Set (Hets)3 [14]
as a back end to parse and evaluate a logical theory. Hets features a RESTful web API: As soon as a logical
theory is sent to Hets’s HTTP server with the command to parse it, it analyses the theory file and answers the
request with an XML or JSON representation of its details. Ontohub then parses the answer, post-processes it
and then stores the theory’s details in the database. The whole evaluation process is done asynchronously in the
background, so that the user can still work with the web application.
Currently, Hets has an interface to several first-order automated provers (ATPs) as, for example, SPASS [28],
E [21], Darwin [5], and via the MathServe Broker [30]: Vampire [19]. Similar to the analysis of logical theories,
Hets can be called to run a proof attempt via the RESTful web API.
Hets also features user interfaces other than the web API, for example, a graphical user interface, a stateless
command line interface or an interactive command prompt, but we do not use them in the context of Ontohub.
1 Git

is a popular decentralised version control system, usually utilised in software development. Many open source software
projects use git in combination with Github: https://github.com (last checked: 13 June 2016).
2 Details on DOL and its background can be found on http://dol-omg.org (last checked: 13 June 2016).
3 Details on HETS can be found on http://hets.eu (last checked: 13 June 2016).
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Before starting this work, Ontohub was not able to recognise conjectures in a logical theory. Hets, however,
already provided proving functionality and thus, its analysis of the theory already discovered conjectures. However, Hets’s proving interface has not been suitable for the use with Ontohub yet. For the preparation of the
axiom selection, adjustments of Hets’s interface and the creation of an infrastructure for proving conjectures in
Ontohub were required.
By this work, Ontohub finds conjectures (called theorems for simplicity) and allows the user to run proof
attempts with each of Hets’s ATP that are suitable for the logic translation’s target logic. For each finished
proof attempt, Ontohub provides an overview of its details like the time it took, the axioms that were used and
the prover’s output. It is even possible to run multiple proof attempts in parallel with different ATP which yields
a higher success rate [6].
2.3

Frequent Item Set Mining

Frequent item set mining [1] is a method commonly used for market basket analysis. It aims at revealing
regularities in the shopping behaviour of customers of, for example, supermarkets and online shops: It finds
products that are usually bought together. From a more technical perspective, it can also be used for dependence
analysis. In the context of axiom selection, our approach is to find sentences that have symbols in common and
hence are related to each other. This section briefly presents the basic notions of frequent item set mining.
Details of implementations are not relevant at this point. The following definitions are based on Borgelt’s lecture
slides [7] on frequent item set mining.
Definition 2.1 Let B = {i1 , . . . , im } be a set of items. B is called the item base. A subset I ⊆ B of the item base
is called an item set. A multiset4 T = {t1 , . . . , tn } with ∀m ∈ {1, . . . , k} : tm ⊆ B is called a transaction database
over B. An element tm of T is called a transaction over B.
Items are these entities whose occurrence together with other entities is analysed, for example, shopping
products. A transaction database can be, for example, a collection of purchases in a shop over a given period of
time. Note that the same transaction can occur multiple times in a transaction database because it is defined as
a multiset. In practice, the item base is often given implicitly as the union of all the item sets in the transaction
database.
Definition 2.2 Let T = {t1 , . . . , tn } be a transaction database, I ⊆ B an item set of an item base. A transaction
t ∈ T covers I iff I ⊆ t. We define the multiset KT (I) ..= {t ∈ T | I ⊆ t} with the characteristic
∀t ∈ KT (I) : multiplicityKT (I) (t) = multiplicityT (t)
meaning that each element of KT (I) occurs as many times in KT (I) as it occurs in T . KT (I) is called the cover
of I with respect to T .
The cover is the multiset of transactions that cover the given item set. It is a tool for defining two of the
central notions of this topic: the absolute and the relative support.
..=
Definition 2.3 sT (I)
| KT (I) | is the absolute support
1
.
σT (I) .= n · | KT (I) | is the relative support of I with respect to T .

of

I

with

respect

to

T.

The support is the number or fraction of transactions in the transaction database that cover an item set. It
is also called the absolute or relative frequency.
Definition 2.4 Given
the size of the transaction base n ∈ N
an item base B = {i1 , . . . , im }
a transaction database T = {t1 , . . . , tn }
and the minimum support of either smin ∈ {0, . . . , n} ⊂ N
or σmin ∈ [0, 1] ⊂ R
4 A multiset (also called a bag) M is an unordered collection of elements. It can contain the same elements multiple times. How
many times an element is included is given by the function multiplicityM : M → N.
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frequent item set mining is about finding the set of frequent item sets:
either FT (smin ) = {I ⊆ B | sT (I) ≥ smin }
or analogously ΦT (σmin ) = {I ⊆ B | σT (I) ≥ σmin }
There are algorithms which compute the set of frequent item sets efficiently. In the worst case, the time
complexity is exponential in the number of items. However, algorithms used in practice, like FP-Growth [9],
Eclat [29] and Apriori [2], prune the search space in a way that mining is not only feasible but also finishes
quickly with real world data. Except for some special cases, FP-Growth is the fastest algorithm in general [7].

3

Axiom Selection Algorithms

The basic idea of many selection methods is to find sentences that share a symbol with the already selected
sentences. Standing out, SInE concentrates on the characteristics of definitions: They describe more special
terms by using more general terms. It assumes that the more general terms occur more often in a theory.
An entirely different observation we made when manually solving mathematics-textbook exercises is that
sentences are probably relevant if they share many symbols with the conjecture or the already selected sentences.
This section covers axiom selection ideas based on this observation which are novel contributions of this work.
In the sequel, let symbols(ϕ) denote the set of non-logical symbols of a first-order sentence ϕ.
3.1

SInE

SInE operates heuristically on the syntax of first-order sentences and was first implemented in the Vampire
Prover. It was first developed in Hoder’s masters thesis ‘Automated Reasoning in Large Knowledge Bases’. It
entered the public as an implementation in Python with the Vampire V9 and E 0.999 as a back end at CASCJ45 [23]. Later, an implementation was included in both, the Vampire Prover and the E Theorem Prover. A
detailed description of the algorithm can be found in [10]. This section only reiterates the original work while
being formulated slightly differently since the definitions are also needed for the axiom selection methods with
frequent item set mining.
Definition 3.1 Let k ∈ N, s be a symbol, ϕ, ψ be sentences. Furthermore, let ψ be the conjecture. Let
trigger ⊆ Sym × Sen be an arbitrary relation.
1. s is 0-step triggered iff s ∈ symbols(ψ).
2. ϕ is k + 1-step triggered iff s is k-step triggered and trigger(s, ϕ).
3. s is k-step triggered iff there is a k-step triggered ϕ and s ∈ symbols(ϕ).
This recursive definition can be illustrated as follows:
ψ

3

s0

trigger

ϕ1

3

s1

trigger

ϕ2

3

...

We now define a trigger relation as needed for Def. 3.1.
Definition 3.2 The commonness of a symbol s, denoted by occ(s), is the number of axioms which contain s.
Note that (quantified) variables are not treated as symbols.
Definition 3.3 Let s be a symbol, ϕ be an axiom, 1 ≤ t ∈ R the tolerance parameter, 1 ≤ g ∈ N the generality
threshold parameter. Let furthermore slcs ∈ symbols(ϕ) with for all s ∈ symbols(ϕ) : occ(slcs ) ≤ occ(s) be the
least common symbol of ϕ. The trigger relation of SInE is defined as: trigger(s, ϕ) iff s ∈ symbols(ϕ) and (either
occ(s) ≤ g or occ(s) ≤ t · occ(slcs )).
This means that either a sentence is triggered because it contains very uncommon symbols (due to the
generality threshold; occ(s) ≤ g) or it is triggered by its least common symbol (or as close to it as the tolerance
allows; occ(s) ≤ t · occ(slcs )).
SInE then selects all axioms that are at most d-step triggered given a d ∈ N∪{∞} as the depth limit parameter.
5 The used SInE version and more information about it is available at http://www.cs.man.ac.uk/ hoderk/sine/. Last checked:
~
13 June 2016.
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3.2

Simple Axiom Selection using Frequent Item Set Mining

Finding sentences that share many symbols with the conjecture is similar to finding frequent item sets: Frequent
item set mining answers the question which items occur often in combination.
Definition 3.4 Let smin ∈ N and σmin ∈ [0, 1] ⊆ R be a minimum absolute respectively relative support. Let
T = (A, C) be a theory consisting of a set of axioms A and a set of conjectures C. Let the multiset
T = {symbols(ϕ) | ϕ ∈ A ∪ C}
be a transaction database and let the set
[

B=

symbols(ϕ)

ϕ∈A∪C

be the item set for frequent item set mining. Then, the frequent symbol sets are the elements of
either FT (smin ) = {I ⊆ B | sT (I) ≥ smin }
or equivalently ΦT (σmin ) = {I ⊆ B | σT (I) ≥ σmin }
Frequent symbol set mining helps finding the symbols that occur together in a sentence and that occur in the
conjecture or the already selected sentences as well. One can then select the sentences that have all the symbols
of the frequent symbol sets. This would, however, ignore the short sentences which have less symbols than the
absolute minimum support. To consider them as well, one can select all the short sentences that share a symbol
with the already selected sentences.
Definition 3.5 Let F be a set of frequent symbol sets for the corresponding theory (A, C) with a defined minimum
support. Let s be a symbol and ϕ ∈ A be an axiom while ψ ∈ C is the conjecture. Let 2 ≤ n ∈ N be a minimal
symbol set size, t ∈ N be a short axiom tolerance, d ∈ N ∪ {∞} be a depth limit.
1. ϕ is 0-step selected iff | symbols(ϕ) | < n + t.
2. s is 0-step selected iff s ∈ symbols(ψ).
3. S ∈ F is selection-enabled iff n ≤ | S |.
4. ϕ is k + 1-step selected iff
there is some S ∈ F with: S is selection-enabled and S ⊆ symbols(ϕ) and s ∈ S for a k-step selected symbol
s.
5. s is k-step selected iff ϕ is k-step selected and s ∈ symbols(ϕ), for k ≥ 1.
Then, the union of j-step selected axioms for all j ≤ d form the final axiom selection.
This definition describes a simple axiom selection idea that was implemented in Ontohub in this work. The
recursive definition can be illustrated as follows:
F

ψ

3.3

3

s0 ∈ S0 ⊆ symbols(ϕ1 )

∈

∈

F
3

s1 ∈ S1 ⊆ symbols(ϕ2 )

3

...

SInE with Frequent Symbol Set Mining

Another idea to circumvent the problem of short sentences is to combine frequent item set mining with SInE.
The k-step-trigger relation from Def. 3.1 is modified. Apart from this definition, the SInE algorithm is used as
is.
Definition 3.6 Let k ∈ N, s, s0 be symbols, ϕ, ψ be sentences. Furthermore, let ψ be the conjecture,
trigger ⊆ Sym × Sen be a relation and F be the set of frequent symbol sets for the corresponding theory with
a defined minimum support. Let 1 ≤ σ ∈ R be a tolerance value.
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1. s is 0-step triggered iff s ∈ symbols(ψ).
2. s is k-step-trigger-enabled iff there is an S ∈ F : {sk , s} ⊆ S
with sk being k-step triggered
and for all s0 ∈ S : occ(s0 ) · σ ≥ occ(smcs )
where smcs ∈ S is the most common symbol of S.
3. ϕ is k + 1-step triggered iff s is k-step-trigger-enabled and trigger(s, ϕ).
4. s is k-step triggered iff ϕ is k-step triggered and s ∈ symbols(ϕ).
This recursive definition can be illustrated as follows (note that the condition involving smcs is not illustrated):
F

∈

∈

F
ψ

3

s00 ∈ S0 3 s0

trigger

ϕ1

3

s01 ∈ S1 3 s1

trigger

ϕ2

3

...

This definition says that not the symbols that occur in a triggered sentence are allowed to trigger further
axioms. Instead, those symbols are allowed that occur in a frequent symbol set in combination with a symbol
from a triggered sentence. Additionally, only the most common symbols (with a tolerance) of such a frequent
symbol set may trigger an axiom. Specifying a high tolerance value σ allows any symbol from such a set to
trigger. The evaluation of SInE showed that there were still many axioms selected and the idea was to reduce
the selection even further.

4

Implementation

The described axiom selection methods were implemented in Ontohub which is based on the web framework
Ruby on Rails. One of Ontohub’s basic features is the analysis of logical theories which recognises sentences and
symbols inside the sentences. These are stored in a relational database and queried when an axiom selection
heuristic is invoked.
In our implementation, association objects are stored in the database such that SInE’s commonness values
and the frequent symbol sets don’t need to be re-computed. Furthermore, the minimal tolerance parameter of
SInE for each axiom/symbol combination for the symbol to trigger the axiom is saved. This way, the axiom
selection of consecutive proof attempts with different parametrisations of our selection methods or for different
conjectures in the same logical theory is very efficient.
The axiom selections that are using frequent symbol set mining are based on the mining algorithm FP-Growth.
The FP-Growth application itself is implemented in C by Borgelt6 [7] and invoked from Ontohub’s Ruby code.

5

Evaluation

5.1

Setup

The axiom selection was evaluated on first-order logic with the MPTP20787 [3] benchmark which is used in the
TPTP format and is based on the Mizar Mathematical Library (MML) [20].
Each problem of the MPTP2078 benchmark comes in a ‘bushy’ and a ‘chainy’ version. The ‘bushy’ version
contains only the axioms that are used in a human-made proof while the ‘chainy’ version contains all axioms
that were introduced in the MML before the conjecture. Proof attempts were started for each problem in both
versions without any axiom selection. Their results are used as a baseline: The problems that could not be solved
in the bushy category are considered too hard for the used ATP with the given resources because the bushy
ones only contain axioms which contribute to a known human-made proof. The other ones are the ones whose
corresponding chainy version might be solved with an appropriate axiom selection. For evaluating the axiom
selection methods, only the chainy versions were used. The problems that could be solved in the chainy category
without an axiom selection are supposed to be also provable with an axiom selection. An axiom selection is
6 The

FP-Growth implementations sources or binaries for various systems can be downloaded from http://borgelt.net/fpgrowth.
html (last checked: 13 June 2016).
7 Information about the MPTP2078 benchmark is available on http://wiki.mizar.org/twiki/bin/view/Mizar/MpTP2078 (last
checked: 13 June 2016).
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parameter
generality threshold g
depth limit d
tolerance value t
symbol set tolerance σ
min. absolute support smin
short axiom tolerance t
minimal symbol set size n

SInE

SInE with
Frequent Symbol
Set Mining

Simple Axiom Selection
using Frequent Item Set
Mining

0
5, ∞
1.0, 1.2, 1.5, 2.0
-

0
∞
1.0, 2.0
1.0, 2.0
1, 2
-

∞
1, 2
0, 2
2

Table 1: Parameters used in the evaluation for each axiom selection method
considered not effective if fewer conjectures can be proven using it than without using it in the chainy category.
It is possible that a selection hides axioms that are relevant for a proof and, hence, leads to no conclusion.
However, a well performing selection should enable proving more conjectures by selecting all the relevant axioms
and hiding only irrelevant ones.
The experiments were conducted on an instance of Ontohub specifically set up for this work. This instance
runs on a machine with two Intel R Xeon R E5-2667 v2 processors with HyperThreading (resulting in 32 logical
processor cores) typically clocked at 3.3 GHz along with 256 GB of RAM.
For analysis and proving, 30 Hets instances were used in parallel. This puts heavy load on 30 of the cores.
The asynchronous (to the web interface) processing of Hets responses is done by another 30 Ruby processes.
Their workload alternates with that of the Hets processes, such that no additional cores are used extensively at
the same time. The web user interface’s workload is very low. During the evaluation, it is only called by Hets
to fetch the theory files and it does not put heavy use to another core. In total 30 cores were used completely
and one additional core was used with little load. This leaves one spare processor core for other tasks. During
the experiments, processor utilisation of around 70% was observed.
For the benchmark, SPASS v3.7 and the E Theorem Prover 1.8 were used. These are among the best-rated
first-order provers. Since E features an own implementation of SInE, this was not activated by only using the
parameters -xAuto -tAuto among (soft) CPU time and memory limiting as well as input and output parameters.
The parameters for the axiom selections are shown in Table 1. Proof attempts were made with each combination of these parameters. Each of the provers was given a timeout of 10 seconds.
During the run with the first SInE with Frequent Symbol Set Mining configuration, a very slow runtime
behaviour was observed for some examples. The selection for these examples was cancelled after about eight
hours of selection runtime. As a consequence, a timeout for the axiom selection was implemented: If the axiom
selection itself took longer than two minutes, the proof attempt was cancelled. The choice of two minutes
is arbitrary. The selection timeout must be chosen considerably large to make sure that much CPU time is
consumed because it was measured using wall clock time. The controlled environment ensured that no other
CPU-hungry processes were running other than the axiom selection and proving (which are limited to less than
one process per core). Hence, it is unlikely that other processes used much CPU time that should have been
given to the selection for a perfect timing evaluation (as it would have happened by measuring CPU time instead
of wall clock time). The selection timeout has to be much longer than the chosen proving timeout, though,
because we want to analyse the selection run time as well. An axiom selection that consequently takes this much
longer than proving a conjecture is not an acceptable method because the goal is not only to enable proofs but
also shorten the overall proving time which includes the axiom selection.
5.2

Results

In the MPTP2078 benchmark, only 2044 problems are non-trivial. The other 34 conjectures are equal to an
axiom and could be proved by Hets during static analysis using reflexivity of an entailment relation without
invoking an external prover. Only the 2044 non-trivial problems were used for the axiom selection method
evaluation.
The first figures in this section show stacked column charts of the performance: Figure 1 shows how many
problems could be solved using SInE. The same goes for Figure 2 using SInE with Frequent Symbol Set Mining.
Finally, Figure 3 shows the performance of the Simple Axiom Selection using Frequent Item Set Mining.
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Top-rated first-order provers return a status of the proof attempt telling the result in a single word. These
statuses are defined in the SZS ontology [22]. The most common statuses used by provers are
(i) THM (Theorem): All models of the axioms are models of the conjecture.
(ii) CSA (CounterSatisfiable): Some models of the axioms are models of the conjecture’s negation.
(iii) TMO (Timeout): The prover exceeded the time limit.
Of these statuses, ‘THM’ and ‘CSA’ indicate a successful prover run, while ‘TMO’ shows that the prover did not
finish successfully. There are more such values indicating failures which are actually used by software, but ATP
only use the two values ‘THM’ and ‘CSA’ in case of success. We extended this ontology8 by a status specifically
for proving with reduced axiom sets:
(iv) CSAS (CounterSatisfiableWithSubset): Some models of the selected axioms are models of the conjecture’s
negation.
If a refutation of the conjecture is found using a strict subset of the axioms (which means that the prover returns
with ‘CSA’), we do not know whether the conjecture is really false or we have excluded an axiom that is crucial to
a potentially existing proof. If the prover returns with ‘THM’, we know by monotonicity of entailment relations
that the found proof is also a proof with the full axiom set.
When a prover returns with a proof (marked in the diagrams as ‘THM’) or a refutation (marked as ‘CSA’), a
problem is considered solved. When it returns with a refutation while only a true subset of the axioms was used
(marked as ‘CSAS’), or with a proving timeout (marked as ‘TMO (Prover)’) or when the axiom selection takes
more than two minutes (marked as ‘TMO (Selection)’), the problem is considered still unsolved.
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Figure 1: Performance of the provers in MPTP2078 using SInE
Figure 4 shows the average runtime in milliseconds of each axiom selection method over all parametrisations.
It contains two values for each method. The first one is the average over all selections that did not reach the
two-minute timeout. The second one is the average runtime of the selection, regardless whether or not the
timeout was reached. This, of course, counts every selection that was cancelled as two minutes.
Figure 5 shows how many axioms were selected on average using SInE. Both versions of the MPTP2078 without
a selection are displayed for reference. Due to a high amount of timeouts in the other two selection methods,
they are not included in these statistics. The distortion caused by leaving out selections that encountered a
timeout would be too high.
8 Our

modified SZS ontology can be found on http://ontohub.org/meta/proof_statuses.
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Figure 2: Performance of the provers in MPTP2078 using SInE with Frequent Symbol Set Mining
Benchmark Size.
To interpret the results properly, we need to know the size of the benchmarks. For implementation reasons,
there is no very easy way to count the symbols including duplicates. So, only the distinct symbols are taken into
account. This is regarded as a sufficient approximation for interpreting the results.
The MPTP2078 benchmark in the bushy version has between 2 and 232 axioms per problem. Its average is
31.5 axioms with a standard deviation of 23.4. It has between 2 and 93 distinct symbols per problem with an
average of 18.8 and a standard deviation of 12.1. Counting the distinct symbols per axiom, there are between 0
and 26 symbols, 2.9 on average with a standard deviation of 2.7.
The chainy version of the MPTP2078 has between 10 and 4563 axioms per problem. The average axiom count
is 1876.4 with a standard deviation of 1288.6. The number of distinct symbols per problem ranges from 5 to 784
with an average of 266.7 and a standard deviation of 229.2. In the axioms, there are between 0 and 26 distinct
symbols, 4.9 on average with a standard deviation of 3.1.
5.3

Discussion

SInE.
Inspecting Figure 1, one can see that the E Theorem Prover improves by about 50% for most of the parametrisations of SInE (45% on average) compared to the chainy versions without any selection. SPASS also performs
much better with a selection than without one: Its manages to solve 64% more problems on average across the
SInE parametrisations. As a side note, the E Theorem Prover performs better than SPASS, even when comparing the E Theorem Prover without preselecting axioms against the best result with the selection for SPASS.
Considering all SInE parametrisations, 769 problems could be solved, 330 of them could not be solved without
an axiom selection. Without axiom selection, 444 problems could be solved.
For both provers, the number of ‘CSA’ and ‘CSAS’ results is negligible. For the largest tolerance value without
a depth limit, meaning (t, d) = (2.0, ∞), the axiom selection takes more than two minutes for 294 examples.
These examples have 2165.5 axioms on average with a standard deviation of 1680.1, ranging from 51 to 4563 and
332.5 distinct symbols on average with a standard deviation of 298.7, ranging from 12 to 784. This means that
not only the largest problems take long during axiom selection but also some of the small problems. Having a
timeout on some of the small problems may be a result of a high CPU load caused by other tasks performed on
the hardware. It is imaginable that the timeout at the larger problems is due to the problem size, though.
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Figure 3: Performance of the provers in MPTP2078 with the Simple Axiom Selection using Frequent Item Set
Mining
SInE with Frequent Symbol Set Mining.
Figure 2 clearly shows that there is no proving performance gain by SInE with Frequent Symbol Set Mining.
Not only do both provers perform maximally as well as without the axiom selection but also the selection itself
is cancelled frequently due to timeouts. The number of ‘CSAS’ results increases for some parametrisations,
but regarding there is such a high amount of selection timeouts, this can be ignored. In total, 475 MPTP2078
problems could be solved using SInE with Frequent Symbol Set Mining, only 35 of which were not solved without
an axiom selection.
Simple Axiom Selection using Frequent Item Set Mining.
Figure 3 shows that the timeout of the axiom selection is dominating the results. This means that for most of
the problems, two minutes of selection time are not enough. Only 239 MPTP2078 problems could be solved in
total with this method, 9 of which could not be solved without a preselection in the chainy versions.
Selection Runtime.
Figure 4 shows the average runtime over all parametrisations of the presented selection methods. When only
considering the problems that did not reach a timeout (red/left columns), SInE is the slowest method with an
average runtime of 18.6 seconds per problem. This is not a fair comparison though, because the other two methods
often reached the two-minute timeout while SInE did not. When counting two minutes for every timeout-reached
selection (which actually passed during the selection), SInE achieves the best result (yellow/right columns). Two
minutes are the smallest value that can be used without distorting the data too much. The distortion caused by
counting two minutes is in favour of the axiom selection methods using frequent item set mining which are slower
nevertheless. A runtime of several hours for a single problem was observed with SInE with Frequent Symbol Set
Mining, before a timeout was implemented. This time was mainly consumed by the external frequent item set
mining process. The same behaviour is suspected for the Simple Axiom Selection using Frequent Item Set Mining.
Since the MPTP2078 comprises large theories, these two slower methods are again considered unsuitable.
Number of Selected Axioms.
Figure 5 shows the average number of selected axioms using SInE. When the depth limit is set to 5, considerably
less axioms get selected than without a limitation in MPTP2078. Also, the difference between infinite depth
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limit and a limit of 5 increases with a growing tolerance value. As expected, the number of selected axioms
highly increases with a growing tolerance value.
Conclusion.
Considering the evaluation results, of the three selection methods, SInE clearly is the only usable method for
large theories. The methods based on frequent symbol set mining take too much time for large problems and
sometimes even for small problems. Even if the selection itself finishes quickly, the selected axioms do not enable
proving considerably more conjectures. SInE on the other hand, allows to prove significantly more conjectures.
For this reason, only SInE will be kept in Ontohub.

6

Related Work

Axiom selection was actively researched in the recent years. A simple algorithm called RedAx [24] was developed to provide evidence for the effectiveness of preselected axioms when proving. SRASS [25] is a more
sophisticated semantically operating algorithm to find the right axioms for a proof. MePo [13] as part of Isabelle/Sledgehammer [16, 18] which is adding axioms that share a feature with the conjecture or already added
axioms in several iterations. In each iteration, a pass mark is increased which makes it harder for axioms to
be added to the selection. This method was followed by MaSh [11] to improve Isabelle/Sledgehammer’s axiom
selection with machine learning methods that rank axioms by the amount and kind of features they share with
the conjecture and takes into account previous proofs in the same theory. Alama et al. [3] use learning in MOR,
in particular kernel methods, to determine how similar sentences are to each other and uses these similarity
values to find feature weights and to eventually rank the available axioms. SInE [10] is a heuristic that, similarly
to MePo, iteratively adds axioms to the selection that share symbols with the conjecture or already selected
axioms. Instead of increasing a pass mark, it only selects axioms that contain symbols whose number of occurrences in the overall theory meets certain requirements. This method proved very successful by executing fast
and enabling about as many proofs as some learning methods.
Because of saving intermediate information in a database, our implementation of SInE is very efficient for
consecutive runs, although because of the implementation in Ruby and because of being bound to a relational
database the first run performs slower than an implementation with native/compiled code such as it exists
directly in Vampire or E. One notable feature is the prover-independent operability of the axiom selection. This
implementation is usable with any prover that interfaces with Hets.

7

Conclusions and Future Work

An implementation of axiom selection heuristics was presented: the already existing SInE and two methods
based on frequent item set mining. These are implemented in the combination of the web application Ontohub
and Hets and run independently of the selected prover, which is a first step towards an implementation of logicindependent axiom selections in Ontohub. Currently, this implementation is compatible to every Hets-interfaced
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first-order prover. The evaluation of the selection methods showed once again the effectiveness of the SInE
algorithm but also revealed that frequent item set mining is not an appropriate tool for selecting axioms because
of the slow computation of frequent item sets.
Future work in this field should extend the feature of independence such that the axiom selections operate
independently of the logic as well. A new evaluation could feature a comparison between SInE as it is implemented
in provers to the SInE implementation of Ontohub, measuring the performance of consecutive axiom selections
that are applied to the same theory (with different conjectures) such that the commonness values can be read from
the database. Also learning methods could be incorporated into the selection, e.g. learning the best parameters
for SInE or entirely learning-based methods similar to MaSh or MOR could be incorporated. This is very
promising in the context of Ontohub because of its repository structure which stores information on every logical
theory including proof attempts – both successful and failed.
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Abstract
This article presents our work toward a rigorous experimental comparison of state-of-the-art solvers for the resolution of the satisfiability
of formulae in modal logic K. Our aim is to provide a pragmatic way
to verify the answers provided by those solvers. For this purpose, we
propose a certificate format and a checker to validate Kripke models
for modal logic K. We present some experimental results using efficient
solvers modified to incorporate this verification step. We have been
able to validate at least one certificate for 67 percent of the satisfiable problems, which provides a set of benchmark with independently
checked solution which can be used to validate new solvers. We discuss
the limits of our approach in the last part of this article.

1

Introduction

The practical evaluation of running systems played a key role in the success of SAT solvers for classical propositional logic [2, 18, 30]. When the latter became efficient enough to solve “real problems”, even more improvements
were observed, thanks to the huge interest on that new technology. We believe that such success can be repeated
for many other systems. In this paper, we are interested in making it happen for satisfiability in modal logic K.
There are however a few conditions for that. First, there is a need for a common input format. For SAT, such
format was provided thanks to the Second Dimacs Challenge [5]. While both a CNF and a generic format were
proposed in 1993, only the CNF format is currently supported by SAT solvers. Second, it is important to check
the answers produced by a solver. There are several reasons why a solver could return an incorrect answer. It
may contain bugs on corner cases such as trivial answers, very large files, very deep formulae, etc. It might also
be the case that the solver does not read properly the input.
In the early days of the development of SAT solvers, the only kind of answer that could be checked was SAT:
a model was given to a third party tool which could independently check that the formula was indeed satisfied
by that model [30]. More recently [16], checking UNSAT answers became also possible in practice for many
solvers: during its computation, the system writes in a log file some basic steps of the solver. This log file is then
analysed and the answer can be verified.
For more complex logics, it is not always possible to check the answers produced by the solvers: take QBF
for instance, i.e. propositional logic plus quantifiers on variables. QBF solvers answers can hardly be verified.
One would need to gather policies instead of a single model. While much effort has been devoted to produce
certificates for QBF, it is still an open challenge [24]. Our work is in line with the one being done for QBF. We
aim at verifying, when possible, the answers provided by solvers for the satisfiability of modal logic K formulae,
and building a library of benchmarks with verified answers to foster the development of new solvers. Therefore,
we are faced with two problems: producing a certificate on the solver side and checking it using an independent
tool. In this paper, we address both problems and present some experimental results with verified answers.
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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Figure 1: A Kripke Model.
The remainder of the paper is organised as follows. Section 2 presents the basic modal logic K, its syntax and
semantics. Section 3 presents the algorithm used for the verification of the certificates. Section 4 presents the
I/O formats we propose for the certificates. In Section 5 we present the settings of our experimental evaluation
whose results are presented and discussed in the subsequent section. The final section draws some conclusions
and provides some followup research directions.

2

Preliminaries: Modal Logic K

Definition 2.1. The language of Modal Logic K (or simply K) is the language of classical propositional logic
extended with 2 unary operators:  and ♦.
A formula of the form ϕ (box phi) means ϕ is necessarily true. A formula of the form ♦ϕ (diamond phi)
means ϕ is possibly true.
Definition 2.2 (Modal Depth). The modal depth of a formula ϕ in the language K, noted md(ϕ), is defined by
(where ⊕ ∈ {∧, ∨, →, ↔}):
md(p) = md(>) = md(⊥) = 0
md(¬ϕ) = md(ϕ)
md(ϕ ⊕ ψ) = max(md(ϕ), md(ψ))
md(ϕ) = md(♦ϕ) = 1 + md(ϕ)
For example, md((p1 ∨ ♦p2 ∨ ♦p3 )) = 2. The language K is interpreted using Kripke semantics [20], which
uses Kripke models.
Definition 2.3 (Kripke Model). Let a non-empty countable set of propositional variables P be given. A Kripke
model is a triplet M = hW, R, Ii, where: W is a non-empty set of possible worlds; R is a binary relation on W
(called accessibility relation); and I is a function which associates, to each p ∈ P , the set of possible worlds from
W where p is true.
Example 2.1. Let M = hW, R, Ii, where: W = {ω0 , ω1 , ω2 }, R = {(ω0 , ω1 ), (ω1 , ω2 )}, I
{(p1 , {ω1 , ω2 }), (p2 , {ω0 , ω1 })}. A graphical representation of M is given in Figure 1.

=

Definition 2.4 (Pointed Kripke Model). A pointed Kripke model is a pair hM, ω0 i, where M is a Kripke model
and ω0 is a possible world in W .
In the rest of the paper, we will simply use “model” to denote a “pointed Kripke model”.
Definition 2.5 (Satisfaction Relation). The satisfaction relation  between formulae and models is recursively
defined as follows (the semantics of the operators >, ⊥, ∨ , → and ↔ is defined as usual):
M, ω  p iff ω ∈ I(p)
M, ω  ¬ϕ iff M, ω 2 ϕ
M, ω  ϕ ∧ ψ iff M, ω  ϕ and M, ω  ψ
M, ω  ϕ iff for all v if (ω, v) ∈ R then M, v  ϕ
M, ω  ♦ϕ iff there exists v such that (ω, v) ∈ R and M, v  ϕ
Definition 2.6 (Satisfiability). A formula ϕ is satisfiable in K if and only if there exists a model hM, ω0 i that
satisfies ϕ.
Definition 2.7 (Validity). A formula ϕ is valid in K if and only if every model hM, ω0 i satisfies ϕ.
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Definition 2.8 (K-Satisfiability Problem). Let ϕ be a formula in the language K. The K-satisfiability problem
(K-SAT) is the problem of answering YES or NO to the question “Is ϕ satisfiable?”.
As one might expect, software trying to solve this problem may try to find a model that satisfies the formula
given as input. If such model is found, the software can answer YES (or SAT) and provides the model to justify
its answer. However, the size of the model may be exponential in the size of the input. Indeed, K-SAT is
PSPACE-complete [14, 21]. In this paper, we are interested in the practical aspects of model verification i.e., to
know in practice how big are such models, and how many of them could be checked.

3

Checking satisfiable answers

As mentioned in the introduction, it is important to be able to verify the answers given by the K-SAT solvers
being evaluated. Ideally, when a K-SAT solver answers SAT, it should also provide a certificate, a model. Such
an answer could thus be independently verified to check that it satisfies the input formula.
The method used to verify certificates amounts to what is commonly called Model Checking [6]. Several
approaches to modal logic model checking can be found in the literature [7, 10, 27]. However, to the best of our
knowledge, those existing checkers are designed for logics that are different from K (often Temporal Logic) and
therefore are not easily adaptable to the task of checking a modal logic K model.
The algorithm we use is based on Algorithm 1, with a reasonable effort in the implementation to make it
efficient enough to check the certificates produced in our experimental evaluation in reasonable time (less than
300s). The code is written in C++ and accessible online1 .
Algorithm 1: check(ϕ,M ,ωi )
Data: ϕ: a formula, M : a model, ωi : a world
Result: true if M, ωi  ϕ, f alse otherwise
1 begin
2
if (ϕ = ψ) then
3
for each ωj successor of ωi do
4
if (not check(ψ, M, ωj )) then
5
return f alse
6
7
8
9
10
11
12
13
14
15
16
17

return true
if (ϕ = ♦ψ) then
for each ωj successor of ωi do
if (check(ψ, M, ωj )) then
return true
return f alse
if (ϕ = (ψ ∧ φ)) then
return (check(ψ, M, ωi ) ∧ check(φ, M, ωi ))
if (ϕ = (ψ ∨ φ)) then
return (check(ψ, M, ωi ) ∨ check(φ, M, ωi ))
if (ϕ = ¬ψ) then return (not check(ψ, M, ωi ))
if (ϕ = pj ) then return (M [ωi ] contains pj )

The recursive function check() is called with the model provided by the K-SAT solver. Its correctness is easily
verified, as it implements each clause of Definition 2.5. Nonetheless, we still had to optimise the procedure. To
see why, assume the following input formula ϕ = ♦p1 ∧ ♦p2 ∧ · · · ∧ ♦pn . An efficient way to generate a model for
this formula is to start with a possible world ω0 and create a new accessible world ωi for each sub-formula ♦pi
of ϕ. This is indeed what some of the solvers we tested do.
Unfortunately, the procedure in Algorithm 1 is very inefficient to check that a model generated in this way
indeed satisfies ϕ. This is because, for each conjunct ♦pi of ϕ, the procedure will check if each possible world
ωi satisfies pi : first, it takes the first conjunct ♦p1 and successfully checks p1 against ω1 ; then, it takes ♦p2 and
1 http://www.cril.univ-artois.fr/

˜montmirail/mdk-verifier
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checks p2 against ω1 , and fails; it checks p2 against ω2 and succeed; and so on. In the i-th iteration, it checks pi
against i possible worlds before succeeding. It is clear that the model checking procedure takes much more time
to finish than the satisfiability procedure itself. Indeed, the naive algorithm could not verify (in a reasonable
time) the majority of the models proposed as solution.
To minimise this problem, we used a kind of caching. On the i-th iteration, the procedure does not check only
pi against ωi , but also all sub-formulae of ϕ, and then stores the results on ωi . When it comes back to ω0 , it
does not need to explore ωi again. On the iteration i + 1, if necessary, it goes directly to the unexplored worlds,
thus starting from ωi+1 .
The second optimisation deals with formulae of the form ♦♦ . . . ♦p1 . Here, the satisfiability method will create
a long chain of possible worlds. Instead of exploring them one by one, the optimised algorithm stores the length
of those chains of “empty possible worlds”, and jumps directly to the last possible world when necessary.

4

Input and Output Formats

There exists several different input formats for modal logic. Among them, we can cite ALC, used by *SAT [11].
For example, the formula ((p → ♦q) ∧ q) is written in ALC as (AND (IMP C0 (SOME R0 C1)) (ALL R0 C1)).
This format is purely textual, functional, but uses quantifiers (SOME, ALL) to express modal operators, which
can be confusing. Another (very similar) example is KRSS [25]. The same formula can be written in KRSS as
(((not C0) or (some R0 C1)) and (all R0 C1))). This format, in addition, lacks symbols for implication
and equivalence. As a third example, we can cite LWB [17]. The same formula is written in LWB as begin (p1
=> dia(p2)) & box(p2) end. Unfortunately, this format does not allow for the most natural future extension
of our approach, namely, the representation of multiple modalities (multiple agents).
4.1

The Input format InToHyLo

We decided to use InToHyLo as input format. It is used, for example, by the solvers InKreSAT [19] and Spartacus
[13]. The formula ((p → ♦q) ∧ q) is written in InToHyLo as ((p1 -> <r1>p2) & [r1]p2 ). We believe that
this format is easy to read and it is also easily adaptable for multiple modalities.
Definition 4.1 (InToHyLo Language). The InToHyLo Language is defined by the following Backus-Naur Form
grammar, where identifiers (id) are numerical sequences.
hfilei ::= ‘begin’ hfmli ‘end’
hfmli ::= ‘(’ hfmli ‘)’
| ‘true’ | ‘false’ | ‘p’hidi | ‘˜’ hfmli
| ‘<r’ hidi ‘>’ hfmli | ‘[r’ hidi ‘]’ hfmli
| hfmli ‘&’ hfmli | hfmli ‘|’ hfmli
| hfmli ‘->’ hfmli | hfmli ‘<->’ hfmli
Unary operators have the highest precedence in InToHyLo. The precedence of the binary operators is the
following: &, |, ->, <->.
4.2

The Output Format Flat Kripke Model

In order to be able to check answers produced by the solvers, we also propose an output format to represent
Kripke models. This should be seen as an exchange format between softwares, and not something written directly
by a human, in the spirit of the DIMACS CNF format [5].
Below, we have a representation of the model in Figure 1 in the proposed format.
The first line contains exactly four integers separated by spaces. They provide respectively
the
number of propositional variables, the number of possible worlds, the number of relations
2 3 1 2
(which
will be useful in the future for multi-modal problems), and finally the number of edges
-1 2 0
in
the
model.
In the subsequent lines, each propositional variable is represented by a positive
1 2 0
integer.
For
example,
if there exists 3 propositional variables in the model, then they are named
1 -2 0
1,
2
and
3.
The
second
line corresponds to the valuation of the first possible world (i.e., ω0 ).
r1 w0 w1
The
third
line
corresponds
to the valuation of the second possible world (ω1 ), and so on. Each of
r1 w1 w2
these lines follows the DIMACS format [5]: the integer i means that the propositional variable
i is assigned to true in that world and −i means that the propositional variable i is assigned to
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false in that world. There must be exactly one valuation line for each possible world in the model. Each of these
lines must end with a 0. After that, the connections between worlds are provided. Each line has the format: rI
wJ wK, where I, J and K are integers. The first one represents the I-th relation of the model, the second one is
the J-th world and the third one is the K-th world. Each one of these lines means that ωK is reachable from ωJ
in the accessibility relation number I. There must be exactly one such line for each edge of the model.

5

Evaluation settings

5.1

Solvers

There are numerous solvers for modal logic K, developed in the last two decade. Some of the earlier solvers
have the ability to output a model: SPASS [33] provides the branches open in every world or LWB [15] which
provide an image representing a Kripke model. However, those solvers are no longer “state-of-the-art” in terms
of runtime (see e.g. [29, 1] for a comparison with more recent solvers considered here). We decided to consider
all but one of the solvers used in [19], which is, to the best of our knowledge, the most recent paper comparing
modal logic K solvers. FaCT++ [32] (v1.6.1), an established reasoner for the web ontology language OWL 2 DL,
is missing in our experiments because it is a Tableau solver like Spartacus generally outperformed by Spartacus
according to [13].
Note that our goal in this work was not to perform a comparison of all existing solvers because we needed to
modify those solvers ourselves, but to show that it is possible to check the answers of different solvers using an
independent tool. We hope it will encourage other authors to allow their solvers to be able to output the model
in our Flat Kripke Model format.
5.1.1

Km2SAT

Km2SAT [29] translates modal logic formulae into an equisatisfiable CNF formula which can be solved by any
SAT solver. We used Minisat 2.2.0 [8] in our experiments. If the formula is unsatisfiable, then the original
formula is unsatisfiable. If the formula is satisfiable, the satisfying assignment found can be transformed into
a model. In such case, we only need to interpret the assignment and output it using our proposed format.
Unfortunately, Km2SAT, by default, may modify the input formula before applying the translation into CNF.
Such optimisation preserves the satisfiability of the formula, but prevents us, in some cases, to retrieve a model
for the original input.
Km2SAT reads formulae in the LWB format. Thus, we had to modify the original solver to allow it to read
formulae in InToHyLo format. Such modification is obviously a threat to its correctness. We did our best to
make sure that the modifications on the input format did not impact the solver itself. To that end, we ran the
solver on examples using the LWB format supported by Km2SAT. Then, we used the Fast Transformation Tool
(ftt) embedded with the software Spartacus [13] to transform those LWB problems into InToHyLo problems and
we checked if the modified version of Km2SAT returned the exact same models. This was performed on the 240
instances of TANCS-2000-modKSSS, on the 80 instances of TANCS-2000-modkLadn, and on the 259 instances
of LWB solved by the modified Km2SAT. In all cases we obtained the same result.
5.1.2

*SAT

*SAT [11] (v1.3) is a reasoner for the description logic ALC. *SAT implements a modal extension of the DavisPutnam procedure. But, because *SAT features several decision procedures of classical modal logics, it can
perfectly be used as a K modal logic solver.
First of all, *SAT reads the ALC format. So, we had to modify the input parser in order to make this
solver read InToHyLo files. Because this threatens its correctness, we used the Fast Transformation Tool to
translate InToHyLo formatted benchmarks into ALC and then ran the original version of *SAT on the translated
benchmarks. In all cases we obtained the same result.
Second, the interpretation of the result of *SAT is more challenging than for Km2SAT. Indeed, *SAT uses
the SAT solver in an interleaved and incremental approach: the SAT solver is called many times, since it drives
the verification of the tableau rules. As such, analyzing a single SAT answer does not allow in general to retrieve
a complete model. For that reason, many of the SAT answers provided by *SAT could not be verified.
*SAT uses the SAT solver SATO [34] as backend. It was designed in the late nineties when only “small” CNF
where considered. The solver accepts by default CNF with up to 10K variables and no more than 256 literals per
clause. SATO may report unexpected results if those limits are enforced. We increased the variables boundary
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to 30K and added some code to abort the process if the generated CNF contains more than 30K variables or 256
literals in a clause.
5.1.3

InKreSAT

InKreSAT [19] is a prover for the modal logics K, T, K4, and S4. InKreSAT reduces a tableau based approach
for the modal satisfiability problem to a series of Boolean satisfiability problems. By proceeding incrementally,
it interleaves translation steps with calls to the SAT solver and uses the feedback provided by the SAT solver
to guide the translation. InKreSAT has very good results in term of speed when solving modal logic problems.
However, we could not output a model each time it answers SAT. The modifications needed to perform this
task require a deep knowledge of the solver and important changes that would make the modified solver quite
different from the original one. As such, we decided to simply identify the branches that are true in the implicit
tableau method. In some cases, that information is sufficient to extract a model. In other cases, InKreSAT sets
a non-atomic branch as true (eg.: ♦(p1 ∧ p2 ) ∨ p2 ). Unless a few more tableaux rules are performed, it is not
possible to generate a model with all the information. In the latter case, we choose to display the incomplete
model.
5.1.4

Spartacus

Spartacus [13] is a tableau prover for hybrid multimodal logic with global modalities and reflexive and transitive
relations. This solver has a module that displays what we first thought was a model. It is quite often a model,
but in some cases some parts of the model are “missing”. After some discussion with the authors of Spartacus,
we realised that, in fact, Spartacus produces a representation of an open saturated tableau, which indicates the
existence of a model but is not always a complete Kripke model. We output that open saturated tableau using
the flat Kripke model format. This explains why in some cases, the certificate provided by Spartacus cannot be
verified by our checker.
5.2

Experimental settings

The solvers ran on a cluster of identical computers with two processors Intel XEON E5-2643 - 4 cores - 3.3 GHz
running CentOS 6.0 x86 64 with 32 GB of memory. Each solver was given 4 cores for its execution, and a
timeout of 900s to solve each benchmark with a memory limit of 15500 MB using the tool runsolver [26]. The
results are given per family of benchmarks. For each family, we provide the number of benchmarks for which
the model provided by at least one solver could be independently checked in the Verified SAT column. We were
able to verify globally 36% of the whole problems, and 67% of the SAT answers. Any new solver which would
answer differently on such verified problems could be considered incorrect. We believe that this is important
information for anyone willing to develop a new modal logic K solver (or to evaluate an existing one). Note that
we did not find any discrepancy in the results: no solver answered UNSAT while another answered SAT. So, we
consider all the solvers here as correct, even if all answers cannot be verified.

6

Results

In the following tables, bold numbers denote the highest number of problems solved, numbers between parenthesis
denote the number of benchmarks for which the solver is the fastest, and numbers between square brackets
(when the sub-category is mixing SAT/UNSAT problems) denote the number of SAT answers, i.e. candidates
for verification.
6.1

3CNF K

The Randomly Generated 3CNF K formulae [12] have four parameters: the modal depth (d); the number of
clauses (m); the number of propositional variables (n); and the probability that a disjunction occurring at a
degree inferior to d is purely propositional (p).
For each depth d, the problems consists of 9 formulae with m = {30, 60, 90, 120, 150}, respectively. Parameter
n is always equals to 3 and p is always equals to 0.00%. See [12] for details.
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d
2
4
6
total

#
45
45
45
135

Km2SAT
45
9/MO
0/MO
54 (0)

*SAT
33
20
7
60 (2)

InKreSAT
45
12
8
65 (13)

Spartacus
42
45
45
132 (120)

Verified SAT
26 / 45 (57.78%)
45 / 45 (100.0%)
45 / 45 (100.0%)
116 / 135 (85.92%)

Table 1: 3CNF K Results (d = modal depth)
All the problems are satisfiable, and all of them have been solved by at least one solver. Unfortunately, since
we are not able to provide a certificate for all solvers, we were able to verify only the benchmarks for modal depth
greater than 2, which amounts to 85.92% of the problems. One may wonder why Spartacus solves problems when
the modal depth is increasing, but does not perform as well as InKreSAT and Km2SAT when the modal depth
is equal to 2. Basically, Spartacus did not manage to solve 3 instances with parameters m=150 and d=2. Those
problems with many clauses and a small modal depth are closer to a SAT problem than a modal-SAT problem
for which Spartacus is designed. This is also why InKreSAT and Km2SAT (which are SAT-based) performed so
well. On the smaller modal depth, only half of the answers are verified despite several solvers being able to decide
the satisfiability of the benchmarks. This is the consequence of Spartacus being the only provider of verified
answers on the whole set of benchmarks and that the saturated open tableau it generates is not a full Kripke
model on small modal depth. *SAT did not perform as good as the other SAT based systems mainly because
it calls more often its SAT solver. For instance, for the problem “c090v03p00d02s02”, *SAT called 30,179,676
times its SAT solver while InKreSAT called Minisat 15 times and Km2SAT called Minisat only once. Note that
we also experimented *SAT with Minisat: it does not help. The issue is really the number of SAT calls, not the
solver. The models returned by *SAT are surprisingly very small in number of worlds (compared to the other
solvers), but we cannot verify them because we do not have all the information needed to assign a truth value
to a given variable in a given world.
6.2

Randomly Generated modalized MQBF formulae
n,a
4,4
4,6
8,4
8,6
16,4
16,6
total

#
40
40
40
40
40
40
240

Km2SAT
MO
MO
MO
MO
MO
MO
MO

*SAT
40 [18]
40 [20]
40 [31]
31 [30]
26 [25]
25 [25]
202 (41)

InKreSAT
40 [18]
39 [19]
29 [22]
16 [16]
17 [16]
16 [16]
157 (1)

Spartacus
40 [18]
40 [20]
37 [28]
34 [31]
29 [28]
29 [29]
209 (173)

Verified SAT
11 / 18 (61.11%)
9 / 20 (45.00%)
6 / 31 (19.35%)
0 / 33 (00.00%)
0 / 28 (00.00%)
0 / 29 (00.00%)
26 / 159 (16.35%)

Table 2: qbfMS
Randomly generated modalized MQBF formulae [22] are randomly generated QBF formulae translated to modal
logic K. QBF with m clauses, alternation depth equal to a (the number of times that we changed the quantifier
in the formula), with at most n variables per alternation. For each clause 4 different variables are randomly
generated and each is negated with probability 0.5. The first and the third variables are existentially quantified,
whereas the second and the fourth variables are universally quantified. A translation close to Schmidt-Schauß and
Smolka’s reduction of QBF validity into ALC satisfiability [28] is used. The different values of the parameters for
this category of benchmarks are as follows: m ∈ {10, 20, 30, 40, 50} denotes the number of clauses; n ∈ {4, 8, 16}
denotes the number of variables; a ∈ {4, 6} denotes the alternation depth. For each triplet (a, n, m) we have
8 problems, so the whole family is composed of 240 problems. As already explained in the beginning of this
section, there is a possibility for a solver to do a memory-out. This is what happened to Km2SAT in the whole
category. Contrariwise to the previous benchmark families, very few satisfiable benchmarks from qbfMS could
be verified. Those formulae contain basically 1 variable, a lot of operators (modal and Boolean) and a very big
modal depth. The issue with such “toy-problems” is that it is very difficult to verify a model for it. For this
purpose, we put a time-out on our checker of 300s. If we did not manage to verify the solution, we consider the
SAT answers as unchecked. It happened only in this category, 103 times for Spartacus and 38 times for *SAT.
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6.3

TANCS-2000 benchmarks for K Results

(a) Runtime distribution on modKLadn

(b) Runtime distribution on modKSSS

Figure 2: Runtime distribution for TANCS 2000

The TANCS-2000 Unbounded Modal QBF [23] benchmarks are generated the same way as the previous ones
except that a single relation in modal logic K is replaced by a sequence of back-forth-back relations, in a clever
way to avoid making most formulae unsatisfiable. These QBF formulae were originally converted to K using 3
different techniques of increasing hardness. We ran only the sub-categories modKSSS (Schmidt-Schauss-Smolka
translation, easy) and modKLadn (Ladner translation, medium) because the third one (Halpern translation, the
hardest) was not available in Spartacus benchmark archive (nor in the results presented in [13]).
n,a
4,4
4,6
8,4
8,6
16,4
16,6
total
4,4
4,6
total

#
40
40
40
40
40
40
240
40
40
80

Km2SAT
40 [17]
40 [25]
40 [26]
14/MO [14]
8/MO [8]
8/MO [8]
150 (2)
40 [19]
40 [24]
80 (80)

*SAT
40 [17]
40 [25]
40 [26]
38 [35]
33 [33]
32 [32]
223 (13)
40 [19]
11 [ 6]
51 (0)

InKreSAT
40 [17]
40 [25]
40 [26]
37 [34]
36 [36]
38 [38]
231 (1)
40 [19]
38 [22]
78 (0)

Spartacus
40 [17]
40 [25]
40 [26]
40 [37]
40 [40]
40 [40]
240 (226)
40 [19]
39 [23]
79 (0)

Verified SAT
17 / 17 (100%)
23 / 25 (92.00%)
26 / 26 (100%)
18 / 37 (48.64%)
21 / 40 (52.50%)
15 / 40 (37.50%)
120/ 185 (64.86%)
19 / 19 (100%)
24 / 24 (100%)
43 / 43 (100%)

Table 3: Upper: modKSSS — Lower: modKLadn

Spartacus outperforms the other solvers on modKSSS benchmarks. The bigger the values of n and a, the
more difficult it is to verify the model provided by the solver. It is interesting to note that on the modKLadn
benchmarks, Km2SAT performs much better than the other solvers, which can be seen in the runtime distribution
of the solvers in Figure 2a. Here, the approach benefits from the advances on SAT solvers. Note that for
modKSSS, Km2SAT simply cannot generate the CNF within our memory limit when it does not solve those
benchmarks.
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6.4

Tableaux’98 Results

(a) Runtime distribution on * n

(b) Runtime distribution on * p

Figure 3: Runtime distribution for Tableaux’98
name
branch n
dump n
grz n
d4 n
lin n
path n
t4p n
ph n
poly n
branch p
dump p
grz p
d4 p
lin p
path p
ph p
poly p
t4p p
total

#
17
21
21
21
21
21
21
21
21
21
21
21
21
21
21
21
21
21
374

Km2SAT
5/MO
21
21
6/MO
21
8/MO
6/MO
21
21
5/MO
20/MO
21
11/MO
21
9/MO
10
21
11/MO
259 (2)

*SAT
12
21
21
21
21
21
21
17
21
21
21
21
21
21
21
10
21
21
354 (281)

InKreSAT
11
21
21
21
21
20
21
21
21
20
21
21
21
21
17
10
21
21
351 (6)

Spartacus
9
21
21
21
21
21
21
21
21
13
21
21
21
21
21
9
21
21
346 (53)

Verified SAT
5 / 12 (41.66%)
21 / 21 (100.0%)
21 / 21 (100.0%)
19 / 21 (90.47%)
21 / 21 (100.0%)
21 / 21 (100.0%)
21 / 21 (100.0%)
21 / 21 (100.0%)
21 / 21 (100.0%)

171 / 184 (92.93%)

Table 4: Tableaux’98 Benchmarks for K
We have also a set of the Tableaux’98 benchmarks suite for K [3, 4]. The precise definition of how the formulae
are created is available in [14]. It is important to notice that all the sub-categories finishing with “ p” are
sub-categories of 21 UNSAT problems. Because we are unable to certify UNSAT answers, we display and count
only the verification on SAT answers in this category. On those benchmarks, *SAT performs slightly better
than the other solvers overall despite not performing well compared to the other solvers for the benchmarks
“ph n”. After a detailed analysis of the solver on those benchmarks, we discovered that the clauses generated
by *SAT were too long for SATO (limited to 256 literals). Note also that the “ph p” benchmarks correspond to
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(a) Spartacus with vs without model output

(b) Km2SAT with vs without model output

Figure 4: overhead of our modifications
hard combinatorial UNSAT Pigeon-Hole problems [31], which explains why they are difficult for all solvers. And
finally, all the “ n” are almost fully Verified SAT except “branch n”. Let take a closer look to the Kripke model
returned for this category. The formula contains sub-formulae looking like (♦(x ∧ y ∧ z) ∧ ♦(x ∧ y ∧ ¬z)) and the
accessibility relation between worlds must be a tree. Such formula requires 2 accessible worlds: one satisfying z
and another satisfying ¬z. However Spartacus only provides one of them in its open tableau. The same kind of
incomplete models are returned by *SAT and InKreSAT. Only Km2SAT manages to provide complete Kripke
models on this category, but unfortunately, Km2SAT solves only 5/17 problems, so we have only 5/17 verified
solutions.
6.5

On the importance of the SAT solvers

3 out of 4 solvers evaluated here are SAT-based. InKreSAT is tightly coupled with Minisat 2.2.0 [8], it is as such
very difficult for us to use another backend SAT solver. As such, we used Minisat 2.2.0 with Km2SAT solver as
well. There are nowadays better SAT solvers (Glucose, Lingeling). Does it make any difference in our context?
After some experimentation, we could only obtain a small speed gain by using Glucose instead of Minisat with
Km2SAT. This gain is obtained in the category 3CNF where Glucose is much faster than Minisat. It is worth
noting that 754 out of the 766 times Km2SAT does not answer, it is because the CNF cannot be generated with
the available amount of memory, not because the CNF cannot be solved. We also tried to plug Minisat 2.2.0
in *SAT instead of SATO. Indeed, *SAT is very efficient despite being coupled to a SAT solver created in the
nineties. One would expect that it would get even better with a more recent SAT solver like Minisat or Glucose.
Unfortunately, the developers of *SAT made the code deeply linked to SATO for efficiency reasons (they share
the same data structures to store the CNF for instance). While it is possible to plug any recent SAT solver using
a file based approach, it is really inefficient compared to the tight integration with SATO. Note that the CNF
produced by *SAT are in many cases quite simple to solve, and do not require a much sophisticated SAT solver.
One interesting research direction would be to design a *SAT like algorithm taking into account the current
incremental capabilities of SAT solvers.
6.6

Overhead of model production

We had to modify the solvers not only to produce the Kripke model but also to bookkeep information to be
able to produce such model. As such, the performance of the solver may be affected by those modifications. We
compared the runtime of the original solvers against the modified versions, to evaluate the overhead induced by
our modifications. The difference in runtime may be important, as in Figure 4a, representing the runtime of
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Spartacus in its original version (no-model) versus the version providing a model. All point above the diagonal
denote benchmarks for which the modified version of Spartacus takes longer than the original version. All the
points at y=900 correspond to benchmarks that the original solver can solve (answer SAT) but for which the
modified solver cannot produce the Kripke model within the timeout. The difference can be quite significant
for Spartacus because we rely on an existing debug ouput in the solver (i.e. non optimized) to generate the
certificate. There is certainly room for improvement here.
6.7

Verification of SAT answers per solver

We were able to check globally 67% of satisfiable problems for which at least one solver provided a Kripke model.
However, while looking at Table 5, two solvers are the main providers of those verified answers.
Km2SAT
*SAT
InKreSAT
Spartacus
Global

#SAT
330
584
573
696
708

#Verified
168
6
26
443
476

Uniquely Verified
39/476
0/476
0/476
352/476
391/476

Table 5: Statistics about the verification
Spartacus provided the most important number of certificates both because it is quite efficient and because it
was designed to provide an open tableau model for debugging purposes, which is often sufficient to build a Kripke
model. Km2SAT provides the remaining certificates because we simply have to interpret the answer provided
by the SAT solver. While such model is not always a model of the original formula but of a simplified one, in
practice it works in half of the cases.
6.8

Challenging models

The biggest Kripke model that we manage to verify was a model returned by Km2SAT on the instance modKSSSC20-V8-D6.7. The Kripke model contained 10,618,391 worlds and 10,618,390 edges for 56 vars. It could be
verified in 23,68s. Behind this Kripke model, Km2SAT generated a SAT formula with 108,700,724 variables and
122,697,799 clauses. It took 273.620 seconds to generate this file of 3 GB plus the mapping file of 1 GB bytes.
Then this SAT problem was solved in 87.049 seconds. Then, it took 291 seconds to parse the SAT solution and
the mapping to finally generate this Kripke model. The smallest Kripke model that we did not manage to verify
under 300s was a model returned by *SAT on the instance modKSSS-K4-C10-V16-D4.4. The Kripke model
contained 81 worlds and 2792 edges for 80 variables. This model is shown in Figure 5.

Figure 5: Unverified model from *SAT
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7

Conclusion and perspective

In this paper, we studied the feasibility to verify in practice Kripke models returned by a selection of existing
solvers on a selection of existing benchmarks for modal logic K. For that purpose, we designed the Flat Kripke
Model format to represent those models and built an independent model checker for modal logic K. We modified
several solvers for modal logic K to provide such models and ran them on a wide range of existing benchmarks.
We have been able to verify 67 percent of all the satisfiable benchmarks, which demonstrates that in practice,
we can check the majority of SAT answers on current benchmarks. Our results also showed that it is a non
obvious task to modify existing solvers to output a Kripke model if the solver was not designed for that in the
first place: by providing a specific textual format and a checker to the community, we would like to encourage
solver designers to provide the ability to produce models in that format. We plan to increase the number of
checkable SAT answers by both improving the output of the models in efficient solvers such as Spartacus and
Km2SAT, and improving the checker itself. A next logical step would be to study the feasibility to validate
UNSAT answers, in the spirit of what is already done for SAT, based on the previous work on UNSAT proofs in
the modal logic K [9].
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Abstract
One of the reasons that forward search methods, like resolution, are
efficient in practice is their ability to utilize many optimization techniques. One such technique is subsumption and one way of utilizing
subsumption efficiently is by indexing terms using substitution trees.
In this paper we describe an attempt to extend such indexes for the use
of higher-order resolution theorem provers. Our attempt tries to handle
two difficulties which arise when extending the indexes to higher-order.
The first difficulty is the need for higher-order anti-unification. The
second difficulty is the closure of clauses under associativity and commutativity. We present some techniques which attempt to solve these
two problems.

1

Introduction

Term indexing is a popular technique for speeding up computations to a broad variety of tools in computational
logic, ranging from resolution based theorem provers [17] to interpreters of programming languages such as
Prolog. A key aspect for optimizing such tools is to use sophisticated methods for redundancy elimination. One
such method for clause-based indexes is subsumption. Forward subsumption allows to discard clauses which are
less general than clauses already processed, whereas backward subsumption allows to remove stored clauses if a
more general one is encountered. The idea behind both is that using more general clauses drastically reduces the
search space while still being enough for completing certain tasks [9]. Due to the importance of subsumption in
practical applications, there is a variety of indexing techniques that support efficient subsumption queries. We
refer the reader to the survey about term indexing by Ramakrishnan et al. [16].
In a similar way to tools for first-order logic, higher-order logic tools can benefit also from term indexing
for efficient subsumption. Unfortunately, higher-order matching, which is a required technique for determining
subsumption, is much more complex than its first-order counter part [21]. We only know of few approaches
to higher-order term indexing: Theiß and Benzmüller designed a term index [22] for the LEO-II higher-order
resolution theorem prover [3]. However, their approach focuses on efficient low-level term (traversal) operations
such as β-normalization and occur-checks. Additionally, term sharing is employed in order to reduce space
consumption and for allowing constant-time equality checks between α-equivalent terms.
The closest to our approach is the higher-order term indexing technique by Pientka [14]. Both approaches
are based on substitution trees [6] and on propagating to the leaves those components of the indexed terms for
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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which there is no efficient unification algorithm. One difference is the assumed term representation: In order to
efficiently manage more complex type systems, such as dependent types, Pientka has chosen to represent terms
using Contextual Modal Type Theory [12]. This technique allows for an elegant treatment of dependent types
but requires a specially designed unification procedure [15]. Our use of the standard simple type theory [4] allows
us to use type-independent unification algorithms [2]. Another difference is the technique chosen for propagating
the non-pattern content: While we use an efficient algorithm for computing the pattern generalization of two
non-pattern terms [2] (also made possible by our choice of term representation), Pientka’s technique is based
on a normalizing pre-processing step [15] which computes the non-pattern content as additional constraints
and might incur an additional cost. A somewhat less crucial difference is the treatment of associativity and
commutativity (AC). Since unification algorithms which incorporate this theory do not exist for higher-order
logic, we deal with the problem by integrating the treatment of AC into the operations of the index. Pientka’s
index primary target are not terms in clausal form and therefore, this problem is not treated there. It should not
be too complex, though, to integrate the ideas presented in this paper in Pientka’s index in order to achieve the
same AC treatment. Obvious other differences include the state of the art of Pientka’s index, its implementation
within the Twelf system [13], and the experimental results which are included and its rigorous representation.
Our index is yet to be implemented and experimented with and we are still to provide fully rigorous presentation.
Nevertheless, we believe that our approach might be more suitable for indexing higher-order terms in general
higher-order theorem provers. This claim is, of course, to be justified by the implementation and experimentation
of both indexing techniques within Leo-III [24].
In this paper we hence present a higher-order indexing technique for the theorem prover Leo-III which is also
based on substitution trees. The differences just discussed and especially the treatment of non-pattern terms
might suggest that forward and backward subsumption operations can be efficiently handled by our approach.
The main difficulty which arises when trying to store clauses in an index is that the index must be closed
under the AC properties of clauses. In addition, when computing subsumed clauses, the number of literals in
the clause is not as important as the fact that each literal in the subsuming clauses must generalize a literal in
the subsumed one. As long as we only treat unit clauses, no special treatment is required and the technique
presented in [7] can be safely extended to deal with higher-order terms. When dealing with multi-literal clauses,
though, one has to compensate between optimizing the size of the index and optimizing the operations over the
index. As can be seen in [23], one cannot avoid an expensive backtracking search.
We suggest a different approach which is supposed to take advantage on searching the index in parallel. In
order to achieve that, we plan to store each literal independently in the index and on subsumption calls, to
retrieve and compare the literals in parallel. Due to the fact that Leo-III is based on a multi-agent architecture
[20], we hope that such an approach would be efficient in practice.
Since we are using substitution trees, we are still faced with the problem of using the costly higher-order
unification and anti-unification procedures. In the presented work we somehow avoid this problem by using a
variant of higher-order anti-unification [2] which computes pattern [11] substitutions. The use of this algorithm
will allow us to maintain a substitution tree all of whose inner nodes are pattern substitutions, on which unification
and anti-unification are efficient.
The definitions and properties of our index are still being investigated and some of them are not yet formally
proved. Nevertheless, we hope that the arguments and examples will convince the reader about the potential of
our approach for the indexing of arbitrary higher-order clauses and for the support of the forward and backward
subsumption functions over this index.
In the next section we present the necessary definitions required for understanding this paper as well as the
basic ideas of substitution trees and higher-order anti-unification. Following this section is the main part of the
paper, in which we introduce our notion of higher-order substitution trees and define the insert, delete, retrieve
and subsumption functions. We close our paper with a conclusion which also describes potential future work.

2

Preliminaries

In this section we present the logical language that is used throughout the paper. The language is a version of
Church’s simple theory of types [4] with an η-conversion rule as presented in [1] and with implicit α-conversions.
Unless stated otherwise, all terms are implicitly converted into β-normal and η-expanded form.
Let T0 be a set of basic types, then the set of types T is generated by T := T0 | T → T. Let C be a signature
of function symbols and let V be a countably infinite set of variable symbols. In our definitions and examples
the symbols u, w, x, y, z, W, X, Y, Z ∈ V, and f, g, h, k, a, b, c ∈ C are used. We sometimes use subscripts and
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superscripts as well. The set Termα of terms of type α is generated by Termα := f α | xα | (λxβ .Termγ ) |
(Termβ→α Termβ ) where f ∈ C, x ∈ V and α ∈ T (in the abstraction, α = β → γ). Applications throughout the
paper will be associated to the left. We will sometimes omit brackets when the meaning is clear. We will also
normally omit typing information when it is not crucial for the correctness of the results. τ (tα ) = α refers to the
type of a term. The set Term denotes the set of all terms. positions are defined as usual. We denote the subterm
of t at position p by t|p . Bound and free variables are defined as usual. Given a term t, we denote by hd(t) its
head symbol.
Substitutions and their composition (◦) are defined as usual, namely (σ ◦ θ)(X) = θ(σ(X)). The domain and
codomain of a substitution σ are denoted by dom(σ) and codom(σ). The image of σ is the set of all variables in
codom(σ). We denote by σ|W the substitution obtained from substitution σ by restricting its domain to variables
in W . We denote by σ[X 7→ t] the substitution obtained from σ by mapping X to t, where X might already
exist in the domain of σ. The join of two substitutions σ and θ is denoted σ • θ (cf. [7]). We extend the
application of substitutions to terms in the usual way and denote it by postfix notation. Variable capture is
avoided by implicitly renaming variables to fresh names upon binding. A substitution σ is more general than
a substitution θ, denoted σ ≤ θ, if there is a substitution δ such that σ ◦ δ = θ. Similarly, a substitution σ is
the most specific generalization of substitutions τ and θ if σ ≤ τ , σ ≤ θ and there is no other substitution δ
fulfilling these properties such that δ > σ. A substitution σ matches a substitution τ if there is a substitution δ
such that δ ◦ τ = σ. A complete set of matchers between substitutions σ and τ is a set A of substitutions such
that A contains all the matching substitutions between σ and τ . A substitution σ is a renaming substitution if
codom(σ) ⊆ V and |codom(σ)| = |dom(σ)|. The predicate rename(σ) is true iff σ is a renaming substitution. We
denote the inverse of a renaming substitution σ by inverse(σ).
2.1

Substitution Trees

This section describes substitution trees based on those defined in [6]. In order to optimize some functions on
trees, the definition in [6] uses normalized terms and substitutions. As we will see, we will insert the literals of
a clause independently into the index and therefore, if we normalize them as suggested in [6] the relationship
between the free variables among the different literals will be lost. The main differences, therefore, between our
presentation and that in [6] is that we will avoid normalizing terms and substitutions and in addition, allow
terms to be of arbitrary order.
Definition 1 (Substitution Trees). A substitution tree is defined inductively and is either the empty tree  or
the tuple (σ, Π) where σ is a substitution and Π is a set of substitution trees such that
1. each node in the tree is either a leaf node (σ, ∅) or an inner node (σ, Π) with |Π| ≥ 2.
2. for every branch (σ1 , Π1 ), . . . , (σn , Πn ) in a non-empty tree we have
dom(σi ) ∩ (dom(σ1 ) ∪ . . . ∪ dom(σi−1 )) = ∅ for all 0 < i ≤ n.
2.2

Higher-order Anti-unification

Anti-unification denotes the problem of finding a generalization t of two given terms t1 and t2 , i.e. a term t
such that there exist substitutions σ1 , σ2 such that tσ1 = t1 and tσ2 = t2 . A key algorithm for the procedures
which are described in the remainder of this paper is the higher-order anti-unification algorithm of Baumgartner
et al. [2]. This algorithm differs from most higher-order unification and anti-unification procedures not only by
being applicable to arbitrary (simply typed) higher-order terms, but also by efficiently computing very specific
generalizations.
By very specific generalization (in contrast to the most specific one) we here mean the most specific higherorder pattern which generalizes two arbitrary higher-order terms. This pattern, however, might not be the most
specific generalization of these two higher-order terms. Higher-order patterns are restricted forms of higher-order
terms for which it is known that efficient unification algorithms exist [11].
Details about the higher-order pattern fragment or even the above anti-unification algorithm are not crucial
for understanding this paper and are therefore omitted. It is important to note that since only most specific
pattern generalizations are found, the size of the index described in this paper is not optimal. We will explain
this point in more detail later.
The anti-unification algorithm of Baumgartner et al. is subsequently denoted by msg∗ .
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Definition 2 (Algorithm msg∗ [2]). The algorithm msg∗ takes two arbitrary higher-order terms t1 and t2 as
input and returns a higher-order pattern s and substitutions σ1 and σ2 such that
1. sσ1 = t1 and sσ2 = t2 , and
2. there is no other higher-order pattern s0 fulfilling the above property such that there is a non-trivial substitution δ where sδ = s0 .
Baumgartner et al. showed that the algorithm msg∗ computes a unique solution (up to renaming of free
variables) and takes cubic time [2]. In this paper we are interested in a variant of this algorithm which computes
substitutions, rather than terms and which is defined as follows:
Definition 3 (Most specific pattern generalizing substitution). Given substitutions θ1 and θ2 , the substitution
σ is the most specific pattern generalizing substitution if there are substitutions τ1 and τ2 such that codom(σ)
contains only higher-order patterns, σ ◦ τ1 = θ1 , σ ◦ τ2 = θ2 and there is no substitution σ 0 > σ fulfilling these
properties.
An algorithm for computing the most specific pattern generalizing substitution, denoted msg, can be defined
on top of msg∗ .
Definition 4 (The algorithm msg). The algorithm msg takes two substitutions θ1 , θ2 as input and returns a triple
(σ, τ1 , τ2 ) with σ, τ1 , τ2 as in Def. 3. To that end, let dom(θ1 )∪dom(θ2 ) = {x1 , . . . , xn }. Let (f (s1 , . . . , sn ), τ1 , τ2 ) =
msg∗ (f (θ1 (x1 ), . . . , θ1 (xn )), f (θ2 (x1 ), . . . , θ2 (xn ))) where f is a new function symbol of arity n. Finally, set
σ := {x1 7→ s1 , . . . , xn 7→ sn }.
Claim 5. Let θ1 , θ2 be two substitutions and let (σ, τ1 , τ2 ) = msg(θ1 , θ2 ). Then σ is a most specific pattern
generalizing substitution of θ1 and θ2 . Also, σ is unique up to renaming of free variables.
The algorithm msg takes cubic time, hence can be used to efficiently build up a substitution tree index (cf.
next section).

3

Substitution Trees for Higher-order Clauses

In this section we will describe some modifications to first-order substitution trees which will allow us to extend
them to higher-order terms.
The most obvious obstacle in extending the trees to higher-order terms is the fact that substitution trees depend on procedures for unification, anti-unification and matching. These procedures, while being both relatively
efficient and unitary in classical first-order logic [10], are highly complex in higher-order logics and do not possess
unique solutions any more [8, 19].
Another obstacle is the fact that since we are targeting resolution theorem provers, the terms we are going
to store, retrieve, delete and check for subsumption are not mere syntactic terms but clauses with are closed
under AC. In the first-order case, one can use dedicated unification algorithms which, although not unitary any
more [5], are still feasible. In the higher-order case, due to the complex nature of even the syntactic unification
procedure, one needs to find another approach.
Our solution to the first problem is to relax a core property of substitution trees and allow also non least
general generalizations as substitutions in the nodes of the trees. Towards this end, we employ the anti-unification
algorithm from section 2.2. The use of this algorithm will render our trees less optimal as nodes may now contain
more general substitutions than necessary and therefore one child may be more general than another child of a
node. On the other hand, the algorithm is only cubic in time complexity and is unitary.
Our approach to the second problem is to handle the AC properties of clauses not on the anti-unification or
matching level, but to encode their treatment into the retrieval, insertion, deletion and subsumption functions.
We obtain this by regarding each literal of a clause as an independent higher-order term and, in addition,
assigning labels that are identical for all literals of the same clause.
Classical substitution trees depend on the anti-unification algorithm for treating associativity and commutativity as well as other properties required by subsumption, such as one clause being a sub-clause of the other. If
such an anti-unification algorithm for higher-order term can be found, a simple extension to the trees in section
2.1 can be defined which enjoys the same definitions for insert, delete and retrieval as defined in [6]. This extension will also preserve the property of substitution trees that the index does not contain variants of substitutions
already stored and the deletion function removes all variants of some input substitution.
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x0 7→ x1

x1 7→ = x2 x3
x2 7→ a (b u)
x3 7→ u

x2 7→ a (b u1 ) u2
x3 7→ u1 u2

(1)

(2)

x1 7→ a (b u1 ) u2

x1 7→ u1 u2

(3)

(4)

x1 7→ ¬ x2
x2 7→ u3 u2

x2 7→ a (b u3 ) u2

(3)

(4)

Figure 1: An example of a substitution tree
Since it is not clear if such an anti-unification procedure can be practical, we choose a different approach which
will greatly change the form of the substitution trees. Our treatment of subsumption requires the substitution
trees to contain all inserted literals, including those which are variants of already stored ones. Similarly, delete
will only remove certain substitutions and not all variants of an input substitution. In addition, we will have all
stored substitutions be associated with a set of labels which denotes the clause they are part of. In this way we
can insert and retrieve the literals independently for a given clause.
We will now give the refined definition of higher-order substitution trees.
Definition 6 (Higher-order Substitution Trees). A higher-order substitution tree is the triple (σ, Π, L) where σ
is a substitution, Π is a set of substitution trees and L is a set of labels such that the following properties hold:
• if L = ∅, then Π is not empty.
• if Π is not empty, then σ is a pattern substitution.
From now on we will refer to higher-order substitution trees just as substitution trees.
The above definition makes retrieval in the tree much more efficient as the traversal of the tree will always
use the algorithm msg and not less efficient algorithms.
Our trees will always have a root node {x0 7→ x1 } and will therefore never be empty. This is done in order to
simplify the insertion operation as the root node will always be more general than any inserted term.
Example 7. We use as running example, the manipulation of the index as done by Leo-III [24] when running
on a variant of Cantor’s surjective theorem. The first six clauses which are inserted are the following (where α
and β are types, α := ι → β and β := ι → o):
(1) = (aα (bβ→ι uβ )) uβ
(2) = (aα (bβ→ι uβ1 ) uι2 ) (uβ1 uι2 )
(3) ¬ (uβ3 uι2 ) ∨ (aα (bβ→ι uβ1 ) uι2 )
(4) (uβ1 uι2 ) ∨ ¬ (aα (bβ→ι uβ3 ) uι2 )
(5) (aα (bβ→ι uβ1 ) uι2 ) ∨ ¬ (aα (bβ→ι uβ3 ) uι2 )
(6) (uβ1 uι2 ) ∨ ¬ (uβ3 uι2 )
Here, ∨ denotes the union of single literals. Note that clause (5) is subsumed by both clauses (3) and (4) and
that clause (6) subsumes clauses (3), (4) and (5). We will use this clause set to demonstrate the insert, retrieval
and delete operations of the higher-order substitution trees. Fig. 1 displays the higher-order substitution tree
after the insertion of the first four clauses.
The above example demonstrates why our trees are not optimized as for example, one of the children of node
x0 7→ x1 , the node x1 7→ a (b u1 ) u2 is less general than the child x1 7→ u1 u2 . Also, it demonstrates the problem
of using arbitrary higher-order terms in the inner nodes of the tree as there are many possible substitutions
which generalizes x1 7→ u1 u2 to x1 7→ a (b u1 ) u2 , but only one most specific pattern generalization, x0 7→ x1 .
In our trees, each branch from the root of the tree to a leaf corresponds to a literal of some clause. Since we
will need to know the actual substitutions at these leaves, we introduce the notation of composed substitutions:
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x0 7→ x1

x0 7→ x1
x1 7→ f(y)
(2)

Π0

y7→ a

x2 7→ b

x2 7→ a

(1)

(2)

(1)

(a) Variant insertion

Π0

x1 7→ f(x2 )

x0 7→ x1
Π

x1 7→ f(a)
(1)

(b) Compatible insertion

(c) Non-compatible (or empty) insertion

Figure 2: Cases of inserting a substitution into the index from Ex. 10.
Definition 8 (Composed Substitutions). Given a substitution tree T = (σ, Π, L) and let τ be a substitution at
a leaf of T such that the nodes on the branch from the root of T to τ are (σ1 , . . . , σn ). Then, the composed
substitution for τ , denoted comp-sub(τ ), is given by comp-sub(τ ) = σ1 • . . . • σn .
For example, in Fig. 1, consider the leftmost leaf labeled (1). Here, the composed substitution is given by
{x0 7→ x1 } • {x1 7→ = x2 x3 } • {x2 7→ a (b u), x3 7→ u} = {x0 7→ = a (b u) u}. Note that, in the context of
substitution trees, σ • θ equals σ ◦ θ|dom(σ) if σ and θ are substitutions on a path from the root node to a leaf
where θ occurs directly below (i.e. as a child node of) σ.
3.1

Insertion

We will define now how to insert new elements into the tree. The definition is similar to the insertion function
defined in [6]. One difference is the use of msg for both finding variants and computing generalizations as well
as adding labels to the leaves of the tree. An even more important difference is that since we store clauses and
not terms, we must also store in the tree variants of existing nodes.
Given a clause labeled by l for insertion, we insert each literal t of the clause separately. In the following
algorithm, we insert to the tree the substitution τ = {x0 7→ t}.
Definition 9 (Insertion Function insert). Let (σ, Π, L) be a substitution tree, τ a substitution to be inserted and
l the clause label of this substitution. Compute the following set A = {(θi , δi1 , δi2 ) | (σi , Πi , Li ) ∈ Π, (θi , δi1 , δi2 ) =
msg(σi , τ )}. Then, insert((σ, Π, L), τ, l) = (σ, Π0 , L) where:
• (Variant) if there exists (θi , δi1 , δi2 ) ∈ A such that δi1 is a renaming, then Π0 = Π \ {(σi , Πi , Li )} ∪
{insert((σi , Πi , Li ), inverse(δi1 ) ◦ δi2 , l)}.
• (Compatible) otherwise, if there exists (θi , δi1 , δi2 ) ∈ A such that codom(θi ) contains non-variable terms, then
Π0 = Π \ {(σi , Πi , Li )} ∪ {(θi , {(δi1 , Πi , Li ), (δi2 , ∅, {l})})}.
• (Non compatible or empty) otherwise, let (θ, δ 1 , δ 2 ) = msg(σ, τ ) and Π0 = Π ∪ {(δ 2 , ∅, {l})}.
Example 10. Assume we want to insert the substitution τ = {x0 7→ f (a)} for clause (1) into the tree ({x0 7→
x1 }, Π).
• if Π = ∅, then we get the tree in Fig. 2c where Π is empty.
• if Π = {({x1 7→ f (y)}, ∅, {(2)})} ∪ Π0 , then we have a variant node since msg({x1 7→ f (y)}, τ ) = ({x1 7→
f (y)}, id, {y 7→ a}) and we get the tree in Fig. 2a.
• if there is no variant but Π = {({x1 7→ f (b)}, ∅, {(2)})}∪Π0 , then we have a compatible node since msg({x1 7→
f (b)}, τ ) = ({x1 7→ f (x2 )}, {x2 7→ b}, {x2 7→ a}) and codom({x1 7→ f (x2 )}) contains non variable symbols
and we get the tree in Fig. 2b.
• if there is also no compatible child, we get the tree in Fig. 2c.
The way we insert substitutions into the tree preserves the tree being a substitution tree.
Claim 11. If T is a higher-order substitution tree and τ a substitution, then insert(T, τ, l) is also a higher-order
substitution tree.
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x0 7→ x1
x1 7→ = x2 x3
x0 7→ x1
x1 7→ = (a (b u)) u

x2 7→ a (b u)
x3 7→ u

x2 7→ a (b u1 ) u2
x3 7→ u1 u2

(1)

(1)

(2)

(a) Inserting clause (1)

(b) Inserting clause (2)

Figure 3: Insertion of clauses (1) and (2) to the index from Ex. 12
x0 7→ x1

x1 7→ = x2 x3
x2 7→ a (b u)
x3 7→ u

x2 7→ a (b u1 ) u2
x3 7→ u1 u2

(1)

(2)

x1 7→ a (b u1 ) u2

x1 7→ ¬ (u3 u2 )

(3)

(3)

Figure 4: Insertion of clause (3) from Ex. 12
The above property will make retrieval in the tree much more efficient as the traversal of the tree will always
use the algorithm msg and not less efficient algorithms.
We show next how to insert the clauses of our running example.
Example 12. Figures 3, 4 and 1 show the state of the index after consecutive insertion of clauses (1) and (2),
(3), and (4), respectively.
Note that, in the above tree, it can be seen why the tree is not optimal when using msg. Although the nodes
having a (b u1 ) u2 are instances of u1 u2 , the tree does not capture it and creates two separate nodes. This
happens because u1 u2 is not in the pattern fragment.
3.2

Deletion

While the insert function defined in the previous section did not differ much from the definition in [6], our
definition of the deletion function is completely different. Deletion in first-order substitution trees serves as a
logical operation and can be used to perform some limited backward subsumption. Since we store the literals
of a clause independently in the tree, we need more information before we can decide if a substitution can be
deleted. We will therefore define the deletion function as an optimization function which will remove from the
index certain labels of clauses. Since such a deletion can leave some leaves of the tree without labels, we need to
recursively optimize the tree by removing and merging nodes.
The formal definition of the deletion function del is given by:
Definition 13 (Deletion Function del). Given a substitution tree T = (σ, Π, L) and a clause to be removed
labeled by l, the function del(T, l) is defined as follows:
S
• Let Π0 = T 0 ∈Π del(T 0 , l).
• if σ = {x0 7→ x1 } (root) return (σ, Π0 , L \ {l}).
• else if Π0 = ∅ and L = {l}, then return .
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• else if Π0 = {(σ 0 , Π00 , L00 )} and |L \ {l}| = 0, then return (σ ◦ σ 0 , Π00 , L00 ).
• else return (σ, Π0 , L \ {l}).
Example 14. After deleting clauses (3) and (4) from the tree in Fig. 1, the result is the tree in Fig. 3b.
3.3

Retrieval

Retrieval in substitution trees is used in order to retrieve all substitutions with a specific relation to some input
substitution. Since we are interested in forward and backward subsumption, the relations we are interested in
are for the input substitution to be less and more general than the substitutions in the tree, respectively.
In order to support associativity and commutativity of clauses, our substitution trees use a non-standard
indexing mechanism where each literal is being stored independently from the other literals of the clause. This
will prompt us, for each subsumption call, to try to retrieve all substitutions in the tree with a specific relation
to all literals of an input clause. Since all retrieve calls can be done in parallel, Leo-III, with its multi-agent
architecture, can take advantage on this approach to the associativity and commutativity of higher-order clauses.
It should be noted that since we consider the literals of a clause separately, but a subsumption check requires a
common substitution to be applicable to the clause, we need to gather, in addition to the labels, all substitutions
that denote the relationship between the literals in the index and the literals of the input clause.
One property of higher-order terms cannot be avoided. In order to retrieve substitutions, a matching algorithm
between two arbitrary higher-order substitutions must be used. We have avoided its use when inserting elements
by using the anti-unification algorithm from Sec. 2.2. This algorithm will also allow us to traverse the tree when
retrieving substitutions and reach a possible matching node according to the definition of substitution trees.
The last action of the retrieval operation, the actual matching of a node with the input substitution, requires a
stronger algorithm than msg. For this operation we will use a standard higher-order matching algorithm. Since
the call to this algorithm is performed at most once for each stored substitution and since incomplete higher-order
matching algorithms can perform very well in practice, we hope that this step will not impair much the efficiency
of the trees. The use of incomplete algorithms is not essential here as a failure to match two substitutions when
checking for subsumption might only increase the size of the substitution tree.
In the following, we will assume being given a (possibly incomplete) matching algorithm. Such an algorithm
can be, for example, based on Huet’s pre-unification procedure [8] with bounds on the depth of terms.
Definition 15 (Matching Algorithm match). Given two substitutions σ and τ , then match(σ, τ ) = M where M
is a complete set of matchers between σ and τ .
We now describe the two supported retrieve calls, which will both return a set of labels corresponding to an
input substitution. Each label will be associated to a set of substitutions. The first of such functions returns all
labels of substitutions which are more general than the input argument. Intuitively, this function traverses the
tree and uses msg for checking if the input substitution is a variant of the respective node. A formal definition
is given by
Definition 16 (Retrieval Function g-retrieve). Given a substitution tree T = (σ, Π, L) and a substitution τ ,
g-retrieve(T, τ, τ 0 ) returns a set of labels associated with substitutions, defined inductively as follows (τ 0 = τ
at the initial call, but it may change during traversal):
• if Π = ∅ and M = match(τ, comp-sub(σ)) such that M is not empty, then return (L, M ).
• otherwise, return {(L, match(τ, comp-sub(σ))}∪
{g-retrieve((σ 0 , Π0 , L0 ), τ, δ2 ) | (σ 0 , Π0 , L0 ) ∈ Π, msg(σ 0 , τ 0 ) = (θ, δ1 , δ2 ), rename(δ1 )}∪
{g-retrieve((σ 0 , ∅, L0 ), τ, ) | (σ 0 , ∅, L0 ) ∈ Π}.
Example 17. Let the substitution tree T be that from Fig. 1 and let τ = {x0 7→ (a (b u1 ) u2 )}. The execution
of g-retrieve(T, τ ) proceeds as follows:
• apply msg on all children of the root in order to find either a variant or a leaf, and obtain the two inner
nodes ({x1 7→ (a (b u1 ) u2 )}, ∅, {(3)}) and ({x1 7→ (u1 u2 )}, ∅, {(4)}).
• recursively apply g-retrieve on the two leaves.
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• now apply match on the two composite substitutions {x0 7→ (a (b u1 ) u2 )} and {x0 7→ (u1 u2 )}, in order to
obtain the two sets {δ1 = {u1 7→ u1 , u2 7→ u2 }} and {δ2 = {u1 7→ λz.(a (b u1 ) u2 )}, . . .}.
• for each leaf, since the result is not empty, the function returns the sets {((3), {δ1 })} and {((4), {δ2 , . . .})}.
Note that the set of matchers can contain more than one element and even be infinite. We hope to optimize this
function in the future.
Claim 18. The set returned by g-retrieve((σ, Π, L), τ ) contains all the labels of substitutions θ which are stored
in (σ, Π, L) and which are more general than τ . In addition, if a substitution δ is associated with the label of θ,
then δ ◦ θ = τ .
The second retrieval function returns all substitutions which are less general than the input substitution. The
tree is still traversed using the function msg but this time we will not be able to use msg to check if σ is a variant
of τ . This is due to the fact that we used msg to check if τ is a variant of σ by checking if δ1 is a renaming
substitution for msg(σ, τ ) = (θ, δ1 , δ2 ). This worked as both σ and θ are pattern substitutions. If we try to check
whether σ is a variant of τ , since τ might not be a pattern substitution, δ2 might not be a renaming substitution
even if it is a variant. On the other hand, if σ is a variant of τ , then all the nodes in the subtrees of σ are variants
of τ , so we need to use match only when we reach a node of which τ is not a variant and stop there.
We first introduce an utility function which gathers all literals on the leaves of a tree.
Definition 19 (Gathering of labels). Given a substitution tree T = (σ, Π, L) and a substitution τ , gather(T, τ ) =
(L, match(comp-sub(σ), τ )) ∪ {gather(T 0 , τ ) | T 0 ∈ Π}.
Example 20. The application of gather(T, τ ) where T is the last child of the root in Fig. 1 and τ = {x0 7→
(u1 u2 )} proceeds as follows:
• since there are no labels in the node, it proceed recursively on the two children.
• the application on the first child returns {((3), A)}, where A = {u1 7→ λz.¬(u3 u2 ), . . .} is the result of match
on the composite function {x0 7→ ¬(u3 u2 )} and τ .
• the application on the second child returns {((4), A)}, where
A = {{u1 7→ λz.¬(a (b u3 ) u2 )}, . . .} is the result of match on the composite function {x0 7→ ¬(a (b u3 ) u2 )}
and τ .
• return the union of these two sets.
Definition 21 (Retrieval Function i-retrieve). Given a substitution tree T = (σ, Π, L) and a substitution τ ,
i-retrieve(T, τ, τ 0 ) returns a set of labels associated with substitutions, defined inductively as follows (τ 0 = τ
at the initial call, but it may change during traversal):
• if msg(σ, τ 0 ) = (θ, δ1 , δ2 ) such that either δ1 is not a renaming or δ2 is a renaming, and
match(comp-sub(σ), τ ) = M such that M is not empty, then return (L, M ) ∪ {gather(T, τ ) | T ∈ Π}.
• otherwise, if δ1 is a renaming, return {i-retrieve(T 0 , τ, δ2 ) | (T 0 ) ∈ Π}.
• otherwise, return ∅.
Example 22. Let the substitution tree T be the one from Fig. 1 and τ be the substitution {x0 7→ (u1 u2 )}. The
function i-retrieve(T, τ ) proceeds as follows:
• we first calculate msg({x0 7→ x1 }, τ ) = (x0 7→ x1 , id, {x1 7→ (u1 u2 )}).
• since id is a renaming, we recursively apply i-retrieve on all nodes.
• for all children, the first case of i-retrieve now holds and we start gathering all the labels in the tree.
For brevity, we give the example only for the last node:
• as mentioned, the first case now holds for this node as msg({x1 7→ ¬x2 }, {x1 7→ (u1 u2 )}) = ({x1 →
7
x3 }, {x3 7→ ¬x2 }, {x3 7→ (u1 u2 )}) and therefore δ1 is not a renaming. On the other hand, match({x0 →
7
¬x2 }, {x0 7→ (u1 u2 )}) = {{u1 7→ λz.¬x2 }, . . .} is not empty.
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• gather all labels on this node, as shown in Ex. 20.
Claim 23. The set returned by i-retrieve((σ, Π, L), τ ) contains all the labels of substitutions which are stored
in (σ, Π, L) and which are less general than τ . In addition, if a substitution δ is associated with the label of θ,
then δ ◦ τ = θ.
We now show how the checks for forward and backward subsumptions of clauses can be implemented using
g-retrieve and i-retrieve.
3.3.1

Forward Subsumption

Forward subsumption checks if an input clause is subsumed by a clause in the index. In case the clause is
subsumed, no change to the index is made and the input clause is not inserted into the index.
Definition 24 (Subsumption). A clause c is subsumed by a clause d if |c| ≤ |d| and there is a substitution σ
such that for each literal l of d there is a literal l0 of c such that lσ = l0 . Here, |c| denotes the number of literals
in c.
Our way of treating associativity and commutativity means that for each literal of the input clause we gather
all more general literals in the index with their associated substitution sets. These sets contains all substitutions
which independently match the literals in the tree to the literals of the input clause. In order to detect that the
input clause is subsumed by the index, we need to show two things. We first need to show that for all the literals
of a clause, a more general literal is returned by the index. In addition, we need to show that for each such literal
is associated a ”compatible” substitution. Two substitutions are ”compatible” if they agree on all variables in
the intersection of their domains. This requirement means that if d is a clause in the index that subsumes the
input clause c, then if each of the literals of d subsumes a literal of c with a ”compatible” substitution, then
there is indeed a substitution σ such that each of the literals of d subsumes a literal of c with σ.
It should be noted that the above technique is based on set subsumption, in contrast to multiset subsumption
which is commonly used. A main reason for preferring multisets over sets, is to prevent cases where a clause is
being subsumed by a larger clause, which is possible according to the above definition and leads to an incomplete
search procedure. In order to restrict such cases, we will only allow subsumption of clasues which are not smaller
than the subsuming clauses.
We will now give the formal definition of forward subsumption.
Definition 25 (Forward Subsumption fsum). Let T be a substitution tree and c = l1 ∨ . . . ∨ ln a clause. Let
A = {g-retrieve(T, {x0 7→ li } | 0 < i ≤ n}. The function fsum(T, c) returns true if there are in A the labels
(l, M1 ), . . . , (l, Mk ) such that k = |l| is the number of literals of clause l, k ≤ n, and for each two sets Mi
and Mj for 0 < i < j ≤ k, there are substitutions σi ∈ Mi and σj ∈ Mj such that σi (x) = σj (x) for all
x ∈ dom(σi ) ∩ dom(σj ).
Example 26. We will follow the computation of fsum(T, c) where T is the substitution tree of Fig. 1 and c is
clause (5) from Ex. 7.
• We first compute the set A which is the union of g-retrieve(T, {x0 7→ (a (b u1 ) u2 )}) and
g-retrieve(T, {x0 7→ ¬(a (b u3 ) u2 )}).
• the first set was already computed in Ex. 17 and resulted in {((3), {{u1 7→ u1 , u2 7→ u2 }}), ((4), {{u1 7→
λz.(a (b u1 ) u2 )}, . . .})}.
• the second set is computed in a similar way and results in {((4), {{u3 7→ u3 , u2 7→ u2 }}), ((3), {{u3 7→
λz.(a (b u3 ) u2 )}, . . .})}.
• since the size of both (3) and (4) is 2 and the number of occurrences of the labels of each is 2, we are just
left with checking if the matching substitutions are compatible, which is easily verified since their domains
are disjoint.
• we return that (5) is subsumed by the index (by both (3) and (4)).
Claim 27. If fsum(T, c) returns true, then there is a clause d indexed by T such that c is subsumed by d.
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x0 7→ x1

x1 7→ = x2 x3
x2 7→ a (b u)
x3 7→ u

x2 7→ a (b u1 ) u2
x3 7→ u1 u2

(1)

(2)

x1 7→ u1 u2

x1 7→ ¬ (u3 u2 )

(6)

(6)

Figure 5: The final substitution tree
3.3.2

Backward Subsumption

Similarly to the way we treated forward subsumption, we can also define backward subsumption. When we
detect that the index contains clauses which are subsumed by an input clause, we will need to modify the index
in order to delete these clauses.
In order to detect all clauses in the index which are subsumed by the input clause, we need to show that
the sets returned for each literal of the input clause contain the labels of the subsumed clauses and that the
substitution sets associated with the same labels across sets contain ”compatible” substitutions.
Definition 28 (Backward Subsumption bsum). Let T be a substitution tree and c = l1 ∨ . . . ∨ ln a clause. Let
Ai = i-retrieve(T, {x0 7→ li } for all 0 < i ≤ n. Label l ∈ bsum(T, c) if n ≤ |l| and (l, Mi ) ∈ Ai for all 0 < i ≤ n
such that for each two sets Mi and Mj for 0 < i < j ≤ n, there are substitutions σi ∈ Mi and σj ∈ Mj such that
σi (x) = σj (x) for all x ∈ dom(σi ) ∩ dom(σj ).
Example 29. We will follow the computation of bsum(T, c) where T is the substitution tree of Fig. 1 and c is
clause (6) from Ex. 7.
• We first compute the sets A1 = i-retrieve(T, {x0 7→ (u1 u2 )}) and
A2 = i-retrieve(T, {x0 7→ ¬(u3 u2 )}).
• the set A1 was already computed in Ex. 22 and results in {((1), {{u1 7→ λz. = (a (b u))u}, . . .}), ((2), {{u1 7→
λz. = (a (b u1 ) u2 )(u1 u2 )}, . . .}),
((3), {{u1 7→ λz.(a (b u1 ) u2 )}, . . .}), ((4), {{u1 7→ λz.(u1 u2 ))}, . . .}),
((3), {{u1 7→ λz.¬(u3 u2 )}, . . .}), ((4), {{u1 7→ λz.¬(a (b u3 ) u2 )}, . . .})}.
• the set A2 can be computed in a similar way and results in
{((3), {{u3 7→ λz.(u3 u2 )}, . . .}), ((4), {{u3 7→ λz.(a (b u3 ) u2 )}}), . . .}.
• we notice that only the labels (3) and (4) occur in both sets A1 and A2 and that each of the substitutions
from A2 can be matched with two substitutions in A1 .
• both options are compatible, the first option means that each literals of clause (6) subsumes a different literal
of clauses (3) and (4) while the second option means that they subsumes the same literal in these clauses.
• we conclude that they are both redundant.
• the resulted tree after their removal was computed in Ex. 14.
Claim 30. If l ∈ bsum(T, c) and the clause d is labeled by l, then d is subsumed by c.
Example 31. The result of inserting clause (6) to the substitution tree from the previous example can be seen
in Fig. 5.
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4

Conclusion and Future Work

In this work, we have presented an indexing data structure for higher-order clause subsumption based on substitution trees. We make use of an efficient higher-order pattern anti-unification algorithm for calculting meaningful
generalizations of two arbitrary higher-order terms. The proposed indexing method is rather limited as is does
not support subsumption testing modulo associativity and commutativity which is, of course, essential for general
clause subsumption. However, even the limited approach admits effective subsumption queries in certain cases.
Additionally, improvements for including such AC aspects are sketched.
While the index is not size-optimal in general, we believe that the approach performs quite good in practice,
especially when combined with further, orthogonal indexing techniques that could be used as a pre-test. One
suitable candidate is a higher-order variant of feature vector indexing [18].
The substitution tree index as described here is planned for implementation in the Leo-III prover [24]. We
hope that due to Leo-III’s agent-based architecture [20], independent agents can traverse the substitution tree
index in parallel. The index is mainly devised for employment in resolution-based provers, but it seems possible
to generalize the approach to non-clausal-based deduction procedures.
For further work we need to investigate means of suitably enhancing msg to handle AC properties and other
subsumption properties. Also, the matching algorithm could be improved such that it returns minimal complete
sets of substitutions which can then be used for the subsumption procedure. At the current state of the index
data structure, the inserted substitutions are not normalized. This is essentially a shortcoming that originates
from the way we relate the matching substitutions of different literals of the same clause to each other. This
results, however, in a substitution tree that contains occurrences of substitutions which are equivalent up to free
variables renaming. To overcome this shortcoming, we need to find a way of keeping the substitutions normalized
while still being able to relate the matchers of different literals.
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Abstract
We present a sound and complete ordered resolution calculus for firstorder clauses with straight dismatching constraints. The extended
clause language is motivated by our first-order theorem proving approach through approximation and refinement. Using a clause language
with straight dismatching constraints, single refinement steps do not result in a worst-case quadratic blowup in the number of clauses anymore.
The refinement steps can now be represented by replacing one input
clause with two equivalent clauses. We show soundness and completeness of ordered resolution with straight dismatching constraints. All
needed operations on straight dismatching constraints take linear or
linear logarithmic time in the size of the constraint.

1

Introduction

Recently, we introduced a first-order calculus based on approximation and refinement [TW15]. There, a firstorder clause set is approximated to a decidable fragment using an unsatisfiability preserving transformation. In
case of a false positive, i.e., a resolution refutation of the approximation that does not imply unsatisfiability of
the original clause set, a refinement via instantiation of the original clause set removes the false positive. The
refinement involves instantiating an original clause C such that no ground instances of C are lost while two
specific ground instances Cσ1 and Cσ2 get separated in the process. This requires (|Σ| − 1) · d + 1 instantiations
where Σ is the signature and d is the minimal term depth at which Cσ1 and Cσ2 differ from each other.
As an example, consider the first-order Horn clauses
Q(x) → P (g(x, f (x)))
→ Q(f (g(a, a)))
→ Q(f (g(b, b)))
P (g(f (g(a, a)), f (f (g(b, b))))) →
under signature {a/0, b/0, f /1, g/2} that are approximated into
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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S(y), Q(x)
Q(z)

P (g(f (g(a, a), f (f (g(b, b))))

→
→
→
→
→

P (g(x, y))
S(f (z))
Q(f (g(a, a)))
Q(f (g(b, b)))

via linearization of g(x, f (x)) to g(x, f (z)) and then deep variable term extraction of f (z) through the introduction
of a fresh predicate S [TW15]. The approximated clause set has a refutation and the corresponding conflicting
core, a minimal unsatisfiable set of instances from the above clauses generating this refutation, is
S(f (f (g(b, b)))), Q(f (g(a, a))) → P (g(f (g(a, a)), f (f (g(b, b)))))
Q(f (g(b, b))) → S(f (f (g(b, b))))
→ Q(f (g(a, a)))
→ Q(f (g(b, b)))
P (g(f (g(a, a), f (f (g(b, b)))) →
Lifting the conflicting core to the original clause set fails, because the resolvent of the first two conflict clauses,
eliminating the introduced S predicate
Q(f (g(b, b))), Q(f (g(a, a))) → P (g(f (g(a, a)), f (f (g(b, b)))))
is not an instance of the original clause Q(x) → P (g(x, f (x))), modulo duplicate literal elimination. A refinement
step replaces Q(x) → P (g(x, f (x))) by the instance Q(f (g(a, y))) → P (g(f (g(a, y)), f (f (g(a, y))))), and instances
representing Q(x) → P (g(x, f (x))), where x is not instantiated with f (g(a, y)). The former clause contains the
ground instance Q(f (g(a, a))) → P (g(f (g(a, a)), f (f (g(a, a))))) and the latter clauses include the ground instance
Q(f (g(b, b))) → P (g(f (g(b, b)), f (f (g(b, b))))):
Q(a) → P (g(a, f (a)))
Q(b) → P (g(b, f (b)))
Q(g(x, y)) → P (g(g(x, y), f (g(x, y))))
Q(f (a)) → P (g(f (a), f (f (a))))
Q(f (b)) → P (g(f (b), f (f (b))))
Q(f (f (x))) → P (g(f (f (x)), f (f (f (x)))))
Q(f (g(b, y))) → P (g(f (g(b, y)), f (f (g(b, y)))))
Q(f (g(f (x), y))) → P (g(f (g(f (x), y)), f (f (g(f (x), y)))))
Q(f (g(g(x, y), z))) → P (g(f (g(g(x, y), z)), f (f (g(g(x, y), z)))))
Then, the approximation of the above nine clauses, via linearization and deep variable term extraction, excludes
the previously found refutation. Actually, the refined approximated clause set yields a finite saturation and
therefore shows satisfiability of the original clause set.
In this paper we introduce the new notion of straight dismatching constraints x 6= t attached to clauses, and
a corresponding ordered resolution calculus. A term t is straight if it is linear and all arguments of a nested
straight term t are either variables or at most one straight term (Definition 1), i.e., the term contains at most
one path along non-variable symbols. Straight dismatching constraints enable a refinement where a clause is
replaced by exactly two new clauses. For the above example, they are
Q(f (g(a, y))) → P (g(f (g(a, y)), f (f (g(a, y)))))
Q(x) → P (g(x, f (x))) ; x 6= f (g(a, v))
where the second clause represents all ground instances where x is not instantiated with an instance of f (g(a, v)),
a straight term. This results in the refined approximation
(1)
S1 (y), S2 (x), Q(x) → P (g(x, y))∗
(2)
S2 (x), Q(x) → S1 (f (x))∗
(3)
S3 (x) → S2 (f (x))∗
(4)
→ S3 (g(a, y))∗
(5)
S4 (y), Q(x) → P (g(x, y))∗
; x 6= f (g(a, v))
(6)
Q(x) → S4 (f (x))∗
; x 6= f (g(a, v))
(7)
→ Q(f (g(a, a)))∗
(8)
→ Q(f (g(b, b)))∗
+
(9) P (g(f (g(a, a)), f (f (g(b, b)))))
→
where under the lpo ordering P ≺ Q ≺ S4 ≺ S3 ≺ S2 ≺ S1 ≺ a ≺ b ≺ f ≺ g and selection of the first complex
negative literal, the only inferences are
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[10 : Res : 1, 9]
S1 (f (f (g(b, b))))+ , S2 (f (g(a, a))), Q(f (g(a, a)))
[11 : Res : 2, 10] S2 (f (g(b, b)))+ , Q(f (g(b, b))), S2 (f (g(a, a))), Q(f (g(a, a)))
[12 : Res : 3, 11]
S3 (g(b, b))+ , Q(f (g(b, b))), S2 (f (g(a, a))), Q(f (g(a, a)))
A resolution between the fifth and ninth clause has the tautologous result
S(f (f (g(b, b)))), Q(f (g(a, a))) → ; f (g(a, a)) 6= f (g(a, v)).

→
→
→

Clauses with straight dismatching constraints are closed under resolution and factoring. Repeated refinement steps and resolution inferences can add further atomic constraints to a clause, which are interpreted as
conjunctions, e.g., (C; x 6= t ∧ y 6= s) represents instances of C where neither x is an instance of t nor y is an
instance of s. Straight dismatching constraints can be efficiently encoded in amortized constant space once the
input constraint terms are stored. Any straight term generated by the calculus is a subterm of an input straight
term. Relevant operations (substitution, intersection, solvability and subset tests) take linear time in the size of
the constraints, once they are ordered. Ordering can be done as usual in linear logarithmic time. The ordered
resolution calculus with straight dismatching constraints is sound and complete, enables an abstract redundancy
criterion and follows the saturation principle: if all non-redundant inferences from a clause set are performed
and the empty clause is not generated then the resulting saturated clause set has a model computed by a model
operator.
Ordered resolution on constraint clauses has already been investigated. Clauses with dismatching constraints
are an instance of the constraint clauses introduced in [NR01]. The authors prove soundness and completeness
for ordered superposition extended with general syntactic equality and ordering inequality constraints powerful
enough to encode unification and maximality restrictions. Algorithms for solving these constraints are NP-hard.
In our more specific setting, the operations on the constraints are linear or linear logarithmic. Furthermore, our
completeness proof is an extension of the original superposition completeness proof without constraints [BG94],
enabling the standard superposition redundancy criterion.
Our constraints are also a restricted version of the dismatching constraints from [AW15]. These constraints are
more powerful than straight constraints as they also allow dismatching between variables in a clause. However,
solving these constraints is again NP-hard and completeness for the NRCL calculus is only shown for a finite
domain first-order fragment.
The same dismatching constraints are used in DInst-Gen [Kor13] to exclude redundant instances of clauses.
Solving constraints can even be done in linear time because of an extended signature with an additional fresh
constant ⊥. All satisfiable atomic constraints share the solution where all variables are substituted with ⊥.
Solving constraints therefore reduces to the matching problem on the atomic constraints. Our constraint clause
language, however, does not rely on an extended signature.
In [CZ92], clauses are constrained by equational systems [CL89]. An equational system is a quantifier free
formula over (dis)equations that are syntactically interpreted over a Herbrand domain. The authors show soundness and completeness of an ordered resolution calculus for the extended clauses. They devise a separate calculus
for model building. Testing solvability of equational systems is NP-hard. Straight dismatching constraints are a
special case of equational systems. They enable more efficient algorithms (Section 4) that are not instances of the
general algorithms for systems. Furthermore, our correctness result for ordered resolution (Section 3) includes a
notion of redundancy and the concept of saturation, i.e., model building is the result of a saturated clause set.
Our approach to solving constraints is a special case of the solved form construction described in [CL89].
Normalizing straight constraints only requires the Clash (C2 ), Decomposition (D2 ) and Universality (U1 ) rules.
For straight terms the Decomposition rule simplifies to f (t1 , . . . , tn ) 6= f (y1 , . . . , yi−1 , si , yi+1 , . . . , yn ) ⇒ ti 6= si .
The Explosion (E) rule is refined to instantiations with shallow instances (Definition 12).
An alternative to using constraints is the explicit representation described in [LM87]. Their algorithm allows
computing a finite set of clauses covering the same ground clauses as a clause with constraint. For example,
for (Q(x) → P (g(x, f (x))); x 6= f (g(a, v))) the explicit representation is exactly the nine clauses listed in the
example. This always succeeds because by definition our constraint represents unrestricted counter-examples.
While using the explicit representations is equivalent to using constraints, we require quadratically fewer clauses.
The paper is organized as follows. After the preliminaries, we formally define straight dismatching constraints
in Section 2. Then, Section 3 contains the soundness and completeness proofs for our ordered resolution calculus
with constraints. We conclude with discussing the complexity of operations on straight dismatching constraints.
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2

Preliminaries

We consider a standard first-order language without equality. The letters v, w, x, y, z denote variables, f, g, h
functions, a, b, c constants, s, t terms, p, q, r positions and Greek letters σ, τ, ρ, δ are used for substitutions. Capital
letters S, P, Q, R denote predicates, A, B atoms, E, L literals, C, D clauses.
A first-order language is constructed over a signature Σ = (F, P), where F and P are non-empty, disjoint, in
general infinite sets of function and predicate symbols, respectively. Every function or predicate symbol has a
fixed arity and nullary functions are called constants. Further, we assume an infinite set X of variable symbols
disjoint from Σ. Then, the set of all terms T(F, X) is defined recursively by: (i) every constant symbol c ∈ F
is a term, (ii) every variable x ∈ X is a term and (iii) whenever t1 , . . . , tn are terms and f ∈ F is a function
symbol with arity n, then f (t1 , . . . , tn ) is a term. If t1 , . . . , tn are terms and P ∈ P is a predicate symbol with
arity n, then P (t1 , . . . , tn ) is an atom and the ti are its arguments. A term is called linear if there are no
duplicate variable occurrences. For brevity, we also write ~t instead of t1 , . . . , tn for the argument of functions
and predicates. A literal is either an atom or an atom preceded by ¬ and it is then called positive or negative,
respectively.
atom (term) denoted by vars( ) is defined as follows: vars(P (t1 , . . . , tn )) =
S The set of free variables of an S
vars(t
),
vars(f
(t
,
.
.
.
,
t
))
=
i
1
n
i
i vars(ti ) and vars(x) = {x}. The function naturally extends to literals,
clauses and sets thereof.
A multiset over a set A is a function M from A to the natural numbers. For an element e ∈ A, M (e) is
the number of occurrences of e in M . We say e is an element of M if M (e) > 0. The union, intersection, and
difference of multisets are defined by M1 (x) ∪ M2 (x) = M1 (x) + M2 (x), M1 (x) ∩ M2 (x) = min(M1 (x), M2 (x)),
and M1 (x) \ M2 (x) = max(0, M1 (x) − M2 (x)). We use set-like notation for multisets.
A clause is a multiset of literals which we write as an implication Γ → ∆ where the atoms in the multiset ∆
(the succedent) denote the positive literals and the atoms in the multiset Γ (the antecedent) the negative literals.
We write  for the empty clause. If Γ is empty we omit →, e.g., we write P (x) as an alternative of → P (x)
whereas if ∆ is empty → is always shown. We abbreviate disjoint set union with sequencing, for example, we
write Γ, Γ0 → ∆, A instead of Γ ∪ Γ0 → ∆ ∪ {A}. Terms, literals and clauses are called ground if they contain no
variables.
A substitution σ is a mapping from variables V into terms denoted by pairs {x 7→ t} where xσ 6= x holds only
for finitely many variables. The update σ[x 7→ t] denotes the substitution where x maps to t and y maps to
yσ for all y 6= x. The composition στ denotes the substitution (xσ)τ for all variables x. A substitution σ is a
grounding substitution for V if xσ is ground for every variable x ∈ V.
Given two terms (atoms) s, t, a substitution σ is called a unifier for s and t if sσ = tσ. It is called a most
general unifier (mgu) if for any other unifier τ of s and t there exists a substitution δ with σδ = τ . s is called an
instance of t if there exists a substitution σ such that tσ = s.
An atom ordering ≺ is a well-founded, total ordering on ground atoms. For the atom ordering ≺, A  B is
defined by A ≺ B or A = B. An atom A is maximal with respect to a multiset of atoms ∆, if for all B ∈ ∆ we
have A 6≺ B. Any atom ordering ≺ is extended to literals by A ≺ ¬A ≺ B if A ≺ B. The multiset extension
≺mul of an ordering ≺ is defined by M1 ≺mul M2 iff M1 6= M2 and for all m ∈ M1 with M1 (m) > M2 (m)
there is an m0 ∈ M2 with m ≺ m0 . The multiset extension of the literal ordering induces an ordering on ground
clauses. The clause ordering is compatible with the atom ordering: if the maximal atom in C is greater than the
maximal atom in D then D ≺ C. We use ≺ simultaneously to denote an atom ordering and its literal and clause
extensions. For a ground clause set N and clause C, the set N ≺C = {D ∈ N | D ≺ C} denotes the clauses of
N smaller than C. A literal E (A or ¬A) is (strictly) maximal in a clause Γ → ∆, A (Γ, A → ∆) if there is no
literal in Γ → ∆ that is greater (or equal) than E with respect to ≺.
A Herbrand interpretation I is a - possibly infinite - set of ground atoms. A ground atom A is called true in I
if A ∈ I and false, otherwise. I is said to satisfy a ground clause C = Γ → ∆, denoted by I  C, if ∆ ∩ I 6= ∅ or
Γ 6⊆ I. A non-ground clause C is satisfied by I if I  Cσ for every grounding substitution σ. An interpretation
I is called a model of N , I  N , if I  C for every C ∈ N . A model I of N is considered minimal with respect
to set inclusion if there is no model I0 with I0 ( I and I0  N . A set of clauses N is satisfiable, if there exists a
model of N . Otherwise, the set is unsatisfiable.
2.1

Straight Dismatching Constraints

In the following, we extend clauses with dismatching constraints x 6= t which restrict the allowed ground instances.
An important restriction is that the term t is straight, i.e., it only has a single branch.
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Definition 1 (Straight Terms). A term f (s1 , . . . , sn ) is called straight, if f (s1 , . . . , sn ) is linear and all arguments
are variables except for at most one straight argument si .
For example, the terms f (x, f (a, y)) and f (x, f (y, z)) are straight, while f (x, f (a, b)) is not. We can identify
straight terms visually in their tree form, if there is exactly one branch with function symbols on each node.
f
f
f
f

f

f

a
a b
Note that for two different ground terms t1 and t2 , there always exists a position in both where they have different
function symbols. The path from the root to this position in t1 defines a straight term t that has only t1 as an
instance but not t2 . Thus, a straight terms are sufficient to isolate two ground instances.
Definition 2 (Straight Dismatching Constraint). A straight dismatching constraint π is of the form
^
si 6= ti
i∈I

where I is a finite set of indices, V
the si are arbitrary terms S
and the ti are straight terms.
Given a substitution σ, πσ = i∈I si σ 6= ti . lvars(π) = i∈I vars(si ) are the left hand variables in constraint
π. We further extend the set of constraints with the constants > and ⊥ representing the empty and the unsolvable
constraint, respectively. An atomic constraint s 6= t occurring in π is called a subconstraint of π. The length
|π| isVdefined as the number of subconstraints, i.e., |I|. The size, size(π), and depth, d(π), of a constraint
π = i∈I si 6= ti are the sum and maximum of the term depths of the ti , respectively. For brevity, we will call
straight dismatching constraints just constraints in the following.
Definition 3 (Solutions). Let π be a constraint, Σ a signature and V a set of variables with lvars(π) ⊆ V.
A solution of π over V is a grounding substitution δ over V such that for all i ∈ I, si δ is not an instance of
ti . DV (π) := {δ | δ is a solution of π over V}. A constraint is solvable if it has a solution and unsolvable,
otherwise. Two constraints are equivalent if they have the same solutions over all V. In particular, all grounding
substitutions are solutions of >, and ⊥ has no solution.
For example, consider the constraint π = x 6= b ∧ x 6= f (f (u)) ∧ x 6= g(v, w) with the signature F =
{a/0, b/0, f /1, g/2}. π is solvable and DV (π) = {{x 7→ a}, {x 7→ f (a)}, {x 7→ f (b)}, {x 7→ f (g(s, t))} | s, t ∈
T(F, ∅)} is the set of solutions of π over {x}.
Note that atomic constraints are not symmetric. For example x 6= a can have a solution while a 6= x is
unsolvable. Furthermore, the right-hand variables in a constraint can be arbitrarily renamed while the left-hand
variables are fixed. For example, the constraints x 6= f (v) and x 6= f (w) are equivalent but x 6= f (v) and
y 6= f (v) are not. For an atom P (g(x, y)) and a constraint x 6= f (y), the two y variables are not connected
since for σ = {y 7→ t}, P (g(x, y))σ = P (g(x, t)) but (x 6= f (y))σ = (x 6= f (y)). To avoid confusion, we generally
rename right-hand variables to be unique in a given context.
If δ is a solution of π ∧ π 0 , then δ is a solution of π and if δ is a solution of πσ, then σδ is a solution of π.
These two properties follow directly from the definition. We will ignore V if it is clear in a given context. For
example, if π restricts the clause C, V is always vars(C) ∪ lvars(π).
V
Definition 4 (Constraint Normal Form). A constraint π = i∈I si 6= ti is called normal, if all si are variables
and for all si = sj with i 6= j, ti is not an instance of tj .
Definition 5 (Constraint Normalization). We define constraint normalization π ↓ as the normal form of the
following transition system over constraints.
1

π ∧ s 6= y

2

π ∧ f (s1 , . . . , sn ) 6= f (y1 , . . . , yn ) ⇒ ⊥

⇒ ⊥

3

π ∧ f (s1 , . . . , sn ) 6= f (t1 , . . . , tn )

⇒ π ∧ si 6= ti if ti is complex

4

π ∧ f (s1 , . . . , sn ) 6= g(t1 , . . . , tm )

⇒ π

5

π ∧ x 6= t ∧ x 6= tσ

⇒ π ∧ x 6= t
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if f 6= g

Lemma 6. Constraint normalization terminates.
Proof. The first and second rule trivially terminate the normalization. In the third rule, the size of the constraint
decreases. The last two rules reduce the length of the constraint.
Lemma 7. π↓ is a normal constraint and equivalent to π.
Proof. In the first and second rule, f (s1 , . . . , sn ) is an instance of y and f (y1 , . . . , yn ), respectively. Hence,
there are no solutions, which is equivalent to the unsatisfiable constraint ⊥. In the third rule, a grounding
substitution δ is a solution of f (s1 , . . . , sn ) 6= f (t1 , . . . , tn ), if and only if at least one sj δ is not an instance
of tj , i.e. f (s1 , . . . , sn ) 6= f (t1 , . . . , tn ) is equivalent to s1 6= t1 ∨ . . . ∨ sn 6= tn . However, since f (t1 , . . . , tn ) is
straight and the second rule does not apply, there is exactly one complex ti . Thus, each sj δ is an instance of
the respective variable tj for j 6= i and therefore s1 6= t1 ∨ . . . ∨ sn 6= tn simplifies to just si 6= ti . In the forth
rule, f (s1 , . . . , sn ) can never be an instance of g(t1 , . . . , tm ) for any grounding substitution. Hence, all solutions
of π are solutions of π ∧ f (s1 , . . . , sn ) 6= g(t1 , . . . , tm ). In the last rule, let δ be a solution of π ∧ x 6= t. Then, xδ
is not an instance of t and hence, not an instance of tσ either. Therefore, δ is a solution of π ∧ x 6= t ∧ x 6= tσ.
All rules together cover every case where the left-hand side of a subconstraint is not a variable or there are two
constraints x 6= t and x 6= s where s is an instance of t. Hence, π↓ is a normal constraint.
Definition 8 (Constrained Clause). A pair of a clause and a constraint (C; π) is called a constrained clause. A
constrained clause is normal, if π is normal and lvars(π) ⊆ vars(C). For a given signature Σ, the set G((C; π)) =
{Cδ | δ ∈ DV (π), V = vars(C) ∪ lvars(π)} is called the set of ground instances of (C; π). The notion extends to
sets of constrained clauses. Two constrained clauses are equivalent if they have the same ground instances. A
Herbrand interpretation I satisfies (C; π), if I  G((C; π)).
Note that in the context of a constrained clause (C; π), a solution δ of π is implicitly over V = vars(C)∪lvars(π)
such that Cδ ∈ G((C; π)). We can now also formally define the refinement described in the introduction.
Lemma 9 (Refinement). Let N ∪ {(C; π)} be a constrained clause set, x ∈ vars(C) and t a straight term with
vars(t) ∩ vars(C) = ∅. Then N ∪ {(C; π)} and N ∪ {(C; π ∧ x =
6 t), (C; π){x 7→ t}} are equisatisfiable.
Proof. Let Cδ ∈ G((C; π)). If xδ is not an instance of t, then δ is a solution of π∧x 6= t and Cδ ∈ G((C; π∧x 6= t)).
Otherwise, δ = {x 7→ t}δ 0 for some substitution δ 0 . Then, δ 0 is a solution of π{x 7→ t} and thus, Cδ = C{x 7→
t}δ 0 ∈ G((C{x 7→ t}; π{x 7→ t})). Hence, G((C; π)) ⊆ G((C; π ∧ x 6= t)) ∪ G((C; π){x 7→ t}). Therefore, if I is a
model of N ∪ {(C; π ∧ x 6= t), (C; π){x 7→ t}}, then I is also a model of N ∪ {(C; π)}.
Let D ∈ G((C; π ∧ x 6= t)) ∪ G((C; π){x 7→ t}). If D = Cδ ∈ G((C; π ∧ x 6= t)), then δ is also a solution of
π and therefore D ∈ G((C; π)). If D = C{x 7→ t}δ ∈ G((C; π){x 7→ t}), then {x 7→ t}δ is a solution of π and
therefore D ∈ G((C; π)). Hence, G((C; π ∧ x 6= t)) ∪ G((C; π){x 7→ t}) ⊆ G((C; π)). Therefore, if I is a model of
N ∪ {(C; π)}, then I is also a model of N ∪ {(C; π ∧ x 6= t), (C; π){x 7→ t}}.
Consider again the introductory example. Lifting the conflicting core of the approximation failed because
the so-called lift-conflict D = Q(f (f (b))), Q(f (f (a))) → P (g(f (f (a)), f (f (b)))) is not an instance of the original
clause Q(x) → P (g(x, f (x))). Specifically, because x cannot be instantiated with an instance of both f (f (a)) and
f (f (b)). Therefore, we refine the original clause with the instantiation {x 7→ f (f (a))} and the opposing constraint
x 6= f (f (a)), resulting in C1 = Q(f (f (a))) → P (g(f (f (a)), f (f (f (a))))) and C2 = (Q(x) → P (g(x, f (x))) ; x 6=
f (f (a))). D differs from C1 because both occurrences of x are already instantiated with f (f (a)), excluding
any approximations, where the second x is instantiated with f (f (b)). Since x 6= f (f (a)) has no solutions
where x is instantiated with f (f (a)) and our approximation preserves this fact, D can not be inferred from the
approximation of C2 . Therefore, the lift-conflict D can not happen again.
V
Lemma 10 (Clause Simplification).
V A constrained clause (C; π ∧ i∈I x 6= ti ) is equivalent to (C; π), if π is
normal, x ∈
/ vars(C) ∪ lvars(π) and i∈I x 6= ti is solvable.
V
Proof. Let Cδ ∈ G(C; π), where δ is a solution of π over V.V Because i∈I x 6= ti is solvable, there is a
solution {x
V 7→ t} over {x}. Then, δ[x 7→ t] is a solution of i∈I x 6= ti ∧ π over V ∪ {x}. Hence, Cδ[x 7→
t] ∈ G(C; i∈I x 6= ti ∧ π). The reverse direction is trivial.
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Lemmas 7 and 10 show that for any constrained clause there exists an equivalent normal clause. In the
following we assume that constrained clauses are normal.
Lastly in this section, we show that solvability of a constraint is decidable. Note that not all unsolvable
constraints trivially normalize to ⊥. A normal constraint can actually be both solvable and unsolvable depending
on the signature. For example, x 6= a is a normal constraint that is solvable for signature {a/0, b/0} but unsolvable
for signature {a/0}. A discussion of the implementation is deferred to Section 4.
V
Proposition 11. A constraint π has no solution if and only if π↓= ⊥ or there exists a subset πx = i∈I x 6= si
of π↓ that has no solution.
Definition 12 (Shallow Instances). Let {y1 , y2 , . . .} be an infinite set of pairwise distinct variables. We define
the set of shallow instantiations of x under signature Σ as the set of substitutions
ΘΣ
x = {{x 7→ f (y1 , . . . , yn )} | f ∈ F}.
Note that if the set of function symbols F is infinite, ΘΣ
x is also infinite, but then any constraint is trivially
solvable if its normal form is different from ⊥. In the context of oredered resolution, the function symbols
appearing in the input clause set constitute a finite signature.
V
Lemma 13. A constraint πx = i∈I x 6= si has no solution under signature Σ if and only if πx σ has no solution
for every σ ∈ ΘΣ
x.
Proof. “⇒”. Assume δ is a solution of πx σ for some shallow instantiation σ. Then, σδ is a solution of πx , which
contradicts the assumption.
“⇐”. Assume δ is a solution of πx . Then, xδ is ground V
and hence, xδ = f (y1 , . . . , yn )σ for some function
f ∈ F and substitution σ. Thus, πx {x 7→ f (y1 , . . . , yn )} = i∈I f (y1 , . . . , yn ) 6= si has σ as a solution, which
contradicts the assumption.
Lemma 14. Solvability of a constraint π is decidable.
Proof. If F is not finite, a constraint π has no solution if and only if π↓= ⊥. Let π↓= πx1 ∧ . . . ∧ πxn with xi 6= xj
for i 6= j. Because |πxi | is finite, there exists a function symbol f ∈ F such that xi 6= f (~t ) ∈
/ πxi for all straight
terms f (~t ). Thus, for an arbitrary ground term f (~s ), σi = {xi 7→ f (~s )} is a solution of πxi . Then, σ1 ∪ . . . ∪ σn
is a solution of π.
If F is finite, we use Proposition 11 and Lemma 13 recursively to check solvability of π. Using Proposition 11
we pick the constraints of one variable. Then the constraints are instantiated according to Lemma 13. The
instantiated constraints are normalized and then the overall procedure is repeated until either ⊥ or > is derived. The procedure terminates because each instantiation strictly decreases the term depths of the respective
constraint and the signature is finite.

3

Ordered Resolution with Straight Dismatching Constraints

In this section we define an ordered resolution calculus with selection and redundancy on constrained clauses.
In [NR01] the authors show that superposition without equality, i.e., ordered resolution, is compatible with
arbitrary constraint systems. So their completeness results provide completeness for a straightforward combination of straight dismatching constraints with ordered resolution. However, our calculus is by far more refined.
The constraints are already considered in order to determine maximal literals, they are an inherent part of our
notion of redundancy and normalization and inheritance is built into the inference rules. Therefore, we provide here a separate proof of completeness that follows the classical superposition completeness recipe without
constraints [BG94].
Definition 15 (Orderings with Constraints). Let ≺ be an ordering on ground atoms. A literal A is called
(strictly) maximal in a clause (C ∨ A; π) if and only if there exists a solution δ of π such that for all literals B
in C, Bδ  Aδ (Bδ ≺ Aδ).
Definition 16 (Selection). A selection function assigns to a clause Γ → ∆ a possibly empty subset of Γ. For a
clause C and selection function sel, the literals in sel(C) are called selected.
Definition 17 (Redundancy). For a given ordering on ground clauses ≺, a constrained clause (C; π) is redundant
w.r.t. N if for every D ∈ G((C; π)), there exist D1 , . . . , Dn ∈ G(N )≺D with D1 , . . . , Dn  D.
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Note that a constrained clause (C; π) with a tautology C or an unsolvable constraint π is redundant. As
usual, our notion of redundancy does not cover cases such as A(x) subsuming A(f (x)). It can be extended to
consider such matches by extending the ordering [BG94] or the notion of fairness [NR01].
Definition 18 (Constrained Subsumption). A clause (C; π) subsumes (D; π 0 ) if there is a substitution σ such
that Cσ ( D and DV (π 0 ) ⊆ DV (πσ).
Lemma 19. If (C; π) subsumes (D; π 0 ), (D; π 0 ) is redundant in N ∪ {(C; π)}.
Proof. Let Dδ ∈ G((D; π 0 )). Then, δ is a solution of πσ and hence, Cσδ ∈ G((C; π)). Since Cσδ ⊂ Dδ,
Cσδ ∈ G((C; π))≺Dδ and Cσδ  Dδ. Therefore, (D; π 0 ) is redundant in N ∪ {(C; π)}.
Definition 20 (Constrained Condensation). A constrained clause (C; π) can be condensed if there exists a
substitution σ such that (Cσ; πσ) with duplicate literals removed subsumes (C; π). (Cσ; πσ) is then called the
condensation of (C; π).
Definition 21 (Constrained Subsumption Resolution). Let (C ∨ A; π) and (D ∨ ¬A0 ; π 0 ) be two constrained
clauses. Let σ be the matcher Aσ = A0 and let (C; π)σ subsume (D; π 0 ), then (D; π 0 ) is called a subsumption
resolvent of the clauses (C ∨ A; π) and (D ∨ ¬A0 ; π 0 ).
In the presence of (D; π 0 ) the clause (D∨¬A0 ; π 0 ) is redundant. Therefore, in practice, subsumption resolution
directly replaces (D ∨ ¬A0 ; π 0 ) with (D; π 0 ).
Definition 22 (Constrained Resolution).
(Γ1 → ∆1 , A ; π1 )
(Γ2 , B → ∆2 ; π2 )
((Γ1 , Γ2 → ∆1 , ∆2 )σ ; (π1 ∧ π2 )σ↓)
1.
2.
3.
4.

, if

σ = mgu(A, B);
(π1 ∧ π2 )σ↓ is solvable;
Aσ is strictly maximal in (Γ1 → ∆1 , A; π1 ∧ π2 )σ and sel(Γ1 → ∆1 , A) = ∅;
B ∈ sel(Γ2 , B → ∆2 ) or sel(Γ2 , B → ∆2 ) = ∅ and ¬Bσ maximal in (Γ2 , B → ∆2 ; π1 ∧ π2 )σ.

Definition 23 (Constrained Factoring).
(Γ → ∆, A, B ; π)
((Γ → ∆, A)σ; πσ↓)
1.
2.
3.
4.

, if

σ = mgu(A, B);
πσ↓ is solvable;
sel(Γ → ∆, A, B) = ∅;
Aσ is maximal in (Γ → ∆, A, B; π)σ

Lemma 24 (Soundness). Constrained Resolution and Factoring are sound.
Proof. Let (Γ1 , Γ2 → ∆1 , ∆2 )σδ be a ground instance of ((Γ1 , Γ2 → ∆1 , ∆2 )σ; (π1 ∧ π2 )σ). Then, δ is a solution
of (π1 ∧ π2 )σ and σδ is a solution of π1 and π2 . Hence, (Γ1 → ∆1 , A)σδ and (Γ2 , B → ∆2 )σδ are ground
instances of (Γ1 → ∆1 , A; π1 ) and (Γ2 , B → ∆2 ; π2 ), respectively. Because Aσδ = Bσδ, if (Γ1 → ∆1 , A)σδ and
(Γ2 , B → ∆2 )σδ are satisfied, then (Γ1 , Γ2 → ∆1 , ∆2 )σδ is also satisfied. Therefore, Constrained Resolution is
sound.
Let (Γ → ∆, A)σδ be a ground instance of ((Γ → ∆, A)σ; πσ). Then, δ is a solution of πσ and σδ is a solution
of π. Hence, (Γ → ∆, A, B)σδ is a ground instance of (Γ → ∆, A, B; π). Because Aσδ = Bσδ, if (Γ → ∆, A, B)σδ
is satisfied, then (Γ → ∆, A)σδ is satisfied. Thus, Constrained Factoring is sound.
Definition 25 (Saturation). A constrained clause set N is called saturated up to redundancy, if for every
inference between clauses in N the result (R; π) is either redundant in N or G((R; π)) ⊆ G(N ).
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Definition 26 (Partial Minimal Model Construction). Given a constrained clause set N , an ordering ≺ and a
selection function sel, we construct an interpretation IN for N , called a partial model, inductively on the ground
instances of clauses from N as follows:
[
δD
IC :=
D∈G(N )≺C

δC :=


 {A}


IN :=

∅
[

if C = Γ → ∆, A
A strictly maximal, sel(C) = ∅ and IC 6 C
otherwise
δC

C∈G(N )

A clause C with δC 6= ∅ is called productive. The smallest ground instance C ∈ G(N ), where IN 6 C, is called
the minimal false clause. If no minimal false clause exists, then IN is a model of N .
Recall that a ground instance of a constraint clause is a standard clause, Definition 8.
Lemma 27 (Completeness). Let N be a constrained clause set saturated up to redundancy by ordered resolution
with selection. Then N is unsatisfiable, if and only if (; >) ∈ N .
Proof. Assume N is unsatisfiable, but (; >) ∈
/ N . For the partial model IN , there exists a minimal false clause
Cσ ∈ G((C; π)) for some (C; π) ∈ N .
Cσ is not productive, because otherwise IN  Cσ. Hence, either sel(C) 6= ∅ or no positive literal in Cσ is
strictly maximal. Assume C = Γ2 , B → ∆2 with B ∈ sel(C) or ¬Bσ maximal. Then, Bσ ∈ ICσ and there
exists a ground instance (Γ1 → ∆1 , A)τ = Dτ ≺ Cσ of some clause (D; π 0 ) ∈ N , which produces Aτ = Bσ.
Therefore, there exists a ρ = mgu(A, B) and ground substitution δ such that Cσ = Cρδ, Dτ = Dρδ. Since
ρδ = σ is a solution of π and π 0 , δ is a solution of (π ∧ π 0 )ρ. Under these conditions, constrained resolution can
be applied to (Γ1 → ∆1 , A; π 0 ) and (Γ2 , B → ∆2 ; π). Their resolvent (R; πR ) = ((Γ1 , Γ2 → ∆1 , ∆2 )ρ; (π ∧ π 0 )ρ)
is either redundant in N or G((R; πR )) ⊆ G(N ). Its ground instance Rδ is false in IN and Rδ ≺ Cσ. If (R; πR )
is redundant in N , there exist C1 , . . . , Cn in G(N )≺Rδ with C1 , . . . , Cn  Rδ. Because Ci ≺ Rδ ≺ Cσ, IN  Ci
and hence IN  Rδ, which contradicts IN 6 Rδ. Otherwise, if G((R; πR )) ⊆ G(N ), then Rδ ∈ G(N ), which
contradicts Cσ being minimal false.
Now, assume sel(C) = ∅ and C = Γ → ∆, B with Bσ maximal. Then, C = Γ → ∆0 , A, B with Aσ = Bσ.
Therefore, there exists a ρ = mgu(A, B) and ground substitution δ such that Cσ = Cρδ and ρδ is a solution
of π. Hence, δ is a solution of πρ. Under these conditions, constrained factoring can be applied to (Γ →
∆0 , A, B; π). The result (R; πR ) = ((Γ → ∆0 , A)ρ; πρ) is either redundant in N or G((R; πR )) ⊆ G(N ). Its
ground instance Rδ is false in IN and Rδ ≺ Cσ. If (R; πR ) is redundant in N , there exist C1 , . . . , Cn in G(N )≺Rδ
with C1 , . . . , Cn  Rδ. Because Ci ≺ Rδ ≺ Cσ, IN  Ci and hence IN  Rδ, which contradicts IN 6 Rδ.
Otherwise, if G((R; πR )) ⊆ G(N ), then Rδ ∈ G(N ), which contradicts Cσ being minimal false.
Therefore, if (; >) ∈
/ N , no minimal false clause exists and N is satisfiable.
As an example for an application of the calculus we consider the following puzzle [Pel86]: “Someone who
lives in Dreadsbury Mansion killed Aunt Agatha. Agatha (a), the butler (b), and Charles (c) live in Dreadsbury
Mansion, and are the only people who live therein.”
( → K(a, a), K(b, a), K(c, a) ; >)

[1 : Inp]

”A killer always hates his victim, and is never richer than his victim.”
[2 : Inp]
[3 : Inp]

(K(x, y) → H(x, y) ; >)
(K(x, y), R(x, y) → ; >)

”Charles hates no one that Aunt Agatha hates. Agatha hates everyone except the butler.” The compact representation of this exception results in a non-trivial straight dismatching constraint.
[4 : Inp]

(H(a, x), H(c, x) → ; >)
( → H(a, x) ; x 6= b)

[5 : Inp]
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”The butler hates everyone not richer than Aunt Agatha. The butler hates everyone Agatha hates.”
( → R(x, a), H(b, x) ; >)

[6 : Inp]

(H(a, x) → H(b, x) ; >)

[7 : Inp]

”No one hates everyone. Agatha is not the butler. Therefore Agatha killed herself.”
[8 : Inp]

(H(x, a), H(x, b), H(x, c) → ; >)

[9 : Inp]

(K(a, a) → ; >)
( → K(b, a), K(c, a) ; >)

[10 : SubRes : 1, 9]

(H(c, x) → ; x 6= b)

[11 : Res : 5, 4]

( → H(b, x) ; x 6= b)

[12 : Res : 5, 7]

(K(c, x) → ; x 6= b)

[13 : Res : 2, 11]

( → K(b, a) ; >)

[14 : SubRes : 10, 13]

(R(b, a) → ; >)

[15 : Res : 14, 3]

( → H(b, b) ; >)

[16 : Res : 6, 15]

(H(b, a), H(b, c) → ; >)

[17 : Res : 16, 8]

(H(b, c) → ; >)

[18 : SubRes : 17, 12]

( ; >)

[19 : SubRes : 18, 12]

4

Operations on Constraints

In this section we consider implementation aspects of constraints including the representation of constraints, the
solvability test and operations on constraints.
Straight Term Encoding
Looking again at constrained resolution, factoring, and normalization, note that the constraint-terms of the
inference are all subterms of the constraints of the parent clauses. This means that throughout a saturation,
every straight constraint term is a subterm of the constraints in the input set. Therefore, in an implementation
we can store the input constraints separately and represent atomic constraints as just a variable and a pointer
to the respective subterm.
Furthermore, by adding for each n-ary function symbol f the unary functions f1 , . . . , fn and a constant symbol
f0 , we can encode and store any straight term as an array of function symbols terminated by a constant symbol.
For example, f (x, f (a, y)) and f (x, f (y, z)) become f2 , f1 , a0 and f2 , f0 , respectively.
Sorting
All of the operations on constraints can be applied on arbitrary constraints, but most of them become significantly
faster if the constraints are sorted. Given total orderings on X and F, we sort normal atomic constraints ascending
the following order:
x 6= [l]

< y 6= [r]

x 6= fi , [l] < x 6= gj , [r]

if

x <X y

if f <F g

x 6= fi , [l] < x 6= fj , [r]

if

i <N j

x 6= fi , [l] < x 6= fi , [r]

if

0 <N i and x 6= [l] < x 6= [r]

The first operation that becomes faster after sorting is the fifth normalization rule (Definition 5). In a sorted
constraint, x 6= t will be immediately followed by any x 6= tσ1 , . . . , x 6= tσn , because any straight instance of a
straight term fi , . . . , g0 has the form fi , . . . , gj , . . . , h0 .
While initially sorting a constraint takes linear-logarithmic time, sorting new constraints created from already
sorted constraints is generally faster. Adding a fresh constraint and intersection require only a linear insert and
merge operation, respectively.

104

Substitution and normalization, π{x 7→ t}↓, preserves the sorting if t is linear and variable disjoint from the
left-hand variables of π. Otherwise, we can first bucket sort the constraint depending on the left-hand variables
without changing the ordering of the subconstraints with the same variables. Then, we merge the individual
partially sorted intervals of subconstraints. For example, {x 6= f (t1 , z)∧. . .∧x 6= f (tn , z)∧x 6= f (z, s1 )∧. . .∧x 6=
f (z, sm )}{x 7→ f (y, y)} normalizes to {y 6= t1 ∧ . . . ∧ y 6= tn ∧ y 6= s1 ∧ . . . ∧ y 6= sm }, where y 6= t1 to y 6= tn and
y 6= s1 to y 6= sm are still sorted.
Solvability Check
Since clauses with an unsolvable constraint are tautologies, checking constraint solvability is an important tool
to avoid unnecessary inferences. Compared to the at least NP-complete solvability tests for general constraints
[Com91], solvability of straight dismatching constraints can be tested in linear time.
Considering again Lemma 14, note that for any shallow instantiation σ ∈ ΘΣ
x an atomic constraint (x 6= t)σ
normalizes to > except for exactly the one σ where both xσ and t have the same top function symbol. In that
case, normalization reduces the size of t by removing the top symbol of t. This means that in total every nonvariable position in the straight right-hand terms of the constraint is considered exactly once for each σ ∈ ΘΣ
x.
Solvability can therefore be decided in O(|F|size(π)).
If the subconstraints are sorted, the solvability check can be computed in-place, because each recursive call
on some πx and πσ↓ applies to non-overlapping and consecutive sections in the sorted constraint. Recall that
right hand sides of constraints do not share any variables. Now, looking at the overall recursive derivation tree
generated along the proof of Lemma 14, the follwing invariant holds: Each subterm of the right hand sides of the
inital constraint occurs at most once as a top level term on a right hand side constraint in the overall derivation
tree. Solvability of a sorted constraint π can therefore be decided independently of the size of F in O(size(π)).
Furthermore, we can use intermediate results of the solvability check to simplify the constraint. If πx {x 7→ t}
has no solutions for some straight term t but πx {x 7→ t}↓6= ⊥, we can add x 6= t to π (Corollary 29) which
replaces the sub-constraints in πx {x 7→ t}↓ by Definition 5.5.
Example
Consider the constrained clause set N consisting of
(P (x, x) → ; x 6= f (a))
(P (f (y), z) ; y 6= f (f (v)) ∧ z 6= f (f (a))).
Without the constraints, N is unsatisfiable because we could derive  using the unifier
σ = mgu(P (x, x), P (f (y), z)) = {x 7→ f (y), z 7→ f (y)}.
Instead, we use σ to analyze the constraints.
yσ 6= f (f (v)) ∧ zσ 6= f (f (a)) ∧ xσ 6= f (a)
= y 6= f (f (v)) ∧ f (y) 6= f (f (a)) ∧ f (y) 6= f (a)
⇒ y 6= f (f (v)) ∧ y 6= f (a) ∧ y 6= a
sorted y 6= a ∧ y 6= f (a) ∧ y 6= f (f (v))
For the solvability check, we use the signature {a/0, f /1} given by the input.
(y 6= a){y 7→ a} or (y 6= f (a) ∧ y 6= f (f (v))){y 7→ f (y)}.
⇒ a 6= a or y 6= a ∧ y 6= f (v).
⇒ ⊥ or [(y 6= a){y 7→ a} or (y 6= f (v)){y 7→ f (y)}].
⇒ ⊥ or [a 6= a or f (y) 6= f (v)].
⇒ ⊥ or [⊥ or ⊥].
⇒ ⊥.
Since the constraint is unsolvable, no resolution is performed and N is saturated. If the constraint were solvable,
for example, without the y 6= a constraint, we could replace y 6= f (a) ∧ y 6= f (f (v)) with y 6= f (v) since
(y 6= f (a) ∧ y 6= f (f (v))){y 7→ f (y)} is unsolvable.
Many-sorted Signature
We can further improve the chance to identify unsolvable constraints by using many-sorted signatures. Then,
the shallow instantiations θxΣ only range over the function symbols in the sort of variable x. In array-theories,
for example, data, indices, and arrays are usually modeled to be distinct from each other. A constraint on an
index-variable is therefore already unsolvable if just all ground terms of the index-sort are excluded. Without
sort information, such a constraint is still solvable.
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An algorithm to extract a many-sorted signature with a maximal number of sorts was introduced in [Cla03].
At first, all function and predicate symbols start with different sorts. Then, compute equivalence classes of sorts
that should be equal for the problem to be well-sorted: Wherever a function symbol is the argument of another
function or predicate, their result and argument sorts are the same and for each variable in each clause, the sorts
of its occurrences are also the same. Using union-find, the whole algorithm has linear complexity.
For first-order logic without equality, the resulting sorts are always monotone [CLS11], which means that the
unsorted and many-sorted versions of the same problem are equisatisfiable. As a consequence, the resolution
calculus can continue to use the unsorted signature while the constraint operations use the corresponding manysorted signature.
Subset Check
Another important advantage of straight constraints is the ability to efficiently check whether the solutions of
one constraint are a subset of the solutions of another constraint. The subset check allows common redundancy
eliminations such as subsumption, condensation, and subsumption resolution to account for constraints. For
example, (P (x); x 6= a) subsumes (P (x), Q(y); x 6= a ∧ y 6= b), while (Q(x); x 6= a) does not.
If πσ↓= > the subset condition on the solutions is trivially fulfilled, but even for general constraints, we can
decide the subset relation.
Lemma 28. Let π and π 0 be solvable normal constraints. Then DV (π) ⊆ DV (π 0 ) if and only if π{x 7→ t} has no
solutions for every subconstraint x 6= t in π 0 .
Proof. “⇒”. Assume there exists a subconstraint x 6= t in π 0 , such that δ is a solution of π{x 7→ t}. Then,
{x 7→ t}δ is a solution of π. Because x{x 7→ t}δ = tδ is an instance of t, {x 7→ t}δ is not a solution of π 0 . This
contradicts the assumption that DV (π) ⊆ DV (π 0 ).
“⇐”. Assume DV (π) 6⊆ DV (π 0 ). Let δ be a solution of π, but not of π 0 . There exists a subconstraint x 6= t
of π 0 such that xδ is an instance of t. Hence, there is a substitution σ such that δ = {x 7→ t}σ. Then, σ is a
solution of π{x 7→ t}. This contradicts the assumption that π{x 7→ t} has no solutions.

Corollary 29. A constraint π is equivalent to π ∧ x 6= t, if π{x 7→ t} has no solution.
Proof. DV (π ∧ x 6= t) ⊆ DV (π) holds trivially and DV (π) ⊆ DV (π ∧ x 6= t) follows from Lemma 28.
Note that if π was fully simplified according to Corollary 29, then π{x 7→ t} has no solutions if and only if
π{x 7→ t}↓= ⊥. This means π{x 7→ t} is unsolvable if there exists a constraint x 6= s ∈ π such that t is an
instance of s. If both π and π 0 are also sorted, we can therefore implement the subset check similar to a merge
in merge-sort in O(size(π) + size(π 0 )).
Ordering
As the name ordered resolution suggests the ordering on atoms holds another key role in the efficiency of the
calculus. Just as their unconstrained counterparts, the constrained resolution and factoring rules (Definitions 22
and 23) are only applied if the unified literals are (strictly) maximal. This means that we can avoid inferences
if we can show that these literals are not maximal.
In general, we can continue to use any traditional ordering by ignoring the constraints. If an atom is not
(strictly) maximal in the clausal part, it is not (strictly) maximal for any ground instance including the ones
solving the constraint. On the other hand, the constraint could be excluding all ground instances where the
atom is (strictly) maximal. For example, the lexicographic path ordering (LPO) can be extended with straight
dismatching constraints. Similar extensions are possible for the RPO and KBO.
Definition 30 (LPO with Constraints). Let s, t be terms, π a constraint and F finite. We define the constrained
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lexicographic path ordering with the following transition system on pairs (s ≺ t; π):
_
(f (s~n ) ≺ g(t~m ) ; π) ⇒
(f (s~n )  ti ; π) where g ≺ f
1≤i≤m

(f (s~n ) ≺ g(t~m ) ; π) ⇒

^

(si ≺ g(t~m ); π)

where f ≺ g

(sj ≺ f (t~n ); π)

∧ (si  ti ; π)

1≤i≤n

(f (t1 , . . . , ti−1 , si , . . . , sn ) ≺ f (t~n ) ; π) ⇒

^
i<j≤n

(x ≺ g(t~m ) ; π) ⇒
(s ≺ x

; π) ⇒

>
^

where x ∈ vars(g(t~m ))
(sσ ≺ xσ; πσ↓)

where x ∈ lvars(π)

(xσ ≺ tσ; πσ↓)

where x ∈ lvars(π)

Σ
σ∈θx

(x ≺ t

; π) ⇒

^
Σ
σ∈θx

(s ≺ t

; ⊥) ⇒

>

Lemma 31. Constrained lexicographic path ordering terminates.
Proof. The first to third rule each decrease the depth of s or t, while the constraint remains the same. The
fourth and last rules are trivially terminating. For the fifth and sixth rule, size(πσ↓) < size(π). Therefore, the
constrained lexicographic path ordering terminates.
Note that the first four rules directly follow the definition of ≺lpo and therefore (s ≺ t; >) is the same as
computing s ≺lpo t. The fifth and sixth rule reuse the principle idea of the solvability check to instantiate π
until it normalizes to > or ⊥. In the latter case, the last rule applies to remove instantiations that are excluded
by the constraint. For example, consider (a ≺ x ; x 6= a) with precedence a ≺ b ≺ f ≺ g. The only ground case
where a 6≺lpo x is (a ≺ a ; a 6= a), but the constraint a 6= a is unsolvable. Therefore, a ≺lpo x under constraint
x 6= a.
Furthermore, note that (a ≺ b ; b 6= a) ⇒∗ > directly implies that also (a ≺ f (x) ; f (x) 6= a) ⇒∗ > and
(a ≺ g(x, y) ; g(x, y) 6= a) ⇒∗ >. In general, we need to check only the “minimal” solution with respect to of
πx ≺lpo in the fifth rule. Analogously, the “maximal” solution of πx suffices for the sixth rule, if it exists. A
solution δ of πx is minimal (maximal) if for every solution δ 0 of πx , xδ lpo xδ 0 ( xδ lpo xδ 0 ). For example,
the constraint x 6= a ∧ x 6= f (b) ∧ x 6= f (f (u)) has under signature a ≺ b ≺ f the minimal solution {x 7→ b} and
maximal solution {x 7→ f (a)}, but no maximal solution exists under signature a ≺ b ≺ f ≺ g. If there is no
maximal solution, it means that arbitrarily large terms are solutions for πx . Then, we can immediately conclude
(x ≺ t; π) ⇒ ⊥ if x ∈
/ vars(t). Therefore, we can refine these rules to
(s ≺ x; π) ⇒ (sδ ≺ xδ; πδ↓)

where x ∈ lvars(π) and δ is the minimal solution of πx

(x ≺ t ; π) ⇒ (xδ ≺ tδ; πδ↓)

where x ∈ lvars(π) and δ is the maximal solution of πx

Just like the solvability check, minimal and maximal solutions can be computed in linear time. Unless an
earlier case allows an early termination, the previous rules would eventually generate all cases for solutions of x
including the minimal and maximal. Generating the cases alone corresponds to the work required to find the
minimal or maximal solution.
Lemma 32. Iff (s ≺ t; π) ⇒∗ >, then sδ ≺lpo tδ for every solution δ of π.
Proof. “⇒”: By induction on the derivation (s ≺ t; π) ⇒∗ >.
The first four rules W
follow directly from the definition of ≺lpo . For example, consider the first rule. Let
(f (s~n ) ≺ g(t~m ); π) ⇒ 1≤i≤m (f (s~n )  ti ; π) ⇒∗ >. Then, (f (s~n )  ti ; π) ⇒∗ > for at least one 1 ≤ i ≤ m.
By the inductive hypothesis, f (s~n )δ ≺lpo ti δ for every solution δ of π. Therefore by the definition of ≺lpo ,
f (s~n )δ ≺lpo g(t~m )δ for every solution V
δ of π.
For the fifth rule, let (s ≺ x; π) ⇒ σ∈θxΣ (sσ ≺ xσ; πσ) ⇒∗ >. Assume there is a solution δ of π such that
sδ 6≺lpo xδ. Then, xδ = f (y1 , . . . , yn )δ 0 for some substitution δ 0 and there is a σ = {x 7→ f (y1 , . . . , yn )} ∈ ΘΣ
x.

107

Since δ 0 is a solution of πσ, sσδ 0 6≺lpo xσδ 0 contradicts the inductive hypothesis on (sσ ≺ xσ; πσ) ⇒∗ >. The
sixth rule is analogous. The last rule is trivial as ⊥ has no solutions.
“⇐”: Let (s ≺ t; π) 6⇒∗ >, i.e., there is normal form (s ≺ t; π) ⇒∗ F , where F is either ⊥ or a formula
consisting of conjunctions and disjunctions of pairs (s ≺ t; π) where no rule can be applied. We prove by
induction on the derivation (s ≺ t; π) ⇒∗ F , that there is a solution δ of π such that sδ 6≺lpo tδ.
Again, the first four rules follow
V directly from the definition of ≺lpo . For example, consider the second
rule. Let (f (s~n ) ≺ g(t~m ); π) ⇒ 1≤i≤n (si  g(t~m ); π) 6⇒∗ >. Then, (f (s~n )  ti ; π) 6⇒∗ > for at least one
1 ≤ i ≤ n. By the inductive hypothesis, si δ 6≺lpo g(t~m )δ for a solution δ of π. Therefore, by the definition of
≺lpo , f (s~n )δ 6≺lpo g(t~m )δ for the solution
V δ of π.
For the fifth rule, let (s ≺ x; π) ⇒ σ∈θxΣ (sσ ≺ xσ; πσ) 6⇒∗ >. Then, (sσ ≺ xσ; πσ) 6⇒∗ > for at least one
σ ∈ ΘΣ
x . By the inductive hypothesis, sσδ 6≺lpo xσδ for a solution δ of πσ. Therefore, sσδ 6≺lpo xσδ for the
solution σδ of π. The sixth rule is analogous and the last rule contradicts (s ≺ t; π) 6⇒∗ >.
Constrained LP O extends to atoms and literals in the usual way.
Corollary 33. Let (C ∨ E; π) be a constrained clause. If (E ≺ L; π) ⇒∗ > ((E  L; π) ⇒∗ >) for some literal
L in C, then E is not (strictly) maximal in (C ∨ E; π) under ≺lpo .

5

Conclusion

We have presented a sound and complete ordered resolution calculus for first-order clauses with straight dismatching constraints. This constraint clause language enables a refinement method for our abstraction-refinement
calculus [TW15] by replacing an input clause by exactly two constrained clauses instead of a quadratically
((|Σ| − 1) · d(t), see Section 1) sized explicit representation using standard clauses [LM87]. At the same time,
a resolution prover only needs to store the input constraint terms once and can then store atomic constraints
in constant space. Aside from sorting constraints, all operations on constraints perform in linear time. This
is in contrast to general dismatching constraints where solvability is NP-hard [CL89]. SAT can be encoded as
solvability of dismatching constraints with only ground terms on the right-hand side. For example, the SAT
clause Ci = x1 ∨ ¬x2 ∨ x3 is encoded by the atomic constraint πi = fi (x1 , x2 , x3 ) 6= fi (false, true, false). Then
a general dismatching constraint π1 ∧ · · · ∧ πn as the result of the encoding of a clause set {C1 , . . . , Cn } with
signature Σ = {true, false} is solvable iff the clause set {C1 , . . . , Cn } is satisfiable. Currently, we are working on
the extension of classical decidable clause fragments to clauses with straight dismatching constraints.
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Abstract
We present a reasoning architecture for deciding subsumption for the
description logic ELQ. Our architecture combines saturation rules with
algebraic reasoning based on Integer Linear Programming (ILP). Deciding the so-called numerical satisfiability of a set of qualified cardinality restrictions is reduced to constructing a corresponding system
of linear inequalities and applying ILP methods in order to determine
whether this system is feasible. Our preliminary experiments indicate
that this calculus offers a better scalability for qualified cardinality restrictions than approaches combining both tableaux and ILP as well as
traditional (hyper)tableau methods.

1

Introduction and Motivation

We present a reasoning architecture for the description logic (DL) ELQ that is inspired by saturation-based
algorithms for EL [BBL05] but incorporates a new algebraic approach to decide subsumption for ELQ. ELQ
is as expressive as ALCQ because every ALCQ Tbox T can be rewritten to an ELQ Tbox T 0 such that T 0 is
a conservative extension of T . This is possible since ELQ allows one to write axioms denoting disjunction and
negation via QCRs (see Section 3 for an example).
The performance of the original ALCQ tableau algorithm [HB91] that is implemented by most DL reasoners
covering QCRs is not optimal. To perform a concept satisfiability test, this tableau algorithm creates role
successors to satisfy at-least restrictions, e.g. ≥ 20 R.C. Given at-most restrictions, e.g., ≤ 10 R.D, ≤ 10 R.E,
the algorithm resolves each R-successor as either D or ¬D, and E or ¬E. If an at-most restriction for R is
violated (≤ 10 R.D), the algorithm nondeterministically merges two R-successors that are instances of D. This
uninformed process is highly inefficient, especially when the algorithm has to deal with larger cardinalities and/or
large sets of related QCRs. In our previous work (originally inspired by [OK99]) we have shown that algebraic
tableau can improve reasoning on QCRs dramatically for DLs such as SHQ [FH10c], SHIQ [RH12], and SHOQ
[FH10a, FH10b]. The basic idea in these calculi is to transform a set of QCRs into a system of linear inequalities
to be solved by Integer Linear Programming (ILP). If ILP finds a solution to the system of inequalities, i.e.,
the system is feasible, then the corresponding set of QCRs is satisfiable provided completion rules encounter no
logical clashes for the returned numerical solution.
Although the prototypes implementing the above-mentioned approaches on algebraic tableaux [FH10c, RH12,
FH10b] could demonstrate runtime improvements of several orders of magnitude for reasoning about QCRs (and
nominals) we identified the following disadvantageous characteristics: (i) Given n QCRs (and nominals) the
naive encoding of the corresponding system of inequalities requires n rows and 2m columns, where m is the
cardinality of the set P of all the role names and concepts occurring in the n given QCRs. Let us illustrate
this with a small example: ≥ 2R.C u ≥ 2R.D u ≤ 2R.E. In this case, P = {R, C, D, E}, n = 3, m = 4. In
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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P
P
P
order to represent the QCRs as inequalities we create
xCi ≥ 2,
xDj ≥ 2,
xDk ≥ 2, and
xEl ≤ 2. For
instance, the variables xCi represent the cardinalities of all elements in the power set of P that contain C, R.
The same holds for the other variables respectively. As an additional constraint we specify that all variables
must be greater or equal to zero. Our objective function minimizes the sum of all variables. Intuitively speaking,
the above-mentioned concept conjunction is feasible and in this trivial case also satisfiable if the given system of
inequalities has an integer solution. It is easy to see that the size of such an inequality system is exponential to
m. Furthermore, in order to ensure completeness, we required a so-called choose rule that implements a semantic
split that nondeterministically adds for each variable x either the inequality x ≤ 0 or x ≥ 1. Unfortunately, this
m
uninformed choose rule could fire 22 times in the worst case and cause a severe performance degradation.
(ii) The employed ILP algorithms were best-case exponential in the number of occurring QCRs due to the
explicit representation of 2m variables. In [FH10a, FH10b] we developed an optimization technique called lazy
partitioning that tries to delay the creation of ILP variables but it cannot avoid the creation of 2m variables
in case m QCRs are part of a concept model. Our experiments in [FH10a, FH10b, FH10c] indicated that
quite a few ILP solutions can cause clashes due to lack of knowledge about known subsumptions, disjointness,
and unsatisfiability of concept conjunctions. This knowledge can help reducing the number of variables and
eliminating ILP solutions that would fail logically. For instance, an ILP solution for the example presented in
the previous paragraph might require the creation of an R-successor as an instance of C u D u ¬E. However, if
C and D are disjoint this ILP solution will cause a clash (and fail logically).
Characteristic (i) can be avoided by eliminating the choose rule for variables. This does not sacrifice completeness because the algorithms implementing our ILP component are complete (and certainly sound) for deciding
(in)feasibility. In case a system is feasible (or numerically satisfiable), dedicated saturation rules determine
whether the returned solutions are logically satisfiable. In case of logical unsatisfiability a corresponding unsatisfiable concept conjunction is added to the input of the ILP component and therefore monotonically constrains
the remaining feasibility space. Consequently, previously computed solutions that result in unsatisfiability are
eliminated. For instance, the example above would be deemed as infeasible once the ILP component learns that
C and D are subsumed by E and that C and D are disjoint.
The avoidance of characteristic (ii) is motivated by the observation that only a small number of the 2m
variables will have non-zero values in the optimal solution of the linear relaxation, i.e., no more variables than
the number of constraints following the characteristics of the optimal solution of a linear program, see, e.g.,
[Chv83]. As a consequence, only a limited number of variables have a nonzero value in the integer optimal
solution. In addition, linear programming techniques such as column generation [DW60, GG61] can operate
with as few variables as the set of so-called basic variables in linear programming techniques at each iteration,
i.e., nonbasic variables can be eliminated and are not required for the guarantee of reaching the conclusion that a
system of linear inequalities is infeasible, or for reaching an optimal LP solution. Although the required number
of iterations varies from one case to another, it is usually extremely limited in practice, in the order of few times
the number of constraints. The efficiency of the branch-and-price approach, which is required in order to derive
an ILP solution, see, e.g., [BJN+ 98, Van11, LD05], depends on the quality of the integrality gap (i.e., how far
the optimal linear programming solution is from the optimal ILP solution in case the system of inequalities
is feasible, and on the level of infeasibility otherwise). Several studies have been devoted to improving the
convergence of column generation algorithms, especially when degeneracy occurs (see, e.g., [DGL14]) or when
convergence is too slow (see, e.g., [ADF09]), and to accelerating the convergence of branch-and-price algorithms
[DDS11]. Furthermore, our ILP component considers known subsumptions, disjointness, and unsatisfiability of
concept conjunctions and uses a different encoding of inequalities that already incorporates the semantics of
universal restrictions. We delegate the generation of inequalities completely to the ILP component.
To summarize, the novel features of our architecture are (i) saturation rules that do not backtrack to decide
subsumption (and disjointness); (ii) feasibility of QCRs is decided by ILP (in contrast to [BMC+ 16]); (iii)
our revised encoding of inequalities and the aggregation of information about subsumption, disjointness, and
unsatisfiability of concept conjunctions allows a more informed mapping of QCR satisfiability to feasibility and
reduces the number of returned solutions that fail logically; (iv) the best-case time complexity of our ILP
feasibility test is polynomial to the number of inequalities [Meg87]. In the following sections we present our
saturation rules, introduce our ILP approach, sketch soundness, completeness, and termination, present our
preliminary evaluation results, and conclude with a summary and future work.
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2

A Calculus for ELQ

The DL ELQ allows the concept-forming constructors u (conjunction), ≤ (at-most restriction), and ≥ (at-least
restriction). The semantics of ELQ concepts and roles is defined by an interpretation I = (∆I , ·I ) that maps
a concept A ∈ NC (NC is a set of concept names) to AI ⊆ ∆I and a role R ∈ NR (NR is a set of roles) to
RI ⊆ ∆I × ∆I . We assume the predefined concepts > and ⊥ with >I = ∆I and ⊥I = ∅. ELQ concepts are
inductively defined from the sets NC and NR using the constructors as follows (n, m ∈ N, n ≥ 1, k · k denotes set
cardinality, F R,C (x) = {y ∈ C I | (x, y) ∈ RI }): (i) (C u D)I = C I ∩ DI ; (ii) (≥ n R.C)I = {x | kF C,R (x)k ≥ n};
(iii) (≤ m R.C)I = {x | kF C,R (x)k ≤ m}. The latter two constructors are called QCRs. A concept C is satisfiable
if there exists an I such that C I 6= ∅.
An ELQ Tbox T is defined as a finite set of axioms of the form C v D and such an axiom is satisfied by I if
C I ⊆ DI . We call I a model of T if it satisfies all axioms in T . We use CAT to denote the set that contains >
Q
A
and all concept names used in T , C¬A
T = {¬A | A ∈ CT \ {>}}, CT to denote the set that contains all QCRs (and
Q
A
¬A
their negation) used in T , and define CT = CT ∪ CT ∪ CT . We use RT to denote the set of roles used in T .
A Tbox T is normalized if all axioms are of the form A1 v B, A1 v ./ n R.A2 , ./ n R.A1 v B, A1 u A2 v B,
with B ∈ CAT ∪ {⊥}, A1 , A2 ∈ CAT , and ./ ∈ {≥, ≤}. It is easy to see that this can be done in polynomial time
following the normalizations described in [BBL05, Kaz09, SMH14]. A normalized Tbox is always in negation
normal form because it does not allow the occurrence of negation. Some of our saturation rules make use of
the negation operator ¬˙ which returns the negation normal form for named concepts and QCRs defined as
¬(C)
˙
= ¬C, ¬(¬C)
˙
= C, ¬(≤
˙
m R.C) = ≥ m+1 R.C, and ¬(≥
˙
n R.C) = ≤ n−1 R.C for m ≥ 0, n ≥ 1.
We adopted the idea of saturation graphs from [BBL05, SGL14]. Our saturation graphs have been extended
to deal with ELQ and delegate numerical reasoning on QCRs to an ILP component.
A saturation graph G = (V, E, L, LP , L¬
P ) is a directed graph where V = VP ∪VA ∪VC such that VP , VA , VC are
pairwise disjoint. VP = {vA | A ∈ CAT } is the set of predefined nodes, VA = {vS | S ⊆ CAT } the set of anonymous
nodes representing role successors, and VC is the set of nodes called QCR clones representing subsumption or
disjointness tests based on QCRs. Each node vS ∈ V uniquely represents either an element (S ∈ L(vS )) of
CAT or a subset (S ⊆ L(vS )) of CAT ∪ C¬A
T . We also call S the initial label of vS . Each v ∈ V is labelled with
Q
A
a set of concepts L ⊆ CT ∪ {⊥} and sets of subsumption tuples LP , L¬
P ⊆ {hp, qi | p ⊆ CT , q ⊆ CT }. Each
0
0
0
edge hv, v i ∈ E is labelled with a set L(v, v ) ⊆ RT where v is called an r-successor (R-successor) of v with
r ⊆ L(v, v 0 ) (R ∈ L(v, v 0 )).
Given a normalized Tbox T and a corresponding saturation graph G the label set LP (L¬
P ) contains tuples
specifying subsumption (disjointness) conditions caused by QCRs. A subsumption tuple of the form hp, qi consists
of a set of precondition concepts p ⊆ CAT and a set of QCRs q ⊆ CQ
T . Some of the rules that operate on LP
∈
∪) operators, and a map (ϕ)
,
is
new),
subset
(⊂
and L¬
make
use
of
special
(negated)
membership
(
P
∼
∼ ), union (∼
∈
/ S and add to(Q, S) as S ← S ∼
∪ {h{>}, {Q}i} if Q is a QCR or
operator. We define is new(q, S) = h{>}, {q}i ∼
∪ Q if Q is a set of subsumption tuples.
S←S∼
∈ T is true if there are p0 , q 0 such that hp0 , q 0 i ∈ T , p ⊆ p0 , and
Given sets T, T 0 of subsumption tuples, hp, qi ∼
0
0
0
∈ T holds. {hp1 , s1 i} ∼
∪ {hp2 , s2 i} is defined as {hp2 , s1 ∪ s2 i} if p1 ⊆ p2 and
q⊆q;T ⊂
∼ T is true if ∀t ∈ T ⇒ t ∼
{hp1 , s1 i, hp2 , s2 i} otherwise. The map operator is defined as ϕ(A, T ) = {hp ∪ {A}, qi | hp, qi ∈ T } with A ∈ CAT .
Our saturation rules interface the ILP component via the predicate infeasible(S) which transforms all QCRs
in S to a corresponding system of inequalities and returns true if this system is infeasible. Otherwise it returns
false. If S contains no QCRs it also returns false. A node v is called numerically satisfiable or feasible, if the set
Q ⊆ L(v) of QCRs is feasible. A concept A is called feasible if its node vA is feasible. The number of possible
solutions for a feasible node can be huge1 and quite a few solutions might eventually cause logical unsatisfiability.
In order to ensure termination and logically constrain the number of possible solutions for a node v as much as
possible, the ILP component makes use of concept information derived from a Tbox T and its saturation graph
G. For a node v ∈ VP ∪ VA we define Qv = {C | ./ n R.C ∈ L(v)} ∪ {¬D | ≤ 0 R.D ∈ L(v)} as the set of QCR
qualifications occurring in L(v). The information aboutSconcept unsatisfiability and subsumption, which is used
by the ILP component, is defined by the set unsat S= v∈VP ∪VA unsat v , which contains sets of concepts whose
conjunction is unsatisfiable, and the set subs v = v∈VP ∪VA subs v , which contains sets of tuples representing
entailed subsumption relationships of the form A v B or A1 u A2 v B.
unsat v = {{A} | A ∈ Qv , ⊥ ∈ L(vA )} ∪ {q | q ⊆ Qv , ⊥ ∈ L(vq ), vq ∈ VA } ∪
{{Ai , Aj } | ¬Ai ∈ L(vAj ), {Ai , Aj } ∩ Qv 6= ∅, i, j ∈ 1..2, i 6= j}
1 In [FH10c, Sec. 4.1.1] it was shown that if a node label contains p (q) QCRs of the form ≥ n R .C (≤ m R0 .C 0 ), then 2qN
i i i
j j
j
P
cases/solutions can exist with N = pi=1 ni .
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subs v = {h{A1 , A2 }, Bi | {A1 , A2 } ⊆ Qv , C1 u C2 v D ∈ T , Ci ∈ L(vAi ), B ∈ L(vD ), i ∈ 1..2} ∪
{h{A}, Bi | B ∈ L(vA ), A ∈ Qv }
In case a node v is numerically satisfiable, the set σ(v) contains solutions for feasible inequality systems
denoted by the QCRs in L(v). A QCR solution is described by a set of tuples of the form hr, q, ni with r ⊆ RT
and q ⊆ CAT ∪ C¬A
T sets of roles and concepts respectively, and n denotes the cardinality of the set of r-successors
that are instances of all concepts contained in q.
A saturation graph G is initialized with representative nodes for all concepts in CAT . For instance, for a concept
A a node vA is created with L(vA ) = {>, A} and LP (vA ) = L¬
P (vA ) = ∅. The saturation rules are applied to an
initialized saturation graph until no rule is applicable anymore. Only the vP4 -Rule and v¬
P4 -Rule with v ∈ VC
can be applied to a node v if ⊥ ∈ L(v).
This algorithm computes the named subsumers for all predefined nodes and, thus, decides satisfiability and
subsumption for all concepts in CAT . A concept A is satisfiable iff ⊥ ∈
/ L(vA ), and A is subsumed by B iff
B ∈ L(vA ). The top section of Figure 1 contains five rules. The v-Rule (v¬ -Rule) allows a QCR or named
concept on its right-hand (left-hand) side. The v∗ -Rule ensures that L(v) contains all QCRs and (negated) named
concepts inherited from its subsumers. The vu -Rule is a standard EL rule complemented by its contrapositive
version (v¬
u -Rule). The second section contains two rules that deal with role successors where # denotes the
cardinality of an anonymous node. If hr, q, ni ∈ σ(v) the fil-rule and e-rule ensure that an edge r ⊆ L(v, vq )
exists that connects v to an anonymous successor vq with L(vq ) = q and #vq = n, i.e., vq represents n identical
r-successors of v.
For a node v the ⊥-Rule records clashes by adding ⊥ to L(v). For a node v 0 created by the fil-rule there is
no need to propagate ⊥ to its predecessor v because v 0 represents one of possibly many existing QCR solutions
for v. If all QCR solutions for v fail, the ILP component eventually determines that v is infeasible and thus
unsatisfiable.
The fourth section of Figure 1 contains five rules that create and maintain subsumption tuples. Only three
¬
-Rule, Pu -Rule) derive tuples from axioms. The other two rules propagate tuples up
of these rules (P./ -Rule, P./
¬
(vP -Rule) or down (vP -Rule) the subsumption hierarchy.
The bottom section of Figure
S 1 lists rules that discover subsumptions or disjointness due to subsumption
tuples. Q(v, S) is defined as hp,qi∈S {q | p ⊆ L(v)} and contains applicable QCRs selected from the set S of
subsumption tuples. The relation clone ⊆ V × (CAT ∪ CT¬A ) × V keeps track of subsumption or disjointness tests
and their associated QCR clones. For instance, a QCR clone v 0 ∈ VC of vA contains all QCRs contained in
0
L(vA ) and LP (vB ) (L¬
P (vB )) and represents the test whether A is subsumed by (disjoint to) B. If v becomes
unsatisfiable, then B (¬B) is added to L(vA ). The vP1 -Rule creates necessary QCR clones, the vP2 -Rule (vP3 0
Rule) ensures that Q(vA , LP (vB )) (L(vA ) ∩ CQ
T ) is contained in L(v ). The vP4 -Rule adds B to L(vA ) if vA ’s
corresponding clone is unsatisfiable. The other four rules deal with disjointness in an analogous way.

3

Small Tbox Example Illustrating Rule Application

We demonstrate our calculus with a small ALCQ Tbox T which entails C v D1 u ¬D2 (see below). A slightly
different example (C-SAT-exp-ELQ) is also used in our synthetic benchmark (see Section 6) and surprisingly
none of the tested reasoners besides Avalanche and Racer can classify the version with n = 10 within a time
limit of 1000 seconds.
C v ≥ 20 R.> u ≤ 10 R.A u ≤ 10 R.B
C v D1 t D2
D1 v ≤ 10 R.¬A, D2 v ≤ 9 R.¬B
The following steps show our rewriting of T into T 0 , which is a normalized ELQ Tbox that is a conservative
extension of T .
1. We remove the occurrence of t and add the entailment C v D1 t D2 using fresh concepts X3 , X4 and a
fresh role S1 .
C v ≥ 20 R.> u ≤ 10 R.A u ≤o10 R.B
C u ≥ 1 S1 .(X3 u X4 ) v D1
These two axioms entail C v D1 t D2
C u ≥ 2 S1 .> v D2
D1 v ≤ 10 R.¬A
D2 v ≤ 9 R.¬B
2. We normalize the axioms (but allow a conjunction on the right-hand side for sake of brevity) and replace
¬A, ¬B by notA, notB and new axioms using fresh roles S2 , S3 such that ¬notA v A and ¬notB v B are
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v-Rule
v¬ -Rule
v∗ -Rule
vu -Rule
v¬
u -Rule
fil-Rule
e-Rule
⊥-Rule
P./ -Rule
¬
-Rule
P./

P -Rule
P ¬ -Rule
Pu -Rule
vP1 -Rule
vP2 -Rule
vP3 -Rule
vP4 -Rule
v¬
P1 -Rule
v¬
P2 -Rule
v¬
P3 -Rule
vP4¬ -Rule

if A v φ ∈ T , φ ∈
/ L(vA )
then add φ to L(vA )
if φ v A ∈ T , ¬A ∈ L(v), ¬φ
˙ ∈
/ L(v)
then add ¬φ
˙ to L(v)
if A ∈ L(v), τ ∈ L(vA ), τ ∈
/ L(v)
then add τ to L(v)
if A1 u A2 v B ∈ T , {A1 , A2 } ⊆ L(v), B ∈
/ L(v)
then add B to L(v)
if Ai u Aj v B ∈ T , {¬B, Ai } ⊆ L(v), ¬Aj ∈
/ L(v)
then add ¬Aj to L(v)
if hr, q, ni ∈ σ(v), ¬∃ vq ∈ V : q ⊆ L(vq ), #vq ≥ n
then create vq ∈ VA with L(vq ) ← q and #vq ← n
if hr, q, ni ∈ σ(v), q ⊆ L(vq ), #vq ≥ n, r * L(v, vq )
then add r to L(v, vq )
if ⊥ ∈
/ L(v) ∧ (infeasible(L(v)) ∨ {A, ¬A} ⊆ L(v))
then add ⊥ to L(v)
if ./ n R.A v B ∈ T , is new(¬(./
˙
n R.A), LP (vB ))
then add to(¬(./
˙
n R.A), LP (vB ))
if A v ./ n R.B ∈ T , is new(./ n R.B, L¬
P (vB ))
(v
))
then add to(./ n R.B, L¬
B
P
if B ∈ L(vA ), LP (vA ) 6⊂
∼ LP (vB )
then add to(LP (vA ), LP (vB ))
6⊂ ¬
if B ∈ L(vA ), L¬
P (vB ) ∼ LP (vA )
¬
then add to(LP (vB ), L¬
P (vA ))
if Ai u Aj v B ∈ T , ϕ(Ai , LP (vAj )) 6⊂
∼ LP (vB )
then add to(ϕ(Ai , LP (vAj )), LP (vB ))
if Q(v, LP (vB )) 6= ∅, {B, ¬B} ∩ L(v) = ∅, clone(v, B) = ∅
then create v 0 ∈ VC , L(v 0 ) ← {>}, clone(v, B) ← {v 0 }
if v 0 ∈ clone(v, B), {B, ¬B} ∩ L(v) = ∅, Q(v, LP (vB )) * L(v 0 )
then add to(Q(v, LP (vB )), L(v 0 ))
Q
0
if v 0 ∈ clone(v, B), {B, ¬B} ∩ L(v) = ∅, L(v) ∩ CQ
T * L(v ) ∩ CT
Q
0
then add to(L(v) ∩ C , L(v ))
if {B, ¬B} ∩ L(v) = ∅, v 0 ∈ clone(v, B), ⊥ ∈ L(v 0 )
then add B to L(v)
if Q(v, L¬
P (vB )) 6= ∅, {B, ¬B} ∩ L(v) = ∅, clone(v, ¬B) = ∅
then create v 0 ∈ VC , L(v 0 ) ← {>}, clone(v, ¬B) ← {v 0 }
0
if v 0 ∈ clone(v, ¬B), {B, ¬B} ∩ L(v) = ∅, Q(v, L¬
P (vB )) * L(v )
¬
0
then add to(Q(v, LP (vB )), L(v ))
Q
0
if v 0 ∈ clone(v, ¬B), {B, ¬B} ∩ L(v) = ∅, L(v) ∩ CQ
T * L(v ) ∩ CT
then add to(L(v) ∩ CQ , L(v 0 ))
if {B, ¬B} ∩ L(v) = ∅, v 0 ∈ clone(v, ¬B), ⊥ ∈ L(v 0 )
then add ¬B to L(v)

Figure 1: Saturation rules (φ ∈ CAT ∪ CQ
T , τ ∈ CT ; ./ ∈ {≥, ≤}; i, j ∈ 1..2, i 6= j)
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entailed. This Tbox T 0 additionally entails C v X5 u ¬X7 .
C v ≥ 20 R.> u ≤ 10 R.A u ≤ 10 R.B
C u X5 v D1
≥ 1 S1 .X6 v X5
X3 u X4 v X6
C u X7 v D2
≥ 2 S1 .> v X7
D1 v ≤ 10 R.notA
D2 v ≤ 9 R.notB
o
≤ 1 S2 .> v notA
These two axioms entail ¬notA v A
≥ 1 S2 .> v A
o
≤ 1 S3 .> v notB
These two axioms entail ¬notB v B
≥ 1 S3 .> v B
3. Known subsumptions or unsatisfiability of concept conjunctions are derived from T 0 .
subs = {h{C, X5 }, D1 i, h{C, X7 }, D2 i, h{X3 , X4 }, X6 i}
unsat = ∅
¬
4. After applying the rules v, P./ , P./
, Pu we get the following node labels (for sake of better readability we
denote vA , where A is a concept name, simply as A when used for the labels L, LP , L¬
P ; anonymous and
clone nodes are denoted as vai and vcj respectively).
L(C) = {>, C, ≥ 1 S1 .X3 , ≥ 1 S1 .X4 , ≥ 20 R.>, ≤ 10 R.A, ≤ 10 R.B}
σ(C) = {h{R}, {¬A, ¬B, ¬notB }, 20i, h{S1 }, {X3 , X4 , X6 }, 1i}
L¬
P (C) = {h{>}, {≥ 1 S1 .X3 }i, h{>}, {≥ 1 S1 .X4 }i, h{>}, {≥ 20 R.>}i, h{>}, {≤ 10 R.A}i,
h{>}, {≤ 10 R.B}i}
L(D1 ) = {>, D1 , ≤ 10 R.notA}
L¬
P (D1 ) = {h{>}, {≤ 10 R.notA}i}
LP (D1 ) = {h{>, C}, {≤ 0 S1 .X6 }i
L(D2 ) = {>, D2 , ≤ 9 R.notB }
L¬
P (D2 ) = {h{>}, {≤ 9 R.notB }i}
LP (D2 ) = {h{>, C}, {≤ 1 S1 .>}i
LP (X5 ) = {h{>}, {≤ 0 S1 .X6 }i}
LP (X7 ) = {h{>}, {≤ 1 S1 .>}i}
LP (notA) = {h{>}, {≥ 2 S2 .>}i}
LP (A) = {h{>}, {≤ 0 S2 .>}i}
LP (notB ) = {h{>}, {≥ 2 S3 .>}i}
LP (B) = {h{>}, {≤ 0 S3 .>}i}
¬
¬
5. After applying the rules v¬
P1 , vP2 , vP3 (is C disjoint to D2 ?) and creating the clone vc1
clone(C, ¬D2 ) ← vc1
L(vc1 ) = {>, ≥ 1 S1 .X3 , ≥ 1 S1 .X4 , ≥ 20 R.>, ≤ 10 R.A, ≤ 10 R.B, ≤ 9 R.notB }

6. After applying the fil- and e-rule for vc1 and the rules v¬ , ⊥ for va1
σ(vc1 ) = {h{R}, {¬A, ¬B, ¬notB }, 20i, h{S1 }, {X3 , X4 , X6 }, 1i}
L(vc1 , va1 ) = {R}
L(va1 ) = {>, ¬A, ¬B, ¬notB , ≤ 0 S2 .>, ≤ 0 S3 .>, ≥ 2 S3 .>, ⊥}, #va2 = 20
L(vc1 , va2 ) = {S1 }
L(va2 ) = {>, X3 , X4 , X6 }, #va2 = 1
Based on the unsatisfiability of va1 we add {¬A, ¬B, ¬notB } to unsat.
7. After applying the fil- and e-rule for vc1 again, the rules v¬ , ⊥ for va3
σ(vc1 ) = {h{R}, {¬A, ¬B, notB }, 9i, h{R}, {¬A, B, ¬notB }, 1i, h{R}, {A, ¬B, ¬notB }, 10i,
h{S1 }, {X3 , X4 , X6 }, 1i}
L(vc1 , va3 ) = {R}
L(va3 ) = {>, ¬A, ¬B, notB , ≤ 0 S2 .>, ≤ 0 S3 .>}, #va3 = 9
L(vc1 , va4 ) = {R}
L(va4 ) = {>, ¬A, B, ¬notB , ≤ 0 S2 .>, notA, ≥ 2 S3 .>}, #va4 = 1
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L(vc1 , va5 ) = {R}
L(va5 ) = {>, A, ¬B, ¬notB , ≤ 0 S3 .>, notB , ⊥}, #va2 = 10
Based on the unsatisfiability of va5 we add {A, ¬B, ¬notB } to unsat. Together with the previous addition
to unsat we learned that {¬B, ¬notB } is unsatisfiable.
8. The ⊥-rule adds ⊥ to L(vc1 ) because infeasible(L(vc1 )) is true due to {¬B, ¬notB } ∈ unsat.
9. The v¬
P4 -rule adds ¬D2 to L(C).
¬
10. The rules v¬
u and v add ¬X7 and ≤ 1 S1 .> to L(C).

11. After applying the rules vP1 , vP2 , vP3 (is C subsumed by X5 ?) and creating the clone vc2
clone(C, X5 ) ← vc2
L(vc2 ) = {>, ≥ 1 S1 .X3 , ≥ 1 S1 .X4 , ≥ 20 R.>, ≤ 10 R.A, ≤ 10 R.B, ≤ 1 S1 .>, ≤ 0 S1 .X6 }
12. The ⊥-rule adds ⊥ to L(vc2 ) because infeasible(L(vc2 )) is true due to role S1 .
13. The vP4 -rule adds X5 to L(C).
14. The vu -rule adds D1 to L(C).
Other rules are still applicable but for sake of brevity we do not illustrate their application. Furthermore, no
other concept subsumptions are entailed w.r.t. T .

4

ILP Component

We now present the large-scale optimization framework we have designed for solving the system of QCRs in
the DL ELQ. It is based on a decomposition technique, called DantzigWolfe decomposition or more commonly
column generation technique [Las70, Chv83], combined with a branch-and-price technique [BJN+ 98] in order to
either detect that the system is infeasible, or to compute an optimal solution of the system.
Given T , v ∈ V and S containing QCRs, define the qualifying role set of v as SQ = {α(./ nR.C) | ./ nR.C ∈
S} ∪ {C | ./ nR.C ∈ S} ∪ {>, ⊥}, where α defines a mapping between a QCR and its associated (proxy) subrole
of R that is new in T , e.g., α(./ nR.C) = R0 with R0 v R and R0 new in T . The role partitioning PSQ of a
qualifying role set SQ is defined as the power set of SQ (without the empty set). Note that a qualifying concept
can be a member of a partition
at least one role. For each partition p ∈ PSQ ,
S only if the partition also containsT
we define pI = fil (v, p) ∩ (∆I \ Y ∈SQ \p fil (v, Y )) where fil (v, p) = e∈p fil (v, e) and fil (v, e) = eI if e is a concept
and fil (v, e) = {y I | (v I , y I ) ∈ eI } if e is a role. The semantics of role partitions in PSQ is defined in such a
way that their interpretations are pairwise disjoint. The absence of a role or concept in a partition implies the
presence of its semantic negation. We now define a mapping ξ from S to a linear inequality system as follows:
P
- ξ(≥ nR.C) = { q∈PS |R0 ∈q xq ≥ n} with R0 = α(≥ nR.C),
Q
P
S
- ξ(≤ nR.D) = { q∈PS |R00 ∈q xq ≤ n} ∪ q∈Q {xq ≤ 0}, such that Q = {p ∈ PSQ | D ∈ p ∧ R00 ∈
/ p}, with
R00 = α(≤ nR.D).

Q

S
In order to determine whether ξ(S) = ./nR.C∈S ξ(./ nR.C) is feasible using a highly scalable solution, we
propose a column generation ILP formulation for expressing ξ(S) as a mathematical ILP model, which will be
solved using a branch-and-price algorithm [BJN+ 98].
Given T , v ∈ V , S, SQ and PSQ , the ILP model associated with the feasibility problem of ξ(S) can be written
as follows:
X
min
costp xp
(1)
p∈PSQ

subject to:

X

0

≥role
R0 ∈ SQ

(2)

0

≤role
R0 ∈ SQ

(3)

p ∈ PSQ ,

(4)

aR
p xp ≥ δ R 0

p∈PSQ

X

aR
p xp ≤ δ̄R0

p∈PSQ

xp ∈ Z+
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≥role
≤role
≥role
≤role
role
where SQ
= {α(≥ nR.C) | ≥ nR.C ∈ S}, SQ
= {α(≤ nR.C) | ≤ nR.C ∈ S}, SQ
= SQ
∪ SQ
,
role
δ R0 (δ̄R0 ) is the cardinality of an at-least (at-most) restriction on a subrole R0 ∈ SQ
, and xp represents a
partition of the set PSQ . costp is defined as the number of concepts in partition p.
When the set of inequalities has a non empty solution set, we are interested in partitions that only contain the
entailed concepts, i.e., the minimum number of concepts that are needed to satisfy all the axioms. Consequently,
in the objective, costp ensures that output partitions only contain the entailed concepts, i.e., the minimum
number of concepts that are needed to satisfy all the axioms.
In order to design a scalable solution of (1)-(4), which has an exponential number of variables, we consider
a solution scheme that makes use of an implicit representation of the constraint matrix. This corresponds to
using a branch-and-price method, a generalization of a branch-and-bound method [NW88] in which the linear
relaxation of (1)-(4) is solved with a column generation algorithm ([Las70], [Chv83]). The linear relaxation is
defined by (1)-(3) and constraint (40 ), which is written as follows:

x p ∈ R+

(40 )

p ∈ PSQ .

Next step is to use an implicit representation of all the variables of (1)-(40 ). Therefore, instead of defining the
variables for p ∈ PSQ , we do it for p ∈ PS0 Q ⊆ PSQ , leading to the so-called restricted ILP or restricted master
problem in the mathematical programming literature, in which constraints (40 ) are replaced by constraints
p ∈ PS0 Q ,

x p ∈ R+

(400 )

with PS0 Q = ∅ at the outset. We next have an iteration solution process in which, at each iteration, the column
generation algorithm tries to generate an improving partition p, i.e., a partition such that, if added to the current
PS0 Q , improves the objective of formulation (1)-(400 ). The partition generator (PG), also called pricing problem
in the mathematical programming literature, is a mathematical ILP model with two sets of decision variables:
0
concept
aR = 1 if role R0 is in the generated partition, 0 otherwise ; bC = 1 if concept C ∈ SQ
is in the generated
concept
partition, 0 otherwise, where SQ
containing all the concepts of SQ and no subrole. The (PG) model can be
stated as:
X
X
X
0
0
0
0
(PG)
min
bC −
aR π̂ R −
aR ω̂ R
(5)
≥role

concept
C∈SQ
0

R0 ∈SQ

≤role

R0 ∈SQ

subject to: aR ≤ bC

≥role
R0 ∈ SQ
, C = R0 .qualif ier

(6)

0

≤role
R0 ∈ SQ
, C = R0 .qualif ier

(7)

bC ≤ aR
bC ≤ b>

C∈

concept
SQ

b⊥ = 0
0

bC , aR ∈ {0, 1}
0

(8)
(9)

role
concept
role
R0 ∈ SQ
, C ∈ SQ
= SQ \ SQ
,

(10)

0

where π̂ R and ω̂ R are the optimal values of the dual variables of problem (1)-(400 ) (see [Chv83] if not familiar
with linear programming concepts). The objective function (5) is the so-called reduced cost of a partition (or
column, see again [Chv83] for more details on the column generation method). Constraints (6)-(10) implement
the semantics of ξ(S).
(PG) returns a valid partition of PSQ , assuming no other information is provided. In its feasibility space, it
contains a 1-to-1 mapping between the said partitions and algebraic inequalities. If other informations such as:
(i) subsumption (T |= A v B), (ii) binary subsumption (A u B v C) and (iii) disjointness (T |= A1 u · · · u An v
⊥, n ≥ 1) are provided, the cardinality of some partitions p ∈ PSQ might need to be 0. Depending on the
information received, the semantics can be implemented by (in)equalities, using a 1-to-1 mapping presented
below.
concept
concept
- For every T |= A v B, set SQ
= SQ
∪ {A, B} and add bA ≤ bB to (PG), in order to guarantee
that if a generated partition contains a certain concept, it does contain all its subsumers.
concept
concept
- For every T |= A u B v C, update SQ
= SQ
∪ {A, B, C} and add bA + bB − 1 ≤ bC to (PG).
Then, if (PG) generates a partition containing A and B, it must contain C as well.
concept
concept
- For every disjointness relation T |= A1 u · · · u An v ⊥, n ≥ 1, set SQ
= SQ
∪ {A1 , . . . , An } and
Pn
add i=1 bAi − n + 1 ≤ b⊥ to (PG). This inequality ensures that if all the concepts Ai , i = 1, . . . , n are
present in a partition; this partition cannot be generated since otherwise it would contain ⊥ as well.
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Figure 2: Overview of ILP solution process
concept
, the relationship of C and ¬C can be modelled with equality
- If there is some concept C with ¬C ∈ SQ
bC + b¬C = 1. This implies that every generated partition contains exactly one of C and ¬C.

Every partition generated by (PG), which possibly contains some of the above inequalities or equalities,
satisfies all the input axioms except the QCRs, which are taken care of in (1)-(400 ). The column generation
method is an iterative process in which (1)-(400 ) and (PG) are alternatively solved until (PG) cannot provide any
new improving partitions, i.e., when the optimal value of the objective of (PG) is positive. This corresponds to
one of the optimality conditions when solving a linear program, see, e.g., [Chv83] for more details.
In the branch-and-price algorithm, an implicit enumeration scheme with a breadth first search (BFS) exploration strategy, branching is done upon a subrole R0∗ selected as follows:


X

0
R
R0∗ = arg 0max
a
×
max
{x̂
−
bx̂
c,
dx̂
e
−
x̂
}
,
(11)
p
p
p
p
p
role 

R ∈SQ
0
p∈P

0∗

0∗

leading to two branches, one with aR = 0 and the other one with aR = 1. This branching scheme is clearly
exhaustive and valid (see [Van11] and [NW88]). The branch-and-price algorithm terminates when either an
integer feasible solution for (1)-(4) is found, or an infeasibility is detected, i.e., either the linear programming
relaxation (1)-(400 ) has no solution (in most of the infeasibility cases) or the branch-and-price algorithm fails
to find a feasible integer solution, see [NW99]. A flowchart is provided in Figure 2 to summarize the solution
process.
Soundness and Completeness
The mapping presented in the previous paragraphs is a one-to-one mapping between the axioms and the algebraic
inequalities. Thus, the feasibility space defined by (2)-(4) represents all the instances that satisfy all axioms.
Following the decomposition ILP model that is proposed, constraints related to satisfying QCRs are addressed
in (2)-(4), while all other axioms are embedded in (PG). The branch-and-price algorithm, if (1)-(4) is feasible,
returns one set of valid partitions, and the selection of them is made by the objective (1).
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The result of the proposed solution process is sound. Indeed, every model produced by the large-scale optimization framework, i.e., ILP model (1)-(4) and branch-and-price algorithm, satisfies all the axioms that are fed
to the ILP component. It is also complete, because the feasibility spaces of the (1)-(400 ) and (PG) consider all
the possible models through the one-to-one mapping that leads to ILP model (1)-(4). In addition, the branching
rule in the branch-and-price algorithm considers a partitioning of the overall solution space, therefore no solution
is left out.

5

Soundness and Completeness

Due to lack of space we can only sketch the soundness and completeness proofs for our saturation rules. Given
the presentation in the previous section we know that the algorithms implementing the ILP component are
sound and complete and terminate in finite time for deciding whether a set of QCRs is feasible, i.e., numerically
satisfiable.
Intuitively speaking our soundness proof is an extension of the one for EL but all subsumptions or disjointness
involving QCRs are based on QCR infeasibility tests performed by the ILP component. Once a subsumption or
disjointness has been proven, its evidence as an element of a node label becomes part of the saturation graph.
Since QCRs can interact with one another a QCR solution and its corresponding model is not proof enough for
a subsumption unless it is known to be the only possible solution. In order to test QCR-based entailment the
label sets LP and L¬
P of potential (non-)subsumer nodes together with node labels are used for a feasibility test.
If such a set of QCRs has been proven to be infeasible, the corresponding subsumption or disjointness can be
added to the graph. Thus, only entailed subsumptions or disjointness will be inferred.
Lemma (Soundness). Let G be the saturation graph for a normalized Tbox T after the application of all satu˙
Then T |= C v β if it
ration rules in Figure 1 has terminated and C ∈ CAT and D ∈ CAT ∪ {⊥}, β ∈ {D, ¬D}.
holds that β ∈ L(vC ).
Proof. Let us assume that each rule application creates a new saturation graph and the sequence of rule applica¬
tions until termination produce a sequence of graphs
S G1 , . . . , Gm with Gi = (Vi , Ei , Li , LP i LP i ) and i ∈ 1..m. Let
R,C
I
I
F
(x) = {y ∈ C | (x, y) ∈ R }, and Q(v, S) = hp,qi∈S {q | p ⊆ L(v)}. For all m ∈ N, models I of T , r ⊆ RT ,
and x ∈ C I we claim the following holds: (i) if β ∈ Lm (vC ) then T |= C v β; (ii) if r ⊆ Lm (vC , vq ), #vq ≥ n
T
T
I
then there exist yi ∈ ∆I with (x, yi ) ∈ R∈r RI , yi ∈ q0 ∈q q 0 , i ∈ 1..n.
We prove our claim by induction on m. We start with m = 0 and assume that I is a model for T . For G0 we
have L0 (vC ) = {>, C}, L0 (vC , vD ) = ∅ implying that D = C. It is trivial to see that our claim holds. For the
induction step we make a case distinction according to applicable rules.
v-Rule Let φ ∈ Lm (vC ) \ Lm−1 (vC ) and x ∈ C I . Then there exists C ∈ Lm−1 (vC ) and C v φ ∈ T . Since I a
model of T it holds x ∈ φI .
v¬ -Rule Let ¬φ
˙ ∈ Lm (v) \ Lm−1 (v) and x ∈ ∆I \ C I . Then there exists ¬C ∈ Lm−1 (vC ) and φ v C ∈ T .
Since I a model of T it holds x ∈ ∆I \ φI .
v∗ -Rule Let τ ∈ Lm (v) \ Lm−1 (v) and x ∈ C I . Then there exists τ ∈ Lm−1 (vC ) and C I ⊆ τ I . Since I a model
of T it holds x ∈ τ I .
vu -Rule Let D ∈ Lm (v) \ Lm−1 (v) and x ∈ C1I , x ∈ C2I . Then there exists C1 , C2 ∈ Lm−1 (v) and C1 u C2 v
D ∈ T . Since I a model of T it holds x ∈ C1I ∩ C2I and thus x ∈ DI .
I
I
I
v¬
u -Rule Let ¬Cj ∈ Lm (v) \ Lm−1 (v) and x ∈ ∆ \ D , x ∈ Ci . Then there exists ¬D, Ci ∈ Lm−1 (v) and
I
Ci u Cj v D ∈ T . Since I a model of T it holds x ∈ Ci ∪ (∆I \ CjI ) ∪ (∆I \ DI ) and thus x ∈ ∆I \ CjI .

fil-Rule, e-Rule Let vq ∈ Vm \ Vm−1 , r ⊆ Lm (vC , vq ) such that q ⊆ Lm (vq ) and #vq ≥ n, Q = Lm−1 (vC ) ∩ CQ
T,
T
I
and let x ∈ q0 ∈Q q 0 . Due to the soundness and completeness of the ILP component and since I is
a model of T , w.l.o.g. we can assume that that a solution hr, q, ni ∈ σ(vC ) exists and we have yi with
T
T
I
(x, yi ) ∈ R∈r RI , yi ∈ q0 ∈q q 0 with i ∈ 1..n, and it holds ∀q 0 ∈ Q : x ∈ q 0I .
I
I
I
⊥-Rule Let ⊥ ∈ Lm (vC ) \ Lm−1 (vC ), then either {A, ¬A} ⊆ Lm−1 (vT
or
C ) and x ∈ A , x ∈ ∆ \ A
I
infeasible(Lm−1 (vC )) and by the soundness of the ILP component x ∈ q∈Lm−1 (vC )∩CQ q . In both cases it
T
holds that x ∈ ⊥I .

119

P./ -Rule Let h{>}, {¬(./
˙
n R.C)}i ∈ LP m (vD ) \ LP m−1 (vD ). The newly created tuple is correct. Assume for a
node vF that ./ m R.E ∈ Lm−1 (vF ) and x ∈ F I . If the ILP component determines {./ m R.E, ¬(./
˙
n R.C)}
as infeasible, then it holds x ∈ (./ m R.E)I , (./ m R.E)I ⊆ (./ n R.C)I ⊆ DI because I is a model of T
and ./ n R.C v D ∈ T .
¬
P./
-Rule Let h{>}, {./ n R.C}i ∈ LP m (vD ) \ LP m−1 (vD ). The newly created tuple is correct. Assume
for a node vF it holds ./ m R.E ∈ Lm−1 (vF ) and x ∈ F I . If the ILP component determines the set
{./ m R.E, ./ n R.C} as infeasible, then x ∈ (./ m R.E)I , ./ m R.E I ⊆ ∆I \ (./ n R.C)I ⊆ ∆I \ DI because
I is a model of T and D v ./ n R.C ∈ T .

P -Rule Let hp, qi ∈ LP m (vD ) \ LP m−1 (vD ), C I ⊆ DI , and w.l.o.g. let hp, qi ∈ LP m−1 (vC ). The newly created
tuple is correct because I is a model of T and a subsumption condition for C is also one for D since x ∈ C I
implies x ∈ DI .
¬
I
I
P ¬ -Rule Let hp, qi ∈ L¬
P m (vC ) \ LP m−1 (vC ), C ⊆ D , and w.l.o.g. let hp, qi ∈ LP m−1 (vD ). The newly created
tuple is correct because I is a model of T and a subsumption condition for ¬D is also one for ¬C since
x ∈ ∆I \ DI implies x ∈ ∆I \ C I .

Pu -Rule Let hp ∪ {Ci }, qi ∈ LP m (vD ) \ LP m−1 (vD ), and w.l.o.g. let hp, qi ∈ LP m−1 (vCj ). The newly created
tuple is correct because I is a model of T , Ci u Cj v D ∈ T , and if CiI ⊆ DI then a subsumption condition
for Cj is also one for D.
Rules vP1 , vP2 , vP3 , vP4 Let ⊥ ∈ Lm (v 0 ) \ Lm−1 (v 0 ), v 0 ∈ clone(vC , D), x ∈ C I . The rule vP1 added v 0 to Vk1 ,
the rules vP2 , vP3 fired
added the corresponding QCRs to Lk2 (v 0 ) with k1 < k2 ≤ m−1. We
T at least once and
I
I
I
define QP (v) = ∆ \ q∈Q(v,LP (vD )) q as the domain complement of all QCRs contained in Q(v, LPm (vD ))
m
T
and QI (v) = q∈Lm (v)∩ CQ q I as the domain of all QCRs contained in Lm (v). W.l.o.g. we only consider the
T
case that infeasible(L(v 0 )) caused the unsatisfiability of v 0 . Due to the composition of Lm (v 0 ) and since I is
a model of T , it holds x ∈ QI (vC ), QI (vC ) ⊆ QIP (vC ) ⊆ DI .
¬
¬
¬
The rules v¬
P1 , vP2 , vP3 , vP4 are analogous to vP1 , vP2 , vP3 , vP4 and for lack of space we omit this part of
the soundness proof here.

Lemma (Completeness). Let G be the saturation graph for a normalized Tbox T after the application of all
˙
Then,
saturation rules in Figure 1 has terminated, and let A ∈ CAT , B ∈ CAT ∪ {⊥}, and β ∈ {B, ¬B}.
β ∈ L(vA ), if T |= A v β.
Proof. We show the contrapositive. We assume that if D ∈
/ L(vC ), then T |= C 6v D. In the following we show
that a model for C 6v D can be derived from the saturation graph G, i.e., by constructing a canonical model
I(C) w.r.t. T such that x ∈ C I \ DI . I(C) is defined iteratively starting with I(C0 ). We define ∆I0 (C) := {xC }
and DI0 (C) := {xC | D = C} for all D ∈ CAT .
v-Rule In case φ = D then for every x ∈ (∆Ii ∩ C Ii ) \ DIi+1 add x to DIi+1 . In case φ = ./ n R.C the model
construction is done in the fil- and e-Rule.
v¬ -Rule In case φ = D then for every x ∈ (∆Ii \ C Ii ) \ (∆Ii+1 \ DIi+1 ) add x to ∆Ii+1 \ DIi+1 . In case
φ = ./ n R.C the model construction is done in the fil- and e-Rule item below.
v∗ -Rule This rule has no impact on the model construction.
vu -Rule For every x ∈ (∆Ii ∩ C1Ii ∩ C2Ii ) \ DIi add x to DIi+1 .
Ik
v¬
∩ CiIk ) \ (CjIk ∪ DIk ) add x to DIk+1 (i, j ∈ 1..2, i 6= j).
u -Rule For every x ∈ (∆
T
T
I
fil-Rule, e-Rule Let rIi = R∈r RIi , q Ii = q0 ∈q q 0 i , and k ∈ 1..n. For every x ∈ ∆Ii ∩ C Ii where no tuples
I

(x, yk ) ∈ rIi+1 with yk ∈ q Ii+1 exist, introduce new individuals yk to ∆Ii+1 , for every q 0 ∈ q add yk to q 0 i+1 ,
and add (x, yk ) to RIi+1 for every R ∈ r.
T
T
Rules vP1 , vP2 , vP3 , vP4 Let QIPi = q∈Q(v,LP (vF )) q Ii , QIPi¬ = ∆Ii \ QIPi , QIv i = q∈Lv ∩ CQ q Ii , E, F ∈ CAT ,
E

T

and x ∈ E Ii . By the composition rules for LP and the infeasibility result of the ILP component we know
that E Ii ⊆ QIPi¬ ⊆ F Ii because E Ii ∩ QIPi = ∅. Now for every x ∈ (∆Ii ∩ E Ii ) \ F Ii+1 add x to F Ii+1 .
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¬
¬
¬
The rules v¬
P1 , vP2 , vP3 , vP4 are analogous to vP1 , vP2 , vP3 , vP4 and for lack of space we omit this part of
the completeness proof here.
The construction of a model is performed in a fair manner, i.e., every rule applicable to already existing
elements in ∆Ii is applied before applying rules to new elements. The constructed model I(C) is indeed a model
of C w.r.t T . Due to lack of space we cannot prove this in detail but we argue informally. Although our rules deal
with ELQ, a subset of these deal with EL if one assumes that only QCRs of the form ≥ 1R.C are allowed. Thus,
we claim that our rules are complete for EL. Due to the semantics of QCRs and their allowed occurrence on the
left- and and right-hand side of axioms, these can entail subsumptions that are not possible in EL. In order to
ensure completeness we introduced the labels LP and L¬
P that aggregate possible (non-)subsumption conditions
caused by QCRs. In order to prove subsumption or disjointness we create corresponding QCR clones. In case
a clone is satisfiable after all rules have terminated this clone can serve as a model for the non-subsumption
or non-disjointness. In case additional entailed information is added to the saturation graph that causes the
unsatisfiability of a QCR clone, we will add the entailed subsumption or disjointness to the sets subs and
unsat that are used by the ILP component. Regarding the fil- and e-rule there could exist another possible
incompleteness because a numerically satisfiable set of QCRs could eventually cause the unsatisfiability of a
created anonymous node due to entailed information missing in the graph at the time of the feasibility test.
However, if such an anonymous node becomes unsatisfiable, the cause of unsatisfiability is learned by adding its
cause to the sets subs and unsat. This ensures that a previously computed solution is monotonically constrained
until either an anonymous node is determined as satisfiable or the set of QCRs becomes eventually infeasible.
Again, this ensures that no model for non-subsumption or non-disjointness is overlooked and no subsumption or
disjointness is missed.

Lemma (Termination). For every normalized ELQ Tbox over CT and RT the application of the saturation rules
in Figure 1 will terminate in finite time.
Proof. The algorithm terminates naturally because the saturation graph is finite and its number of nodes is
bounded by the size of the power set of CT and RT respectively, cycles are avoided by reusing nodes in accordance
to standard subset blocking. Finally, the number of concepts, edges, QCRs, and subsumption tuples that can
be added to L, LP , and L¬
P is again bounded by the size of the power set of CT and RT respectively. All rules
extend labels monotonically. Once the precondition of a rule is true for elements of a graph G and the rule has
fired, it cannot fire again for the same set of elements, thus, any series of rule applications is finite.

6

A First Experimental Evaluation

We developed a prototype system called Avalanche that implements our calculus as proof of concept.2 Its ILP
component is based on IBM ILOG CPLEX Optimization Studio [IBM] that is freely available for academic
research. Avalanche currently parses only ELQ ontologies expressed in RDF/XML syntax. For this first release
our focus is on a sound, complete, and terminating implementation. We did not optimize Avalanche for EL
ontologies yet and many of our saturation rules are implemented very inefficiently. Deciding subsumption for
named concepts where LP and/or L¬
P are not empty is currently computed very naively. We generate a QCR
clone for each possible subsumption or disjointness via QCRs and the number of clones is bounded by n2 if the
Tbox contains n named concepts.
Avalanche has been written in the Java programming language. It consists of two main components: a
reasoner and an external ILP module. The ILP module is needed for feasibility testing of QCRs. The reasoner
executes in the following way: First, it parses the input ontology file. The axioms in the file must conform to
our ELQ syntax. If an axiom in the ontology does not conform to the ELQ syntax restrictions an exception will
be raised and the system will terminate. After the parsing is completed, the input axioms are rewritten to our
internal normal form. Then, we build nodes representing all concepts declared in the original ontology file as
well as the ones obtained during the normalization phase.
Our reasoning process is divided into two phases: an unfolding and a rule application phase. During the
¬
unfolding phase we apply the rules v, v./ , v¬
./ , P , and P . In this phase, each rule is applied only once to each
node. Afterwards, during the rule application phase, we apply all rules rules except v, v./ , and v¬
./ . The rules
do not have to be applied in any particular order. We apply all matching rules to all the nodes. The system
calls the external ILP module when it needs to solve a system of inequalities.
2 Avalanche

web page: https://users.encs.concordia.ca/%7Ehaarslev/Avalanche/
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Ontology Name
canadian-parliament-factions-1
canadian-parliament-factions-2
canadian-parliament-factions-3
canadian-parliament-factions-4
canadian-parliament-factions-5
canadian-parliament-full-factions-1
canadian-parliament-full-factions-2
canadian-parliament-full-factions-3
canadian-parliament-full-factions-4
canadian-parliament-full-factions-5
C-SAT-exp-ELQ
C-UnSAT-exp-ELQ
genomic-cds rules-ELQ-fragment-1
genomic-cds rules-ELQ-fragment-2

#Axioms
48
56
64
72
81
51
60
69
78
87
26
26
716
718

#Concepts
21
24
27
30
34
22
25
28
31
34
10
10
358
359

#Roles
6
7
8
9
10
6
7
8
9
10
4
4
1
1

#QCRs
19
25
30
35
40
22
30
36
42
48
13
13
357
357

Figure 3: Metrics of ELQ benchmark ontologies (#=Number of . . . )
The experiments were performed on a MacBook Pro (2.6 GHz Intel Core i7 processor, 16GB memory) using
only one core. The comparison results (average of 3 runs) are shown in Figure 4. We compared Avalanche with
major OWL reasoners: FaCT++ (1.6.4) [FaC], HermiT (1.3.8) [Her], Konclude (0.6.2) [Kon], and Racer (3.0)
[HM01, HHMW12, Rac], which is the only other available OWL reasoner using an ILP component for reasoning
about QCRs. The algorithms implementing Racer’s ILP component are in general best-case exponential to the
number of QCRs given for one concept. Some metrics about the benchmark ontologies are shown in Figure 3.
The first benchmark (see top part of Figure 4) uses variants of two real-world ontologies modelling a component
of the Canadian Parliament, namely the House of Commons, which is a democratically elected body that had 308
members in the last Parliament (most members elected in 2011) [Can]. For each Canadian province a faction is
defined [Can] that is composed of members elected in the same province. In order to ensure subsumptions based
on QCRs we defined four concepts categorizing factions as tiny, small, medium, or big, based on the number
of faction members. Each faction belongs to exactly one of these faction categories. The second version adds a
concept defining for the House of Commons the number of members from each province [Can]. The only reasoners
that can classify all variants of the simplest of these ontologies within the given time limit are Avalanche and
Racer. Avalanche still exhibits an exponential runtime increase but it is the only reasoner that can classify
all variants of these ontologies. The performance of Racer for the simpler ontology is a good indication that
Avalanche can achieve similar runtimes with optimized reasoning algorithms.
The second benchmark (see middle part of Figure 4) uses synthetic concept templates that are similar to
the example used in Section 3. The original ALCQ concepts are shown below the table. They were manually
rewritten into normalized ELQ as demonstrated in Section 3. The concept templates use a variable n that is
increased exponentially. The numbers used in the template are bounded by the value of 2n. The first template
is satisfiable and the second one unsatisfiable. Only Avalanche and Racer can classify all variants of these small
ontologies within the time limit.
The third benchmark (see bottom part of Figure 4) uses two ELQ fragments of a real world ontology, genomiccds rules [Sam13, Sam14], which was developed for pharmacogenetics and clinical decision support. It contains
many concepts using QCRs of the form = 2 has.Ai . However, in these fragments the concepts (Ai ) occurring in
the qualification of the QCRs do not interact with one another. This simplifies the reasoning and all reasoners
except Racer perform well. Avalanche and HermiT as well as FaCT++ and Konclude have similar runtimes.
These fragments are interesting because the concept <#human> contains several hundred QCRs using the same
role. This is one of the reasons why Racer timed out for both fragments.

7

Summary

We presented the first calculus that combines saturation and ILP-based reasoning to decide subsumption for
ELQ. Our preliminary experiments indicate that this calculus offers a better scalability for qualified cardinality
restrictions than approaches combining both tableaux and ILP as well as traditional (hyper)tableau methods.
We already started to improve the efficiency of our implementation and expect a significant speedup for our next
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Canadian Parliament Factions
#F Ava Fac Her Kon
5
11.1 TO
TO
TO
4
8.4
TO
TO
TO
3
2.7
TO
TO
TO
2
1.4
TO
TO
TO
1
0.8
TO
TO
7.3
n
40
20
10
5
3

Ava
0.69
0.62
0.63
0.72
0.62

C-SAT-exp-ELQ
Fac Her Kon
TO
TO
TO
TO
TO
TO
TO
TO
TO
6.3
4.4
0.91
0.17 0.18 0.33

only
Rac
0.12
0.11
0.07
0.07
0.05
Rac
0.01
0.01
0.01
0.01
0.01

Canadian
Ava Fac
375
TO
22.4 TO
4.1
TO
2.7
TO
1.1
TO
Ava
0.63
0.80
0.99
0.74
0.75

Parliament Full
Her Kon Rac
TO
TO
TO
TO
TO
TO
TO
TO
TO
TO
TO
10.5
TO
TO
0.44

C-UnSAT-exp-ELQ
Fac Her Kon
TO
TO
TO
TO
TO
TO
TO
TO
TO
TO
TO
784
0.25 1.15 1.18

Rac
0.01
0.01
0.01
0.01
0.01

Sat: C v (≤ n R.¬A t ≤ n−1 R.¬B) u ≥ 2n R.> u ≤ n R.A u ≤ n R.B
Unsat: C v (≤ n−1 R.¬At≤ n−1 R.¬B)u≥ 2n R.>u≤ n R.Au≤ n R.B
Satisfiability of concept
Name
Ava
genomic-cds rules-ELQ-fragment-1 1.13
genomic-cds rules-ELQ-fragment-2
2.4

<#human>
Fac Her
27.7 0.87
28.2 1.14

Kon
27.7
28.3

Rac
TO
TO

Figure 4: Benchmark runtimes in seconds with a timeout of 1000 seconds (TO=timeout, #F=Number of Factions,
Ava=Avalanche, Fac=FaCT++, Her=HermiT, Kon=Konclude, Rac=Racer)
release. We plan to add a preprocessing phase that automatically rewrites ALCQ ontologies to our ELQ syntax.
Our next steps are to extend our calculus to cover role hierarchies and inverse roles.
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The PIE Environment for First-Order-Based
Proving, Interpolating and Eliminating
Christoph Wernhard
TU Dresden, Dresden, Germany

Abstract
The PIE system aims at providing an environment for creating complex applications of automated first-order theorem proving techniques.
It is embedded in Prolog. Beyond actual proving tasks, also interpolation and second-order quantifier elimination are supported. A macro
feature and a LATEX formula pretty-printer facilitate the construction of
elaborate formalizations from small, understandable and documented
units. For use with interpolation and elimination, preprocessing operations allow to preserve the semantics of chosen predicates. The system
comes with a built-in default prover that can compute interpolants.

1

Introduction

The PIE system aims at providing an environment for creating complex applications of automated first-order
theorem proving techniques, in examples, experiments, benchmarks, and as background machinery in other
contexts. The system is currently under development, with some major components already functional but
others still on the agenda. The state of the art for practically applying first-order proving techniques is perhaps
best represented by the the TPTP [Sut09, Sut15], which – although designed primarily as a library for testing
theorem provers – supports some aspects of creating complex applications: the Prolog-readable TPTP formula
syntax provides a uniform interface to a variety of systems, proving problems are organized in a way that
facilitates repeatability of testing, utilities for preprocessing are provided, and the classification of problems
according to useful syntactic characteristics is supported. When creating complex applications becomes the
main focus, various further issues arise:
1. Tasks beyond Proving. Aside of theorem proving in the literal sense there are various other related tasks
which share techniques with first-order theorem proving and have interesting applications. Basic such tasks
are model computation, which became popular in knowledge representation as answer set programming, the
computation of first-order interpolants and second-order quantifier elimination.
From a certain point of view, the opening of first-order reasoning to second-order extensions seems
quite natural: Early technical investigations of first-order logic have been accompanied by investigations of
second-order quantifier elimination for formulas with just unary predicates [Lö15, Sko19, Beh22] (see [Cra08];
for a comprehensive presentation of [Beh22] in this context see [Wer15a]). Today there are many known
applications of second-order quantifier elimination and variants of it termed uniform interpolation, forgetting
and projection. Aside of the study of modal logics, most of these applications are in knowledge representation
and include computation of circumscription, representation of nonmonotonic semantics, abduction with
Copyright c by the paper’s authors. Copying permitted for private and academic purposes.
In: P. Fontaine, S. Schulz, J. Urban (eds.): Proceedings of the 5th Workshop on Practical Aspects of Automated Reasoning
(PAAR 2016), Coimbra, Portugal, 02-07-2016, published at http://ceur-ws.org
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respect to such semantics, forgetting in knowledge bases, and approaches to modularization of knowledge
bases based on the notion of conservative extension, e.g., [GO92, LR94, DLS97, Wer04, GLW06, GSS08,
GHKS08, LW11, Wer12, Wer13a, KS13, LK14]. Advanced elimination systems are available for description
logics, for example the LETHE system [KS15] as well as further implementations of recent techniques for
forgetting based on Ackermann’s lemma [ZS15, ZS16]. Elimination systems based on first-order logic have
been implemented mainly in the late 1990s [Eng96, Gus96].
Interpolation plays an important role in verification [McM05], where it is used mainly on the basis of
propositional logic extended with respect to specific theories. An application area on the basis of full firstorder logic is database query rewriting [Mar07, NSV10, TW11, BBtC13, BtCT14, HTW15]. It seems that
so far there have been only specialized techniques applied in this context, in contrast to general first-order
provers. Interpolation for first-order logic is supported by Princess [BKRW11b, BKRW11a], as well as in
some versions/extensions of Vampire [HKV10, HHKV12].
2. First-Order Logic as Input and Presentation Format. First-order logic can be considered as close
enough to natural language to be well suited for humans to express applications. (This is quite different
from propositional logic, where the formulas input to SAT solvers are typically the output of some encoding
mechanism of the application problem. Accordingly, in the DIMACS format commonly used as input for SAT
solvers logic atoms are just represented by natural numbers.) Compared to Prolog notation, readability of
first-order formulas can in some cases be improved if functor arguments are not encapsulated by parentheses
and not separated by commas, which however requires predeclaration of functor arities. The textbook
[EFT84], for example, would write pfxy instead of p(f(x), y). Pretty-printing, where formula structure is
reflected in indentation substantially facilitates readability of longer formulas. LATEX provides professional
formula layout and seems the format of choice for the presentation of formalizations.
The TPTP syntax allows formulas to be read in by Prolog systems, which is very convenient for Prolog
implementations of further formula manipulation. The TPTP tools also include a pretty-printer for that
syntax. There are two subtle mismatches of the TPTP syntax and Prolog: TPTP formula variables are
represented as Prolog variables, although their scoping is different (quantifier arguments vs. clauses); in
the ISO Prolog standard unfortunately the character ! is, unlike ?, not of type “graphic”, effecting that
universal and existential TPTP quantifier symbols, which are based on ! and ?, can not be handled in
exact analogy, and that a != b has to be read in as =(!(a),b).
3. Stepwise Construction of Larger Formalizations. Comprehensibility of even modest-sized formalizations can be improved greatly by using labels, speaking names, for the involved subformulas. In analogy
to procedure names, labels are particularly versatile if they can be used with parameters. Such labels also
facilitate the re-use of formulas and indicate similarities of related formalizations.
The TPTP requires symbolic names as formula identifiers whose scope is the respective proving problem.
They typically appear in proof presentations but are not used to specify the composition of problems from
formulas. Shared axiom sets can be expressed in the TPTP by means on an include directive on the file
level.
4. Flexibility of Document Granularity. Each proving problem in the TPTP is represented by a file whose
name is formed according to a pattern such that application domain and problem format are indicated. While
this is very helpful for an archive and testing library, for the development of formalizations it seems more
beneficial to follow the traditional approach of the AI programming languages like Lisp and Prolog, which
do not tie document granularity – files – with semantic or abstract structural units. However, support for
namespaces and symbol redefinition is in such language systems commonly related to files.
5. Integration of Natural Language Text. In many cases it is useful to accompany formalizations with
explanatory text. Possibly an interleaved combination of formal and informal material, a form of “literate
formalizing”, is most adequate for complex formalizations.
TPTP problem files have a structured header that includes an obligatory field for an English one-line
description as well as an optional field for a longer description. Also a field for bibliographical references is
provided.
6. Sustainability and Repeatability. The usability of documents with complex formalizations should not
be limited to a narrow context. Involved mechanized tasks must be repeatable. That a proving problem
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can be solved not just depends on the choice of the proving system but also on its particular configuration,
prone to fail after small changes. This implies that system configurations known to work have to be precisely
recorded.
7. Benchmarks as Side Product. For the computational tasks involved in a complex formalization, it
should be possible to generate benchmark documents that can be evaluated independently and in reproducible ways, for example as TPTP problems files.
8. Programming Language Embedding. Embedding in a programming language seems useful: Programming is required to express advanced formula manipulations, including preprocessing or generation of
formulas according to repeatedly occurring patterns and to specify flows of control concerning the involved
proving and related tasks, as well as postprocessing of their outputs. Prolog, the original basis of the TPTP,
seems well suited, in particular since it supports terms as readable and printable data structures that can be
immediately used to represent logic formulas. In addition, specifically the SWI Prolog system comes with
very good interfaces to XML and RDF, which are common as exchange formats for large fact bases.
9. Integration of Large Axiom Sets and Fact Bases. Some applications, in particular in common sense
reasoning, include large sets of axioms, such as, for example, the excerpts of CYC included in the TPTP, or
fact bases such as YAGO, DBPedia and GND, which are available in RDF format. Naming of axioms/facts
is irrelevant for these. A human user typically sees only a small fraction of them that is exposed in a proof.
TPTP v6.3.0 includes five subsets of CYC ranging form 100 up to more than 3 million axioms, where
only the second smallest with 8000 axioms was used in the 2015 CASC-25. Seemingly that is the one
that can be handled without any special mechanisms by most modern first-order provers. With LTB the
CASC also provides a dedicated division for problems with large shared axiom sets, currently extracted from
libraries formalized with interactive proving systems. In the competition, provers are allowed to perform
offline tuning with the shared axioms and example problems.
These issues are addressed by the PIE system with the features and components described in Sect. 2. In the
conclusion, Sect. 3, some related work is briefly discussed and an outlook is given. An example that illustrates
the use of PIE is provided as Appendix A. Development snapshots of the system with some further examples
can be obtained under GNU General Public License from
http://cs.christophwernhard.com/pie/.

2
2.1

Features and Components of the PIE System
Prolog Embedding and Interfaces to Other Systems

The PIE system is the succesor of ToyElim [Wer13b], which is based on propositional logic and has been used
in experiments with applications of second-order operator elimination, such as forgetting, abduction and nonmonotonic reasoning semantics. Both systems are implemented in SWI Prolog. To cope with large formulas, on
occasion destructive operations like setarg are used but hidden behind an hash table interface.
It is intended to use PIE from the SWI Prolog environment. Thus, the functionality of the system is provided
essentially in form of a library of Prolog predicates. The basic formula syntax of PIE differs from the TPTP
syntax (see also Sect. 1, point 2): A formula with quantifiers is represented by a Prolog ground term. For
conjunction and disjunction the operators , and ;, as in Prolog, are used. Implication is represented by ->
(unfortunately this operator has due to its role as “if-then-else” in Prolog a stronger default precedence than ;).
A clausal formula is represented as list of lists of literals, where variables are Prolog variables. Conversions to and
from TPTP first-order and clausal forms as well as Otter/Prover9/Mace4 syntax are provided. For propositional
logic and quantified Boolean formulas there are conversions to and from DIMACS and QDIMACS, respectively.
Call-interfaces for proving tasks to provers accepting the TPTP or the Prover9 format as well as to SAT and
QBF solvers are provided. For propositional elimination tasks there is also a special DIMACS -based interface
to Coprocessor [Man12], a SAT preprocessor that can be configured to perform elimination tasks.
The PIE system includes the Prolog-based first-order prover CM, described further in Sect. 2.4, which is thus
immediately available in a lightweight way, without detour through the operation system and without further
installation effort. Proofs returned by CM can be directly processed with Prolog and allow interpolant extraction.
The internals of the prover are easy to modify for experimenting. As a second possibility for interpolation tasks,
an interface to Princess [BKRW11b] is envisaged.

127

2.2

Macros

A macro facility is provided, where the macros can have parameters and expand to first- or second-order formulas.
In this way, a macro name can serve not just as a formula label but, more generally, can be used within another
formula in subformula position, possibly with arguments.
Pattern matching is used to choose the effective declaration for expansion, allowing structural recursion in
macro declarations. An optional Prolog body in a macro declaration permits expansions involving arbitrary
computations. Utility predicates intended for use in these bodies are provided for common tasks, for example,
determining the predicates in a formula after expansion. With a macro declaration, properties of its lexical
environment, in particular configuration settings that affect the expansion, are recorded.
Macros provide a convenient way to express properties of predicates, e.g., transitivity, abstractly, and also to
express more complex application patterns that can not be stated as definitions within second-order logic unless
predicates in argument position would be permitted. Various practically useful computations can be considered
as elimination of second-order operators, in particular, literal forgetting (a form of predicate quantification
that only affects predicate occurrences with negative or positive polarity), projection (which is like predicate
quantification, except that the predicates that are not quantified – whose semantics is to be retained – are made
explicit) and circumscription. The macro mechanism allows to use dedicated operator notation for these on the
user level, whereas on the system level predicate quantification is the only second-order operator that needs to
be supported.
2.3

LATEX Document Generation

A formula pretty-printer is available that outputs Prolog-readable syntax as well as LATEX. In addition to formula
indentation, the LATEX pretty-printer converts numbers and single characters separated by an underscore at the
end of Prolog functor names to subscripts in LATEX. A brief syntax as indicated in Sect. 1, point 2, is optionally
available for in- and output of formulas.
Prolog-readable files with macro declarations can be translated to LATEX documents which contain the prettyprinted declarations, all text within specially marked comments, and all outputs produced by calls wrapped in
a special Prolog predicate that indicates evaluation at “printtime”. Utility predicates for tasks like proving,
interpolation and elimination are provided that pretty-print solutions in LATEX at “printtime”, and in Prolog
when invoked normally.
2.4

Included Prolog Technology Theorem Prover CM

The included prover CM was originally written in 1992, based on [Sti88] but as compiler to Prolog instead of
Lisp. The underlying calculus can be understood as model elimination, as clausal tableau construction, or as the
connection method. The leanCoP prover [Ott10], also implemented in Prolog, is based on the same calculus and
regularly takes part in the CASC competitions. Re-implementations of leanCoP have recently found interest to
study new techniques [Kal15, KU15]. A conceptual difference to leanCoP is that CM proceeds in a two-step
way, by first compiling the proving problem. This makes the prover less flexible at runtime, but the possibility
to inspect the output of the compiler on its own contributes to robustness and facilitates experimenting with
modifications. The prover had been revised in 1997 [DW97] and recently in 2015 where it has been ported to
SWI Prolog, combined with some newly implemented preprocessing operations and improved with the problems
of the 2015 CASC competition, CASC-25 , taken as yardstick. For the CASC-25 problems in the first-order no
equality (FNE) category it performs better than leanCop and iProver Modulo but worse than CVC4. For the
CASC-25 problems in the first-order with equality (FEQ) category it performs significantly worse than leanCop
but better than iProver Modulo. More information on the prover and the evaluation details are available at
http://cs.christophwernhard.com/pie/cmprover/.
2.5

Preprocessing with Semantics Preservation for Chosen Predicates

A number of implemented preprocessing operations is included, most of them currently for clausal inputs.
While some of these preserve equivalence, for example conventional CNF transformation (if function introduction through Skolemization is disregarded), others preserve equivalence just with respect to a set of predicates
p1 , . . . pn , that is, inputs F and outputs G satisfy the second-order equivalence
∃q1 . . . ∃qm F ≡ ∃q1 . . . ∃qm G,
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(1)

where q1 , . . . , qm are all involved predicates with exception of p1 , . . . pn . Such conversions clearly also preserve
equi-satisfiability, which corresponds just to the special case where n = 0. Keeping track of the predicates
p1 , . . . , pn whose semantics is to preserve is needed for preprocessing in applications like interpolation and secondorder quantifier elimination. (The Riss SAT solver and the related preprocessor Coprocessor [Man12] also support
this.) Some preprocessing conversions allow, moreover, to keep track of predicate semantics with respect to just
their occurrences with positive or negative polarity, which is useful for Lyndon interpolation (Sect. 2.6) and
literal forgetting (Sect. 2.2).
Implemented preprocessing methods that preserve equivalence with respect to a given set of predicates include
a variant of the Plaisted-Greenbaum transformation, a structural hashing transformation that identifies two
predicates (or one predicate with the negation of another) in the case where both have equivalent non-recursive
and easily detectable “semi-definitions” (the, say, positive “semi-definition” of the predicate p is obtained by
taking all clauses containing a positive literal with predicate p and removing these literals, equivalence (4) below
can be used to justify this transformation semantically), and elimination of predicates in cases where this does
not lead to a substantial increase of the formula size.
2.6

Support for Interpolation

A Craig interpolant for two given first-order formulas F and G such that (F → G) is valid is a first-order
formula H such that (F → H) and (H → G) are valid and H contains only symbols (predicates, functions,
constants, free variables) that occur in both F and G. Craig’s interpolation theorem ensures the existence of
such interpolants. The PIE system supports the computation of Craig interpolants from closed clausal tableaux
with a variant of the tableau-based interpolant construction method from [Smu95, Fit95]. (It seems that this
method has not been reviewed in the recent literature on interpolation for first-order logic in automated systems,
e.g., [HKV10, BKRW11a, BJ15].)
Suitable clausal tableaux are constructed by the CM prover. Interpolant construction can there be done
entirely by pre- and postprocessing, without requiring alterations to the core prover. The preprocessing includes
simplifications as outlined in Sect. 2.5. Also the Hyper hypertableau prover [PW07] produces proof terms that
can be converted to tableaux, but this is not fully worked out in the current implementation.
The constructed interpolants strengthen the requirements for Craig interpolants in that they are actually
Lyndon interpolants, that is, predicates occur in them only in polarities in which they occur in both of the two
input formulas. Symmetric interpolation, a generalization of interpolation described in [Cra57, Lemma 2] and
called symmetric, e.g., in [McM05, Sect. 5], is supported, implemented by computing a conventional interpolant
for each of the input formulas, corresponding to the induction suggested in [Cra57]. Handling of functions (with
exception of individual constants) is not supported in the current implementation. It seems possible to implement
this by a relational translation of the functions that is reversed on the output.
2.7

Support for Second-Order Extensions to First-Order Logic

In some cases second-order formalizations are convertible to first-order logic but more concise than their first-order
counterparts. This suggests to use preprocessors that produce first-order outputs to handle such second-order
inputs. The following equivalence is analogous to the familiar effect of Skolemization of individual variables
quantified by outermost quantifiers but applies to predicate variables:
0
∃p1 . . . ∃pn F [p1 , . . . , pn ] |= ∀q1 . . . ∀qm G[q1 . . . , qm ] iff F [p01 , . . . , p0n ] |= G[q10 . . . , qm
],

(2)

where F [p01 , . . . , p0n ] is obtained from F [p1 , . . . , pn ] by replacing all occurrences of predicates pi for 1 ≤ i ≤ n with
0
] from G[q1 . . . , qm ] by replacing qi for 1 ≤ i ≤ m with fresh qi0 .
fresh predicates p0i and, analogously, G[q10 . . . , qm
The left side of (2) is a second-order entailment, the right side a first-order entailment. This pattern occurs in the
characterization of definability and computation of definientia by interpolation (see Appendix A for an example),
where advantages of the second-order formulation are that predicate renaming is hidden by quantification and
that a relation to the strongest necessary and weakest sufficient condition [Lin01, DLS01, Wer12], which are
essentially second-order concepts, is made explicit.
Moving second-order quantifiers outward can be necessary to achieve a form matching the left side of (2).
Aside of the equivalence preserving quantifier movement operations familiar from first-order quantifiers, the
following second-order equivalence, “Ackermann’s quantifier switching”, due to [Ack35b] can be useful there:
∀x∃p F [pt1 , . . . , ptm ] ≡ ∃q∀x F [qxt1 , . . . , qxtm ],
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(3)

where F [pt1 , . . . , ptm ] is a second-order formula in which x only occurs free and p is a predicate of arity n ≥ 0 with
exactly the m indicated occurrences, instantiated with n-ary argument sequences t1 to tm and F [qxt1 , . . . , qxtm ]
is like F [pt1 , . . . , ptm ] except that the occurrences of p are replaced by occurrences of a fresh predicate q of
arity n + 1, applied on the original argument sequences ti prepended by x. Applied in the converse direction
than displayed here, the equivalence (3) can help to facilitate second-order quantifier elimination by simplifying
the argument formula of the predicate quantifier, leading for example to an elimination-based decision method
for the description logic ALC [Wer15b]. The current implementation of PIE includes automatic handling of
second-order quantifiers in proving tasks according to (2). More advanced preprocessing is planned.
2.8

Support for Second-Order Quantifier Elimination

Second-order quantifier elimination means to compute for a given formula with second-order quantifiers, that is,
quantifiers upon predicate or function symbols, an equivalent first-order formula. (For functions an arity > 0,
in contrast to individual constants, is assumed here.)
For Boolean quantifier elimination, that is, second-order quantifier elimination on the basis of propositional
logic, several methods were already available in the ToyElim system: expanding subformulas with the Shannon
expansion followed by simplifications (a more advanced version of this method is described in [Wer09]), and
for clausal formulas a resolution-based method as well and a call-interface to Coprocessor [Man12], a SAT
preprocessor that can be configured to perform resolution-based elimination. For first-order logic, the PIE
system currently includes a variant of the DLS algorithm [DLS97], which is based on Ackermann’s Lemma, the
following equivalence due to [Ack35a]:
∃p (∀x px → G[x]) ∧ F [pt1 , . . . , ptn ] ≡ F [G[t1 ], . . . , G[tn ]],

(4)

where p does not occur in G[x] and does occur in F in exactly the n indicated occurrences which all have
positive polarity, and F [G[t1 ], . . . , G[tn ]] is obtained from F [pt1 , . . . , ptn ] by replacing all occurrences of p with
occurrences of G[x] in which x is instantiated to the respective argument ti of p. (It is assumed that x does not
occur bound in G[x].) The lemma obviously also holds in a dual version, where the implication is (∀x px ← G[x])
and the occurences in F all have negative polarity. It can be straightforwardly generalized to predicates p with
more than a single argument.
The improvement of the second-order quantifier elimination techniques and their integration with the other
supported tasks belong to the major issues for the next development steps.

3

Conclusion

Concerning related work based on first-order proving, the TPTP had already been mentioned in many specific
contexts. For developing certain kinds of advanced and complex mathematical proofs in a human-assisted way,
some first-order systems, notably Otter and Prover9/Mace4, alone seem suitable by providing control features
such as weighting and hints. The most ambitious approach for a working environment around first-order provers
so far seemed to be the ILF project in the 1990s, targeted at human users and mathematical applications. It
was centered around an advanced proof conversion with LATEX presentation in textbook style [DGH+ 94, Dah98].
Further goals were a mathematical library based on Mizar and an embedding into the Mathematica environment
[DW97, DHHW98]. The goals of PIE are much more modest. The main focus is not on proofs but on formulas,
possibly reduced by elimination and normalized in certain ways. In the conception of the ILF Mathematical
Library there was a somewhat ad hoc pragmatic break between syntactic preselection of possibly relevant axioms
and their semantic processing by provers. It is the hope that second-order techniques justify a more thoroughly
semantic approach to modularization and retrieval from formalized knowledge bases.
It is planned to use PIE embedded into another Prolog-based system that provides knowledge based support
for scholarly editing [KW16a, KW16b]. The first envisaged application there is to control the preprocessing of
RDF fact bases through definienda obtained by interpolation.
As already indicated in Sect. 2.8, the extension of the facilities for second-order quantifier elimination will
be a main issue for the next development steps of PIE . Aside of DLS, the second major approach to secondorder quantifier elimination is the resolution-based SCAN algorithm. A variant of this has also been already
implemented in PIE but mainly for abstract investigations, without expectation to compete with possible implementations based on dedicated resolution provers. DLS is known to be complete (i.e. terminate successfully)
exactly for inputs that satisfy a certain syntactic condition [Con06]. Orthogonal to that condition, there are
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further cases with known terminating methods, for example, formulas with only unary predicates [Lö15, Beh22]
(see also [Wer15b]), “semi-monadic” formulas [Wer15b], and the case where explicitly given ground atoms are
“forgotten” [LR94]. Various elimination techniques have thus to be combined for practical application, in a way
that ensures completeness for known cases.
A related topic for future research is the exploration of relationships between interpolation and elimination.
For example, the objective of one of the preprocessing steps of DLS is to decompose a given formula into a
conjunction A ∧ B where A contains the predicate p to eliminate just in occurrences with negative polarity
and B just with positive polarity, approximately matching the conjunction in the left side of (4). Symmetric
interpolation can be used to solve this step in a complete way, that is, whenever there is a decomposition into
such A and B, then one is found. Other parallels between interpolation and elimination concern the notion of
conservative extension, a relationship between formulas that can be expressed as entailment of an existential
second-order formula. For the special case of definitional extension (see e.g., [Hod97]), also if the extension is
not given in the syntactic form of explicit definitions, the corresponding task can be expressed by first-order
reasoning based on interpolation.
To sum up, the PIE system tries to supplement what is needed to create applications with techniques of
automated first-order proving techniques, not solely in the sense of mathematical theorem proving but considered
as general tools of information processing. The main focus are formulas, as constituents of complex formalizations
and as results of elimination and interpolation. Special emphasis is made on utilizing some natural relationships
between first- and second-order logics. Key ingredients of the system are macros, LATEX prettyprinting and
integration into a programming environment.
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Vince Bárány, Michael Benedikt, and Balder ten Cate. Rewriting guarded negation queries. In
MFCS 2013, volume 8087 of LNCS, pages 98–110. Springer, 2013.
[Beh22]
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A

Example Document

The following pages illustrate the user view on the PIE system with the rendered LATEX output and the corresponding Prolog-readable input document of a short example. Further examples are included with the system
distribution and can be inspected on the system Web page.
A.1

Output of the Example

PIE Example Document

1

Projection and Definientia

project(S , F )
Defined as
∃S1 F ,
where
S2 := free_predicates(F ),
S1 := S2 \ S .
definiens(G, F , S )
Defined as
project(S , (F ∧ G)) → ¬project(S , (F ∧ ¬G)).

2

Obtaining a Definiens with Interpolation

We specify a background knowledge base:

kb1
Defined as
∀x (qx → px ) ∧ (px → rx ) ∧ (rx → qx ).

To obtain a definiens of ∃x px in terms {q, r} within kb1 we specify an implication
with the definiens macro:

1
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ex1
Defined as
definiens((∃x px ), kb1 , [q, r]).

We now invoke a utility predicate that computes and prints for a given valid implication an interpolant of its antecedent and consequent:
Input: ex1 .
Result of interpolation:
∃x qx .

Before we leave that example, we take a look at the expansion of ex 1 :
(∃p (∀x (qx → px ) ∧ (px → rx ) ∧ (rx → qx )) ∧
(∃x px ))
→
¬(∃p (∀x (qx → px ) ∧ (px → rx ) ∧ (rx → qx )) ∧
¬(∃x px )).
And we invoke an external prover (the E prover) to validate it:
This formula is valid: ex1 .

3

Obtaining the Strongest Definiens with Elimination

The antecedent of the implication in the expansion of definiens specifies the strongest
necessary condition of G on S within F . In case definability holds (that is, the implication is valid), this antecedent denotes the strongest definiens. In the example it has
a first-order equivalent that can be computed by second-order quantifier elimination.

ex2
Defined as
project([q, r], (kb1 ∧ (∃x px ))).
Input: ex2 .
Result of elimination:

(∀x ¬rx ∨ qx ) ∧
(∀x ¬qx ∨ rx ) ∧
(∃x rx ).

2
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Index
definiens(G, F , S ), 1

kb1 , 1

ex1 , 2
ex2 , 2

project(S , F ), 1

3
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A.2

Source of the Example

/** \title{\textit{PIE} Example Document} \date{} \maketitle */
:- use_module(folelim(support_scratch)).
:- set_info_verbosity(50).
:- ppl_set_verbosity(7).
/** \section{Projection and Definientia} */
def(project(S,F)) :: ex2(S1, F) ::mac_free_predicates(F, S2),
mac_subtract(S2, S, S1).
/* mac_free_predicates/2 and mac_subtract/2 are utility functions
for use in macro definitions
*/
def(definiens(G,F,S)) ::
project(S, (F , G)) -> ~project(S, (F, ~(G))).
/** \section{Obtaining a Definiens with Interpolation} */
/**
We specify a background knowledge base:
*/
def(kb_1, [syntax=brief]) ::
all(x, ((qx->px), (px->rx), (rx->qx))).
/**
\bigskip
To obtain a definiens of $\exists x\, \f{p}x$ in terms $\{q, r\}$ within
$\mathit{kb_1}$ we specify an implication with the $\mathit{definiens}$ macro:
*/
def(ex_1, [syntax=brief]) ::
definiens(ex(x, px), kb_1, [q,r]).
/**
\bigskip
We now invoke a utility predicate that computes and prints for a given valid
implication an interpolant of its antecedent and consequent:
*/
:- ppl_printtime(ppl_ipol(ex_1)).
/**
\bigskip
Before we leave that example, we take a look at the expansion of
$\mathit{ex}_1$:
*/
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:- ppl_printtime(ppl_form(ex_1, [expand=true])).
/**
And we invoke an external prover (the \textit{E} prover) to validate it:
*/
:- ppl_printtime(ppl_valid(ex_1, [prover=tptp(eprover)])).
/** \section{Obtaining the Strongest Definiens with Elimination} */
/**
The antecedent of the implication in the expansion of $\mathit{definiens}$
specifies the strongest necessary condition of $G$ on $S$ within $F$. In case
definability holds (that is, the implication is valid), this antecedent denotes
the strongest definiens. In the example it has a first-order equivalent
that can be computed by second-order quantifier elimination.
*/
def(ex_2, [syntax=brief]) ::
project([q,r], (kb_1, ex(x, px))).
:- ppl_printtime(ppl_elim(ex_2)).
:- ppl_set_source.
:- mac_install.
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